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Abstract

Visual representation learning lies at the core of foundational AI models for computer
vision. Current approaches typically involve learning general-purpose representations from
large-scale datasets and adapting them to downstream tasks such as image segmentation,
generative modeling, and object detection. However, adapting these models to domains
with limited or no labeled data remains a major challenge. This manuscript addresses this
gap by developing methods that repurpose visual and multi-modal foundational models
for tasks where labels are scarce, including image clustering, visual out-of-distribution
(OOD) detection, and label-free generative learning.

Detecting anomalous or out-of-distribution samples is essential for ensuring reliability
in safety-critical applications. Similarly, image clustering is a longstanding task that, in
addition to identifying useful structures in unlabeled data, can serve as an annotation
proxy (pseudo-labels). Pseudo-labels can be leveraged in a plethora of follow-up tasks, such
as semi-supervised learning. Finally, visual generative learning without labels, known as
unconditional image synthesis, can offer useful solutions in fields such as medical imaging,
where expert-level annotations are scarce, expensive, and time-consuming.

Towards repurposing foundational models for downstream tasks, this work makes
four main contributions. First, it introduces a novel image clustering approach based
on pointwise mutual information and presents a large-scale empirical study of clustering
methods under challenging data distributions. Second, it proposes multiple strategies
for visual OOD detection, utilizing the availability of ground truth labels, label names,
or a sufficiently large text corpus with vision-language models. Third, it demonstrates
how representation learning can enhance label-free generative modeling by using cluster
assignments to improve training efficiency and inference-time control. Finally, it presents
a novel sampling method for both conditional and unconditional diffusion models. The
introduced method enhances long-range dependencies during sampling, resulting in
visually coherent samples with high perceptual quality.

Collectively, the above contributions advance the adaptation of foundational models to
visual label-deprived tasks, providing practical solutions for designing robust, data-efficient
computer vision systems.



Zusammenfassung

Das visuelle Reprasentationslernen bildet den Kern von KI-Foundation-Modellen fiir
Computer Vision. Aktuelle Ansdatze umfassen in der Regel das Lernen allgemeiner
Représentationen aus grofien Datensitzen und deren Anpassung an spezifischere Aufgaben
wie Bildsegmentierung, generative Modellierung und Objekterkennung. Die Anpassung
dieser Modelle an Bereiche mit begrenzten oder gar keinen annotierten Daten bleibt
jedoch eine grofle Herausforderung. Diese Arbeit befasst sich mit dieser Liicke, indem sie
Methoden entwickelt, die visuelle und multimodale Foundation-Modelle fiir Aufgaben
wiederverwenden, bei denen nur wenige Label vorhanden sind, darunter Bild-Clustering,
visuelle Out-Of-Distribution (OOD) Erkennung und generatives Lernen ohne Labels.

Die Erkennung anomaler oder OOD Stichproben ist fiir die Gewahrleistung der Zu-
verlassigkeit in sicherheitskritischen Anwendungen von entscheidender Bedeutung. In
dhnlicher Weise ist das Bild-Clustering eine wichtige Aufgabe, die neben der Identi-
fizierung niitzlicher Strukturen in nicht annotierten Daten auch als Annotationsproxy
(Pseudo Labels) dienen kann. Pseudo Labels konnen in einer Vielzahl von Folgeaufgaben
(downstream tasks), wie zum Beispiel dem halbiiberwachten (semi-supervised) Lernen,
genutzt werden. Schliefllich kann visuelles generatives Lernen ohne Labels (unconditional
image synthesis) niitzliche Losungen in Bereichen wie der medizinischen Bildgebung
bieten, in denen Annotationen auf Expertenniveau selten, teuer und zeitaufwendig sind.

Im Hinblick auf die Umnutzung von Foundation-Modellen fir Folgeaufgaben leistet
diese Arbeit vier wesentliche Beitrdge. Erstens wird ein neuartiger Ansatz zur Bild-
clusterung auf der Grundlage punktweiser gegenseitiger Information vorgestellt und
eine grof3 angelegte empirische Studie zu Clustering-Methoden mit herausfordernden
Datenverteilungen prasentiert. Zweitens werden mehrere Strategien fiir die visuelle OOD-
Erkennung entwickelt, wobei die Verfiigbarkeit von Ground-Truth-Labels, Label-Namen
oder einem ausreichend groflien Textkorpus mit Bild-Sprach-Modellen genutzt wird. Drit-
tens wird gezeigt, wie das Repréasentationslernen die labelfreie generative Modellierung
verbessern kann, indem Clusterzuweisungen zur Verbesserung der Trainingseffizienz und
der Steuerung wahrend der Inferenz verwendet werden. SchliefSlich wird eine neuartige
Sampling-Methode fiir Diffusionsmodelle mit und ohne Konditionen vorgestellt. Die
vorgestellte Methode verbessert die globalen Abhangigkeiten wihrend des Samplings und
erzeugt visuell kohdrente Samples mit hoher wahrgenommene Qualitét.

Insgesamt fordern die oben genannten Beitrage die Anpassung von Foundation-
Modellen an visuelle Aufgaben ohne Labels und bieten praktische Losungen fiir die
Entwicklung robuster, dateneffizienter Computer-Vision-Systeme.
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Part I:
Research Synthesis & Overview



1. Representation Learning

1.1 Notation and Prerequisites

Let X be a discrete random variable with sample space A with probability mass function
p(z) = Pr{X = z},z € X, where x is the observed value, also known as a realization
of X ~ p(z) [56]. We denote the probability mass function p(x) of the discrete random
variable X, where > _, p(z) = 1. The sample space & is the set of all possible values,
and it is also known as the alphabet or support in information theory [182], or the
state space in system modeling. Similarly, two random variables X and Y with a joint
probability distribution p(z,y) and marginal probability distributions p(x) and p(y) can
be defined. Observations z,y € X x ) can be sampled from the joint distribution p(z,y)
where (X,Y) ~ p(z,y), or from the marginal distributions p(x) and p(y).

Encoded representations of the observed samples z = gy(x) can also be regarded as
realizations of random variables, Z ~ p(z), where gy(.) is a parametrized function with
parameters 0 (e.g. a deep neural network). Finally, the mutual information 7(X;Y)
between two discrete random variables X and Y quantifies the amount of information
one variable provides about the other

( z,y)
=3 pla.y) log ~ 75y (1.1)

reX yey
= Ep(z,y) {log Z()() ?(J; :| (1.2)
= H(X) - H(X[Y) = H(Y) = H(Y|X). (1.3)

In Eq. (1.3), the entropy H(X) of a discrete random variable X with probability mass
function p(z) is defined as H(X) = — >, ., p(x)logp(x), which quantifies the average
uncertainty of X. H(X) measures the expected amount of information needed to describe
X, across all possible € X. The conditional entropy of X given Y is defined similarly

H(X|Y) == py) Y plaly)logp(zly). (1.4)

yey reX

H(XY') measures the average uncertainty remaining about X when Y is known.
Consequently, 1(X;Y) quantifies the reduction in the uncertainty of X due to the
knowledge of Y and vice versa. The ratio in the logarithm of I(X;Y)

plr,y) _ plzly) _ plylz)
px)p(y)  plx)  py)

, as p(x,y) = p(z)p(ylr) (1.5)
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can be understood as a scaled conditional probability. The mutual information can
also be viewed as the relative entropy between the joint distribution p(x,y) and the
product of the marginals

I(X;Y) = Dy, (p(z,y) || p(x)p(y)) > 0. (1.6)

Relative entropy was first defined by Kullback and Leibler (KL), and it is known
under a plethora of names. In general, for any probability mass function or probability
distribution p, ¢ we will refer to D, (p|lq) (Eq. (1.6)) as KL divergence in this manuscript.
Due to its asymmetric nature, Dy, (pllq) # Dxr (¢llp). KL divergence is a measure of
inefficiency of estimating the true distribution p (the target), given that the estimated
distribution is ¢ (the prediction). For instance, the distribution ¢ can be computed via a
neural network that optimizes the parameters 6 with respect to an objective function via
backpropagation.

1.2 Introduction and Supervised Learning

The performance of learning algorithms heavily depends on the nature of their input
representations [38]. Representation learning methods seek a representation of the joint
distribution over events in the world that generate the data we observe [123]. The
observed data are measured by sensors (e.g. a camera) or other projections of the real
world, such as textual descriptions (natural language). Representation learning algorithms
transform the raw observation x € X into a typically lower-dimensional representation z
that statistically models x. A good representation retains relevant information for one or
more downstream tasks [157, 84].

Outside of machine learning, a classic example can be found in data compression,
where only the most informative aspects of raw sensory data are preserved. Most bits
of information in perceptual signals (e.g. pixels) carry minimal perceptual relevance
[34, 23], while our audiovisual senses are more sensitive to low frequencies [68]. Lossy
compression algorithms, such as JPEG and MP3 [274, 127], exploit redundancies in
perceptual signals, enabling us to represent them with fewer bits. Instead of relying on
handcrafted algorithms, representation learning uses observations to learn z. Large-scale
language modeling has been associated with compression [62, 185].

Supervised representation learning. The first major advancement in representation
learning was achieved through supervised learning. In this setup, the labels y are known
while p(y|x) is learned [152, 111]. Typically, a neural network with learnable parameters
0 is trained to approximate p(y|x). At test time, an intermediate representation z of
the neural network is used, such as the penultimate layer. This paradigm is commonly
referred to as supervised representation learning. The representation z can be used as is
(i.e., train a task-specific neural network using z as input) or the weights 6 can be refined
through fine-tuning, also known as transfer learning [321].

Transfer learning enables knowledge transfer from a source distribution with ample
labeled samples to a target distribution [83]. When the source and target distributions are
sufficiently related, transfer learning can enhance target task performance and improve
data efficiency [321]. For example, the ImageNet accuracy is highly correlated with other
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image recognition tasks, though the correlation weakens for object detection [75]. When
the number of labeled samples is low, the representations learnt by supervised methods
exhibit poor generalization to samples outside the training distribution [145]. In such
scenarios, additional objectives, such as autoencoding, can be employed as an auxiliary
regularization to increase data efficiency [147, 197].

Collecting and annotating sufficient training data for supervised learning is frequently
expensive, error-prone, and time-consuming [321, 30]. The infamous ImageNet21K dataset
[63], a considerable effort in collecting annotated image samples, required over 25,000
workers to annotate 14 million images for 22,000 semantic categories [214]. Moreover,
human biases in the annotation procedure can lead to systematic inaccuracies [4, 30].
To address these limitations, weaker supervision strategies that reduce reliance on
manual human annotation have been proposed. While inherently noisy, weaker forms of
supervision, such as web-scraped image descriptions or hashtags, can provide a useful
supervisory learning signal when obtained at scale [184, 214].

One of the primary challenges in leveraging noisy paired data for representation
learning lies in effective data curation [81, 82, 273] or improving the associated labels per
sample [29]. Another approach [242; 241, 184] involves obtaining hashtags from associated
free-form image captions and mapping them to WordNet synonym sets (SynSets) [189].
WordNet is a lexical database that organizes words into sets of synonyms (SynSet) and
arranges them in a hierarchical, tree-like structure based on semantic relationships [189].
A SynSet represents a group of cognitive synonyms that convey a shared concept or
meaning. In the current largest-scale supervised pre-training on image data [60], 4B
images have been semi-automatically annotated to a class hierarchy of 30k labels for
multi-label classification. Dehghani et al. [60] report an unprecedented robustness and
alignment to human perception [90].

Connection to mutual information. Supervised learning can be viewed under the
prism of the information bottleneck principle [262]. By discarding superfluous features
with respect to the task (e.g. noise, spurious correlations), the learning algorithm is forced
to encode the essential and invariant features. Recent studies reveal a correlation between
the degree of information bottleneck and the generalization error [139]. The information
bottleneck principle aims to minimize the mutual information between X,Y through
observations x € X and their intermediate representation z € Z, while maximizing the
task-relevant information, as measured by the associated labels Y ~ p(y), between Z,Y
[27]. Mathematically,

max [[(Z;Y) — BI(X; Z)] (1.7)

where § > 0 is the Lagrange multiplier. Large values for 3 result in a highly
compressed representation of X ~ p(z). Essentially, Eq. (1.7) forces Z to act as a
minimal sufficient statistic of X for predicting Y, known as the InfoMin principle
[262]. Without label information about the downstream task, minimizing (X, Z) means
discarding information, which is a more challenging task. Based on Eq. (1.7), supervised
learning is not incentivized to learn features beyond the bare minimum necessary to
classify a sample [285, 5].

9
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1.2.1 Connection to Autoencoders

Alemi et al. [8] relate the formulation of Eq. (1.7) to the variational auto-encoding (VAE)
objective [144, 38]. The latter proof can be found in Appendix B in [8], and can be
formulated as:

it Cyag(a) = min | —Ey, (io logpo(a]2)] +6 Dic (gu(2l2) | p(2)), (L8)
Reconstn;(,:tion error Rogulavrization

where g (z|x) and py(z|z) are the encoder and decoder of VAE, respectively. The
prior distribution p(z) is usually a unit Gaussian [145]. This is equivalent to maximizing:

qu (2|
max —Epa) Lvag(z) = max EEP(I)E%(ZM [logpg(x\z)}l =B Ep@)Eq, (212) {log _‘/I’)((J) )]

)

<I(X:2)
(1.9)

Maximizing I(X; Z) is equivalent to minimizing the conditional entropy, since I(X; Z) =
H(X)— H(X | Z). In the context of autoencoders, H(X | Z) is related to the expected
negative log-likelihood [272]. The second regularization term in Eq. (1.9) constrains the
capacity of z, which encourages the model to learn an efficient representation. The output
of the encoder z is often referred to as the latent representation. In practice, we use
samples from the minibatch B and sample a single latent per sample in each iteration
(Monte Carlo estimation). The term Dxp, (g4 (2]2) || p(2)) can be computed analytically
when both distributions are Gaussians.

The hyperparameter  determines the tradeoff between image reconstruction quality
and latent space compactness [265]. The compactness of this refers to how tightly and
efficiently it encodes information [68]. Below are use-cases for 3:

e ELBO: For § = 1, the VAE objective is bounded by the evidence lower bound
(ELBO), which maximizes the likelihood of the data [144].

e Interpretability (8 > 1): When optimizing for compactness and semantic inter-
pretability of the representation, increasing 5 > 1 is desirable as in $-VAEs [38].
Increasing [ generally comes at the cost of inferior reconstruction quality.

e Unregularized autoencoder (5 = 0): the reconstruction training objective of
unregularized autoencoders has been linked to the maximization of a lower bound
of I(X, Z) [272]. Linsker et al. [171] first described this as InfoMaz, or the principle
of maximum information preservation. This is in contrast to supervised learning, as
shown in Eq. (1.7). When § = 0, architectural constraints are imposed to avoid the
trivial mapping of x = z, Vo € X' [272]. The per-pixel reconstruction error (mean
square) assumes pixel independence, and it usually leads to blurry reconstructions
[48]. The model focuses on accurately predicting low frequencies compared to high
ones (e.g., texture), as low frequencies constitute the largest fraction of the total
signal power [67].

13



Original Image

=)
X
a
2]
<
O
-4

Figure 1.1: PCA 3-channel visualization of the latent representations as encoded
from the VAE [224]. ImageNet samples resized to 256 x 256 resolution are used without
noise, and the VAE weights are based on the stable diffusion (SD) weights from [210],
available on the Hugging Face Diffusers library, which encode the image in four channels
with a spatial compression factor of 8. SD-XL refers to the largest scale model.

e Structure preservation (5 € (0,1)): By contrast, for state-of-the-art visual
generation using latents [224], VAEs are typically trained with 5 < 1 to partially
preserve the structure of the image. We visualize this in Fig. 1.1. The retained
latent structure can then be exploited with an additional generative model with
the appropriate inductive biases [68].

Moreover, it is known that the reconstruction error alone is insufficient for learning
useful representations [27]. The autoencoder may memorize fine-grained details irrelevant
to the data-generating process. To this end, several regularization techniques have
been introduced [271, 145, 239, 149]. For instance, current variational autoencoders
(Fig. 1.1) employ a perceptual loss [314], a patch-based adversarial loss [126], and KL
regularization with § < 1 [144]. The above example highlights the difficulty of designing
unified representations that can be used for discriminative and generative visual tasks.
Surprisingly, denoising autoencoders [271] have recently gained traction towards creating
such representations [290, 52].

1.3 Mask Modeling: Language and Vision

BERT. A key approach to learning general-purpose representations without labels is
masking. As the name suggests, in mask modeling, parts of the input are masked. During
training, the model tries to predict the masked segments, such as missing words in a
sentence or patches in an image. Mask-based modeling is a widely established objective
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in natural language processing (NLP) with remarkable success [65, 216, 36]. In NLP,
masking can be applied in random segments of the input sentence, allowing the model to
leverage bidirectional context to predict the masked segment, known as BERT [65]. In
BERT [65], the two views of a sentence correspond to a masked word in the sentence and
its bidirectional context. Kong et al. [148] link the BERT objective to a lower bound on
the mutual information between different parts of a sentence.

GPT. Another popular approach is left-context-only masking, which explicitly predicts
the subsequent parts of a sentence [36], called generative pretraining (GPT). GPT can be
efficiently implemented in the transformer architecture using constrained self-attention.
The latter is referred to as a “transformer decoder” and can be used autoregressively at
inference time. Generative pretraining has partially bridged the gap between generation
and recognition in NLP [215, 216].

Masking in vision. However, masked image modeling (MIM) methods usually
achieve competitive results in discriminative tasks only through fine-tuning [100, 317,
205, 241, 160]. For instance, reconstructing a masked patch does not necessarily teach
the model to recognize objects [117]. MIM encourages models to focus on local patterns
across all layers and is better suited for geometric, motion, and fine-grained tasks [292].
Exemplar tasks include pose estimation, image segmentation, depth estimation, and video
object tracking. Park et al. [205] argue that self-supervised vision transformers trained
with MIM representations capture more high-frequency information (primarily in early
layers), compared to contrastive learning. The most widely used MIM approaches are: a)
masked autoencoders (MAE) [144, 100], b) BERT-like image pre-training [20, 208], and
more recently, denoising (diffusion) autoencoders [281, 290, 52]. Conceptually, denoising
noised image patches is analogous to predicting masked patches in MAE [281].

Natural language versus vision and unified learning. In general, the observed
discrepancy in language compared to vision is attributed to multiple factors:

e Information density varies. Languages are human-generated signals that are highly
semantic and information-dense [100]. Predicting missing words in a sentence
induces linguistic understanding. Conversely, images are natural signals with
substantial spatial redundancy. For this reason, masking image modeling often
requires higher masking ratios than natural language [65, 284].

e The continuous nature of pixel intensities makes it harder to define a proper
“vocabulary” for prediction, unlike the discrete nature of languages.

e Image data has strong locality as nearby pixels are highly correlated. Masking
parts of an image can result in learning local details rather than global image
understanding.

Recent methods like data2vec [17] have unified learning across modalities by only
employing modality-specific tokenization. Tokenization [269] refers to the process of
breaking down raw input data into smaller, discrete units called tokens, which are then
mapped to numerical representations. The nature of these tokens depends on the input
modality. For example, text may be divided into words or characters; image tokens might
correspond to patches.

In this work, we will mainly focus on discriminative representations from images
and multi-modal data that do not require fine-tuning. Such off-the-shelf representations
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have been adapted to downstream tasks, such as image clustering and out-of-distribution
detection [6]. This approach is significantly more computationally efficient. For each
downstream task, it allows training a relatively small model on the learned representations
[4] or only partial fine-tuning of the foundational model [5].

1.4 Contrastive Learning

Another principled approach for representation learning, grounded in information theory,
is contrastive learning. It encourages the retention of semantically consistent features [84].
Formally, contrastive learning aims to learn a representation of a real concept based only
on co-occurring observations [124]. In the following, we consider two co-occurring samples
(v1,v9) € V1 X Vs, drawn from the joint distribution (Vi, V5) ~ p(vy,vq) as positives. For
instance, (v1,v2) can be coinciding stochastic views of the same underlying sample z,
where x is a realization of X ~ p(z). Each view is obtained by an independent stochastic
transformation of z, denoted as v = T (), so that

p(vr, vz | @) = p(vilz) p(vz|z). (1.10)

Taking the expected value with respect to X then yields the joint distribution of
CO-OCCUITING Views:

p(v1, v2) Zp vy | x) p(vg | xz p(x). (1.11)

reX

p(v1.02]2)

For the multi-modal setting, we illustrate the formulation using two paired modalities,
such as image-text pairs. In general, contrastive learning can be extended to more
modalities by anchoring pairs on one reference modality [259]. In the two-modality case,
let (x1, z2) denote paired instances of (X7, X3) ~ p(z1,x2). Each instance is then mapped
to a stochastic view via modality-specific independent transformations 77, 75, yielding a
positive pair

vy = Ti(x1), vy = Ta(z2). (1.12)

Absence of a transformation corresponds to the identity mapping, i.e. T (z) = z.
Since the transformations act independently, we have

p(vi,v2 | 1, 22) = p(vy | 21) p(v2 | 22). (1.13)

Taking an expectation with respect to paired data (z1,z2) then gives the joint
distribution of positive multi-modal samples:

p(v1,v2) Z Z p(vr | 1) p(vg | ZEQ) p(z1, x2). (1.14)

T1E€X1 T2EX:

p(v1,02 |w1 ,22)

Multi-modal realizations include 2D projections of the same 3D scene or observations
from different visual sensors [260]. To construct negative pairs, we consider independently
sampled views vy, Uy drawn from the product of marginals:

Pues(T1,T2) = p(¥1) p(T5),  where  p(v) =Y p(v | z)p(x), (1.15)
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which represents unrelated negative pairs. To distinguish samples from the joint
distribution p(vq,v9) from these negative pairs, a “critic” is defined. The critic refers to
a discriminating function hy(.) parametrized by two neural networks with parameters
0 = {01, 0}, which may or may not be shared. The respective encoders gp, (.), gs,(.) map
views to latent representations

21 =gg, (v1), 2o = gg,(v2), 21, 7 € RY. (1.16)

Subsequently, normalization is applied, positing vectors in the unit hyper-sphere
(z; E ”) meaning they can only differ by pointing in different directions. The critic is
typlcahy implemented as an exponentiated, temperature-scaled cosine similarity

ZTZ 1 .
ho(v1,v2) = exp (% : m> = exp <; Slm(z17Z2)) > 0, 7> 0. (1.17)

The encoder parameters 6, are often identical to ¢, (siamese networks [50, 51]), or
updated as an exponential moving average (EMA) of 0, [101]. The EMA requires the
two encoders to have an identical architecture, and the parameter update is applied
element-wise:

92 — ’792 -+ (1 — ")/) 91, v E (O, 1), (118)

where values of v close to 1 are often used. For a given anchor view v; (as a reference),
we consider a candidate set denoted as

Svy = {017U217U§7-~7U§+1}; (119)

where v denotes the positive view associated with the anchor view vy, while k =
|sv,| — 2 denotes the number of negative pairs. Negatives are drawn from the marginal
distribution p(v), hence

Preg (U1, 03) = p(v1) p(vs), for alli € {2,... k}, (1.20)

similar to Eq. (1.15). The contrastive objective for a single positive pair (vy,v}), can
then be written as the negative log-softmax over all k negative pairs as:

exp (sim(zy, 24)/7 he(v1, v3
> i1 exp (sim(z1, 23)/7) > i-1 he(vi, v3)

By sampling multiple s,, i.i.d. sets, denoted as S,,, we can extend the above equation
as:

'Ccontrast (Svl) = ﬁcontrast (‘/h ‘/2

Z Econtrast 51)1) (122)

sq,l €Sv,

Intuitions. An intuitive way to illustrate the contrastive objective is by decomposing
and approximating Eq. (1.21) as two terms using a shared encoder g:
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1 T k+1 T (e 1
‘Ccontrast ~ - g(vl) nge Xp g(v2) . (123)

ALk Hg v2 po= ||g v || o@D

alignment / invariance

J/

uniformity/ regularlzation

The first term aligns the features from positive pairs in the d-dimensional hypersphere
[279]. Another perspective relates the first term to learning invariances between positive
pairs. The second term spreads the features from negative pairs roughly uniformly on
the hypersphere as k — oo [279]. In other words, negative samples are distinguishable
in feature space [26]. The regularization term primarily drives the grouping of samples
with respect to their semantic labels. In general, current self-supervised methods require
a regularization constraint to prevent representation collapse, wherein the model maps
all inputs to the same output [132]. The contrastive loss can also be viewed as a k + 1
softmax classification problem. Similarities between representations act analogously to
the output of a supervised classifier, also known as logits [50].

Implementing the contrastive loss. In practice, k can be arbitrarily large. Thus,
directly minimizing Eq. 1.21 is infeasible. The most widely adopted solution is to
randomly sample & = 2B — 2 negatives, given a mini-batch of B samples with two views
per sample. Negative pairs are computed from the similarities between non-co-occurring
representations, as illustrated with the negative rectangles in Fig. 1.2. The mini-batch
similarity matrix Z is defined as:

77" € R*P2B 7 = {i 205 1 € R2Bx4, (1.24)
[|z1] ||z25]|

Consequently, for all 2B positive pairs in the mini-batch indexed by 4, j, as highlighted
with green in Fig. 1.2, the contrastive loss is formulated as:

h iy Uj
'Ccontrast(viavj) = _log 2B G(U UJ) ’ (125)

> Lppiho(vi, vi)

k=1

J/

~
postitive + negatives

where Lz € {0,1} is an indicator function evaluating to 0 when £ = i to exclude
self-similarities (black filled rectangles in Fig. 1.2), which correspond to diag(ZZ").
We highlight that the denominator in Eq. (1.25) includes the positive pair (v;,v;) in
the nominator. The final loss is averaged across all positive pairs in the mini-batch
245, 288, 201]:

B

1
£contrast — ﬁ (Z Econtrast (UZz 1 U22 + Z Econtrast (UQZJ Voi— 1)) . (126)

=1

The above loss is referred to as normalized temperature-scaled cross-entropy loss (NT-
Xent) or InfoNCE. Another well-known alternative is MoCo [101], which keeps a memory
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Figure 1.2: A graphical illustration for B = 4 of the positive and negative pairs
within a mini-batch, as used in the SimCLR/InfoNCE objective.

bank of £ samples from previous iterations as negatives, combined with an exponential
moving average (EMA) of the encoder’s parameters (Eq. (1.18)). The memory bank is
dynamically updated with features computed on each iteration. With this approach, the
negative pairs are independent of the batch size, i.e. £ >> 2B — 1. After the training
phase, one of the encoders, gy, (.), gs,(.), is kept for the downstream task.

Connecting the contrastive objective to mutual information. Contrastive learn-
ing can be interpreted as a classification task where, for a fixed anchor representation z,
one must identify its paired sample z;, among k£ + 1 candidates. Here, we are using the
representations z, which follow the same distributions as the views and are linked via
the encoder z = gg(v). Thus, a positive pair drawn from p(vy | v1) is shown as p(z2 | 21)
to emphasize that the optimization takes place in representation space. Similarly, the k
negatives are drawn independently from the marginal p(Z;) (Eq. (1.15)). In the popula-
tion limit (k — o0), with negatives drawn i.i.d. from the marginal p(Z), minimizing the
expected cross-entropy loss over infinitely many pairs is equivalent to matching pg(z2 | 21)
to the true conditional distribution p(z | z1). Based on that, it can be proved that the
optimal critic hj(.) is proportional to the ratio [260]:

p(21, 22) - p(z1]za)  plaalz1)

p(21)p(22) p(z1) N p(z) where 2 = go(v). (1.27)

hy(vy,v9)

This ratio is known as pointwise mutual information (PMI), and its expectation, in
Eq. 1.21, yields an estimator related to mutual information 1(Z;; Z;). To show this
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link, we first define the contrastive loss, similarly to Eq. (1.22), for a large sample set of
positive pairs as:

hg(v1, v2)
ho(v1,v2) + 355 ho(v1, 7)
where p(#) follows Eq. (1.15) for all j > 1. It can be proved that, for sufficiently

large k, Lncg in Eq. (1.28) yields a lower bound on mutual information. A proof can be
found in [259, 201, 211], showing that:

ENCE = _Ep(vl,vg) Ep(ﬁé) 10g ) (128)

I(Zy;Z) > log(k+1) — Lnce- (1.29)

By the data-processing inequality, I(Z;; Z2) is also bounded above by the views, where
I(V3;V4) is constant:

I(Vi; Vo) > 1(Zy; Z) > log(k + 1) — Lnce. (1.30)

In practice Lncg is approximated by the averaged empirical 1oss Leonirast defined in
Eq. (1.26) using k negatives from the mini-batch, where k = 2B — 2. Thus, minimizing
Leontrast at each iteration is expected to maximize a lower bound on the mutual information
between co-occurring representations. In practice, finite-sample mini-batch estimates
of Lxcg can introduce variance and bias, so the bound equation 1.29 may remain loose
211, 187].

1.4.1 Designing Positive Views in Contrastive Learning

InfoMin or InfoMax? When dealing with a single modality, such as natural images,
creating positive views is a key design choice. This decision dictates the shared information
between (vy, vq), which alters the joint distribution and ultimately influences the learned
representation [159]. The InfoMin principle [262, 8] suggests that a good set of views should
capture the minimal sufficient statistics required for a downstream task. The InfoMax
principle emphasizes preserving maximal information [171], which is not downstream
task-dependent, unlike InfoMin. Tian et al. [261] state that InfoMin is complementary
to the InfoMax principle in contrastive learning. In particular, beyond maximizing
all the task-relevant information, discarding irrelevant information tends to improve
generalization [235, 121, 243]. Under this prism, both principles converge on the choice
of positive pairs. Ideally, the only information shared between (vy,v;) is relevant for the
downstream task.

When the amount of shared information between (v, v2) is small, then the learned
representation will implicitly discard more information about the input [261]. To exemplify,
let us consider two extreme cases:

1. Ground truth pairs. When human labels are present, same-class samples serve
as positive pairs, known as supervised contrastive learning [140], and only class-
related information is learned. Khosla et al. [140] show that comparable results
to standard supervised learning with cross-entropy can be obtained using the
supervised contrastive objective.
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Horizontal Flip Color Jitter Gaussian Blur Small Crop

-

Figure 1.3: Illustrations of the visual data augmentation operations. Each
augmentation is applied stochastically with hyperparameters such as the crop scale,
probability of applying a transformation, etc. STL10 samples are used.

2. Missing shared information. While undesirable, views can be designed in such a
way to discard critical information, e.g. I(Vi;Vs) < I(X;Y'), where X and Y denote
the random variables corresponding to the input image and its associated label,
respectively. Assuming an object-centric dataset like ImageNet [261], task-relevant
information is discarded by considering only small and distant crops that exclude
the labeled object.

Image augmentations and learned invariances. When dealing with unlabelled ob-
servations from a single modality, the common practice is to use stochastic augmentations.
In computer vision, augmentations typically refer to random geometric and photometric
transformations, such as horizontal flip and blurring (Fig. 1.3). The first systematic study
on image augmentation was conducted by [50]. It was found that random crops and color
distortions are the most crucial ones for competitive performance in image recognition
tasks. However, reliance on domain-specific augmentations limits the generalizability
of representation learning approaches [196, 141]. Still, augmentations are necessary for
achieving state-of-the-art performance, especially in low-data regimes.

Nevertheless, augmentations can sometimes push apart semantically consistent sam-
ples, which is undesirable for image recognition tasks (Fig. 1.3). This behaviour of
contrastive learning is closely tied to the sensitivity of the temperature hyperparameter 7
[275]. An excessively low temperature 7 disproportionately penalizes similar samples. A
good choice of 7 balances the alignment of views from the same image while preserving the
semantic structure in feature space. Another alternative to address the above limitation
is to construct positive views that remain invariant to intra-class variations. Inspired by
MoCo [101], NNCLR dynamically retrieves nearest neighbors from a memory bank as
likely positive pairs [74].

Representational knowledge distillation. Knowledge distillation can be framed
as a contrastive learning problem [48]. In standard knowledge distillation, knowledge is
transferred from a trained teacher model to a student model [112], typically by minimizing
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the KL divergence between their output distributions. This approach assumes conditional
independence across classes, treating each class separately. Instead, one can employ
contrastive learning for feature distillation, transferring all the information in the teacher’s
representation. Examples include model compression and cross-modal knowledge transfer.
Finally, contrastive learning can be extended to more than two views, or from views
coming from paired modalities [259].

1.4.2 Paired multi-modal contrastive learning

Images paired with open-ended text descriptions have emerged as a pretraining strategy.
Natural language is a weaker form of supervision, and thus it is not limited by a finite
set of predefined categories. In contrastive language-image pretraining (CLIP) [214], we
consider a mini-batch of size B consisting of aligned image-text pairs [(v1, 1), .. ., (vp, tB)].
Each modality is encoded using a separate encoder:

Zimg = gimg(vi)a Ztext — Jtext (tz)y Zimg “text S Rd- (131)

Text is typically represented by representing each word as a d-dimensional vector that
is learned during training. The critic is defined as in Eq. (1.17), yielding fs-normalized
vectors. By treating one modality as anchor and the other as target, the contrastive
objective encourages samples from one modality to match only their corresponding
positive pairs, while pushing them apart from the remaining £ = B — 1 negative samples
in the mini-batch. For instance, using the image modality as an anchor, we can compute
the loss for a positive pair (v, t;)

B
ﬁlmr%t:)tetxt I _ log ~ ’
contras B Z—Zl Zk:1 hg(vl-,tk)

Similarly to Eq. (1.32), one can define £:5% ™8 and the final loss for contrastive vision-
language pretraining at each iteration can be computed as Lopp = %(ﬁ;ﬁ‘f@@‘f‘%ﬁﬁiﬁgyg)
After training, given a set of text candidates, top-1 image-text similarity is used to
predict the image label. While web-scale datasets used in pre-training partially overlap
with current generalization benchmarks, it is insufficient to explain CLIP’s superior
generalization performance on current benchmarks [186]. Finally, similar representations
to CLIP can be obtained with image captioning [266]. Several works have indicated that
high-quality dataset creation (e.g. descriptive captions, high image diversity) is the key

to acquiring robust vision-language representations [81, 82, 29, 293].

(1.32)

Multi-modal contrastive tuning. Apart from representation learning (starting from
random initialization), Eq. (1.32) can teach a text encoder to match representations
from an already trained visual encoder [306]. The weights of the image encoder are not
updated during contrastive tuning. This results in new vision-language capabilities for
downstream tasks such as zero-shot classification or retrieval. Similarly, natural images
can serve as the core representation to facilitate switching between multiple modalities
[91]. Starting from a pretrained image and text encoder (i.e. CLIP), it is possible to
learn a joint representation across six different modalities (images, text, audio, depth,
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Figure 1.4: Joint-embedding architectures for self-supervised learning, in which
the system learns to capture the relationships between its inputs.

thermal, and IMU data). Recently, Jose et al. [133] showed that additional vision layers
after the pre-trained vision encoder are beneficial for contrastive tuning.

1.5 Joint-Embedding Self-Supervised Approaches

In contrastive learning, a large batch size is required [288] to ensure a sufficient number
of negative samples. Using a large batch size poses computational challenges at scale.
Alternative self-supervised methods attempt to avoid this bottleneck by using negative
samples in more implicit and indirect ways [317]. The purpose of negative samples is
to prevent representation collapse [42] when dealing with smaller batch sizes. To do so,
such methods often require training additional components and hyperparameters that
are carefully tuned to avoid collapse, making them difficult to train. We will broadly
refer to this category of methods as joint-embedding architectures (JEA).

In Fig. 1.4, we first present a high-level overview of common self-supervised learning
strategies. SSL methods, including JEA, exhibit desirable properties, such as robustness
to distribution shifts [202], and provide strong global and local features [240]. In this
work, we group DINO, MSN, iBoT, and DINOv2 as JEA methods [42, 317, 202, 14, 16]. A
common improvement to these approaches is processing multiple views per sample at each
iteration, which can become costly at large scales. Recently, a newer category of methods
aims to combine the best of JEA and reconstruction methods called joint-embeddings
predictive architectures (JEPAs) [16]. In this direction, they only use input masking and
make predictions in a representation space. The input masking designs global crops of an
image with small missing patches (the context), which are predicted in representation
space, based on a second model that processes these patches. We give a specific example
in Section 1.6.
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Figure 1.5: Overview of the DINO framework: self-distillation without labels.
Two different random transformations of an input image = are passed to the student and
teacher networks. The output of the teacher network is centered with a mean p calculated
as an exponential moving average (EMA) over the mini-batch. Each network outputs
an C-dimensional vector, normalized with a temperature-scaled softmax. Gradients are
propagated only through the student branch. The teacher parameters are updated with
an EMA of the student parameters.

1.5.1 DINO and self-distillation

The DINO framework [42] uses two encoders: i) a so-called teacher network g;(.) parame-
terized by 6, and a student network g,(.) parameterized by €. During pretraining, the
cross-entropy loss encourages the student’s representation to align with the teacher’s
representation. In contrast, the teacher is updated using the student’s weights as shown
in Eq. (1.18) [51]. This paradigm, known as self-distillation, assumes that both models
have the same architecture.

During training, each image x € R**#>*W is processed as follows. We construct
different local and global crops v, for each image with a multi-crop strategy. We
initially present the DINO framework for a single crop verop = Terop(2) and a global view
Uglobal = Tglobal(Z). Importantly, the view v, can either be a “global view” (i.e. a large
crop) or a “local view” (i.e., a small crop). The first view ve,p is fed to the student
network, while the global view vgionar is fed to the teacher network:

z(‘jﬁgp = gs(Verop|Oss Terop) = gs(Verop) and similarly ng,bal = g1(Vglobal ), (1.33)

where the cls refers to an aggregate representation of the network, such as the added
classification token in a Vision Transformer (ViT) architecture [70]. For the sake of
completeness, when a view of arbitrary spatial dimensions is fed through the network, it

receives an interpolated positional encoding based on its length. The number of patches
HXWJ

L is determined based on the patch size and the spatial dimensions H, W as L = {pth

The total sequence length L,; adds all special tokens to L, such as the cls token.

In the multi-crop setup, all crops vee, are passed through the student network.
The global views vglona1 are passed through the teacher, encouraging “local-to-global”
correspondences. Moreover, the DINO framework adds the following processing steps to
prevent collapse:

e Adds weight-normalized linear layers [231] in the last layers called the “DINO
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heads”, ¢s(.), &(.) : R? — R, placed after the student and teacher networks
respectively.

e Centers the teacher-computed features using a vector x4 € R, which implicitly uses
negative samples from the mini-batch and pushes their features apart.

e Computes a temperature-weighted softmax score of both features in R, which
they then can compare using cross-entropy. The resulting probability vectors are
sometimes called prototypes, clusters, or soft-classes.

Mathematically, the steps to get probability vectors for each view are as follows:

pgigp = softmax (¢, ( gﬁgp) /1), € RY (1.34)
Piopar = softmax((d(z55pa) — 1) /), € RE (1.35)

where 7,, 77 > 0 is the temperature parameters. In practice, 7, < 74, making the
predictions of the teacher more confident than the student. Intuitively, centering aims
to avoid the trivial solution of mapping all vectors to a single class, while temperature
weighting is introduced to avoid a uniform distribution of pggbal among C. The loss
function dcg encourages pils, to match the teacher predictions pgie,,;.

For two global views and [ local views, the per-sample loss computes the average

cross-entropy over all 2 + 2] valid pairs of views per image:

2 142
Lpino = 91 2l Z Z Lz Lee pglobabp((:{'())p) (1.36)
i=1 j=1

where the indices 7, j run over different views. Lpino is then averaged for all images B
in the mini-batch. During training, the student weights 6, and head parameters of ¢4(.) are
updated using stochastic gradient descent-type iterative optimization. During the gradient
computation, the teacher parameters and head are constant (not optimized). After the
student’s parameter update, the teacher parameters 6, and the ones corresponding to
the head ¢, are updated via exponentially moving averages (EMAs) of the student.
Additionally, the centering vector p is updated via an EMA of the teacher’s predictions.
The three EMA-related hyperparameters and the temperatures can change along the
optimization trajectory, and their schedules are design decisions that impact convergence.

Importantly, the balance between the centering operation Eq. (1.35), and the choice of
temperatures s, 7; is hard to achieve as highlighted by Caron et al. [42]. A large number
of concurrent studies aim to address this issue by increasing training stability without
requiring as many post-hoc hyperparameter tweaks [41, 289, 94, 125]. After training, the
student network is discarded. Finally, the teacher network g¢;(.) with parameters 6, is
used for evaluation.

Improvements on the DINO framework. The current focus is on developing
training strategies that are simpler [289], accelerate convergence, and ideally enhance
robustness to distribution shifts. For instance, Zhang et al. [310] downsample images in
the early training stage to encourage the model to learn low-frequency features, which
accelerates convergence. Wu et al. [289] have significantly simplified the pipeline by
removing the predictors ¢(.) and directly minimizing the Euclidean distance between

cls cls

Zerops Zelobal- L0 avoid collapse, the authors [289] directly penalize the covariance of
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Figure 1.6: Overview of DINOv2 framework. DINOv2 combines masked image
modeling (patch-level objective) with the self-distillation objective of DINO (image-level).
Given two global views Verop, Vglobal Of an image x, both views are passed through a teacher
and student encoder. The cls token outputs across different views are used to compute
cross-entropy. The green area illustrates the patch-level prediction objective between
tokens from the same view. The superscript r is used for indexing the L patch outputs.
A percentage « of masked tokens are masked and replaced by e.q for the student.
The following are not shown for clarity: the KoLeo regularization, the Sinkhorn-Knopp
centering applied after ¢¢'*(.).

the features as a regularization strategy [304]. Other variations replace the centering
operation with the Sinkhorn-Knopp (SK) algorithm, which is typically run for a few
iterations [41, 14, 94]. To encourage the model to utilize the full set of prototypes, the
mean entropy maximization regularizer is introduced, similar to [268, 14, 15].

1.5.2 DINOv2

Apart from the image-level objective of DINO, the pipeline of DINOv2 [202], based on
iBOT [317], additionally learns an auxiliary patch-based objective. However, this only
applies to ViTs. The learned patch-based representations contain fine-grained semantic
information about the local neighborhood of the patch (e.g. 16x16 for an image of size
224 x224) that is beneficial for dense vision tasks.

To incorporate the patch-level objective, we randomly mask a percentage o € [0, 1]
of the L input patches that are passed to the student encoder, but not to the teacher.
The masked tokens are replaced with a learnable masked token denoted as e,,4sx. The
sequence mask is denoted as m € {0, 1}*, where one corresponds to a masked patch. Here,
we use the index r when indexing patches to differentiate from the notation used in DINO
that indexed views. The idea of a shared masked token across all views and images in the
mini-batch is conceptually similar to the masked autoencoder [100]. Notable additional
changes from DINO include:

1. Extra prediction heads: An additional predictor ¢*“"(.), also known as a head,
is processing the patch output representations of the encoder (for both teacher and
student networks). ¢P%“"(.) is shared for all patch representations.
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2. Centering: Instead of the centering operation, the Sinkhorn-Knopp (SK) algorithm
(57,41, 14, 94] is applied for both the cls output and the patch-based representations
of the teacher. SK uses features from all images in each mini-batch.

3. KoLeo regularization. In DINOv2, the KoLeo regularizer is applied to a global
view zgﬁf)p of the student network. The regularizer is derived from the Kozachenko-
Leonenko differential entropy estimation [61]. It encourages a uniform span of the

features within a mini-batch:

B
1
L = —= 1 i iy Zi h ' 1,...,B 1.
Koleo B ;_l ogr?ggc&m(zl,z]), where j € {1,..., B}, (1.37)
and sim(z;, z;) = % Excluding self-similarities, nearest neighbors within
i 3

the same mini-batch are pushed further apart. Nonetheless, Eq. (1.37) requires a
sufficiently large mini-batch size to converge [289).

The patch-level objective for the two global views that are processed from the teacher
and student network is Ligor = Zle My - L'CE(pé?(),bal, pg%p), where 7 indexes patches.

The final loss at each iteration combines all three losses:
Lpinove = Lpmvo + Liotr + ALkoleos A > 0, (1.38)

where a common value for A is 0.1.

Alternative regularization strategies of JEA. Follow-up works proposed alter-
native regularization terms. Instead of spreading the features zgfép, Govindarajan et al.
[94] propose the KoLeo regularization to distribute the prototypes pg‘;p uniformly. An-
other established regularization objective is the mean entropy maximization (ME-MAX)

regularizer, also used in [15, 268, 14|, defined as:

1

Lyevax = —H(p) = Zﬁc log(p.), where p = 5

c=1 7

(P )i (1.39)

C B
= 1

l

1y

where [ is the number of views that are passed in the student network, and B is the
mini-batch size. Wu et al. [289] directly penalize the covariance of the features to avoid
representation collapse. For a hyperparameter ¢ > 0, they utilize an approximation of
the rate distortion of a Gaussian random variable with covariance I' = ﬁ Eil(zi —

2)(z — 2)T € R4 where 2 = £ 377 | 2z and an identity matrix I, € R¥?, defined as:

1 d
Liate = —3 log det (Id + EI‘) (1.40)

In practice, the covariance matrix I' is calculated per global view from the student
features and then averaged over all global views. Notably, Eq. (1.40) yields a measure
of the size of the covariance, even if the underlying variables are non-Gaussian [289]. A
conceptually similar formulation has been applied in [305, 21]. Finally, when dealing with
pseudo-labels/prototypes in the pretraining objective (i.e. cluster indices, sample index
in the dataset), label smoothing has been utilized as a regularizer [125].
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Figure 1.7: DINOv2 attention artifacts can be addressed with registers. Registers
are additional tokens that are appended to the input sequence of the Vision Transformer.
[59]. Each row represents inference using the image shown in the first column. The mean
CLS attention map is shown, upsampled to the image dimensions (second and fourth
column). Artifacts are high-norm tokens (third column) appearing in uninformative
background areas (second column). In the last two columns, we perform inference using
the latest training-free approach of test-time registers using the official implementation
from Jiang et al. [130].

1.5.3 Notable developments based on DINOv2

One issue with the additional objectives of DINOv2 is the noisy attention maps. The
attention maps are usually upsampled to the image dimensions using interpolation and
used as label-free segmentation masks. The artifacts typically correspond to a sparse set
of high-norm tokens appearing during inference in low-informative background areas of
images (outlier tokens), as shown in Fig. 1.7, second and third columns. This behavior
can also occur in vision-language models, such as CLIP [130]. To reduce artifacts in the
attention maps, Darcet et al. [59] propose a simple solution based on providing additional
tokens to the input sequence during training, called registers. To remove artifacts without
retraining, Jiang et al. [130] propose shifting the high-norm activations into an additional
untrained token, mimicking the behavior of registers (Fig. 1.7).

Another regularization technique introduced in DINOv3 [240] is Gram anchoring,
which addresses the collapse of dense features that occurs with large models trained
over long schedules. This regularization objective aims to preserve the quality of dense
feature maps by enforcing the Gram matrix (the matrix of all pairwise dot products
of patch features) of the student network to align with that of an early iteration of
the teacher network) [240]. Other significant hurdles exist in applying visual-only pre-
training in different domains with varying input channel dimensions. Such domains
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with inconsistent input channel properties include microscopy and satellite images. To
address this, Lorenci et al. [179] train DINOv2 on individual randomly drawn channels,
ignoring any cross-channel dependency in the learning process. Other recent post-training
practices involve:

1. Post-training with higher resolution images [264, 237, 31]. To encounter
varying test-time image resolutions, Simeoni et al. [240] utilize mixed resolutions of
global and local crops.

2. Distillation, where the largest-scale teacher model is distilled into a series of
smaller models to fit computational demands. This can be achieved with minor
modifications of the same framework. During the distillation process, the weights
of the teacher are unchanged, and only the smaller-sized student network(s) are
being updated with gradient descent.

3. Language compatibility. Vision-only models can acquire text-to-image capabili-
ties by training a text encoder to align with the “CLS” (classification) token output
of a frozen vision model [306]. Jose et al. [134] recently showed that concatenating
the CLS token representation with the average patch representation yields state-of-
the-art results both in zero-shot classification and semantic segmentation. Using
the open-source weights (DINOv3 ViT-L + text encoder), the author was able to
reproduce the zero-shot accuracy on ImageNet1K of 82.68% and 81.42% with and
without prompt engineering, respectively.

1.5.4 Large-scale data collection and curation for self-supervised
learning

In both vision and language models, training on arbitrary collections of web images or
enormous pools of ill-curated text corpora has led to subpar performance on standard
benchmarks [258, 286, 55]. This poor performance is mainly attributed to the imbalance
of uncurated data [176]. Visual concepts or the distribution of languages tends to be
highly non-uniform, leading to biases toward the overrepresented concepts or data in the
learned representations [283, 273]. In the unsupervised setup, we abstractly refer to the
data belonging to “concepts”. A visual concept is an abstract term that emerges from
the data. Vo et al. [273] describe the concept as the shared content of a group of samples
that are similar according to human perception.

Selecting samples from the unlabelled, uncurated data for scaling up is coined as
automatic data curation. An ideal dataset is sufficiently large, and provides a diverse and
balanced coverage of visual concepts [135, 115, 219] and leads to more robust features [95].
The naive idea of collecting and combining existing curated datasets does not necessarily
translate into better downstream performance. Given a fixed training budget and a
self-supervised model trained on a “seed” visual dataset, such as ImageNet-21K [226],
one can use this model to curate samples. We refer to the initial training data as the
“seed data”. Similarly, LLMs are typically anchored around high-quality data sources such
as Wikipedia [263]. Below, we describe different approaches to enlarge the seed data.
Importantly, the uncurated data first requires careful deduplication [209]. Dominant
strategies for automatic data filtering can be categorized into:
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1. Retrieval-based dataset augmentation [213, 295, 202]: For each image in the
seed data, one can select the x most similar samples from the uncurated collection
[202]. This effectively multiplies the number of training data by x. Cosine similarity
between images is commonly used.

2. Clustering-based: To increase diversity, feature-based clustering on the uncurated
data can be applied, such as k-means [178]. This is particularly beneficial for
small-scale datasets. After clustering, for each seed image, x images from the
corresponding cluster are sampled. However, selecting images based on seed samples
from predefined datasets may ignore a plethora of visual concepts in web-based
collections [273]. In [273], the authors aim to create a balanced subset of visual
concepts by clustering the uncurated data in a near uniform way. To achieve this,
they develop a hierarchical k-means variant where only the centroids are clustered
after initially running vanilla k-means.

3. A mixture of retrieval and clustering [202], given a set of seed datasets, can
also be applied. In [202], Oquab et al. argue that clustering is beneficial for small
seed datasets and retrieval is used for the large ones, like ImageNet-1K.

1.6 Image Representations Without Hand-crafted
Augmentations

Theoretical studies such as Zhang and Ma [312] mention that: “The most indispensable
process in contrastive learning s the data augmentation module”. To understand con-
trastive learning, Saunshi et al. [232] view data augmentations as inductive biases and
develop theorems valid in the case of linear representations. However, the majority of
visual JEA were developed on ImageNet, which might affect the derived conclusions on
the necessity of handcrafted data augmentations.

Another intuitive way to assess what type of invariances are learned is to train a
generative model conditioned on the learned feature representations [35] instead of class
indices. In Fig. 1.8, we visualize generated samples based on trained diffusion models
from Bordes et al. [35]. The representation at the encoder level does not allow as much
variance in the generated samples as when using the outputs of the head. For instance,
information about the pose and size of the animal is stored in the encoder’s representation.
The observed variance when the head features are used indicates significant information
loss.

JEA. The insofar adopted augmentations (Fig. 1.3) include resized crops of varying
scales, horizontal flips, color jittering (such as brightness changes), greyscale conversions,
and Gaussian blurring. Each transformation is randomly applied with some probability.
Nonetheless, when the training data is large enough, strong representations can be
obtained only using random cropping [196]. Simpler pipelines are easier to generalize
to other types of data, such as graphs, 3D medical images, and time series. To this
end, starting from DINOv2 as baseline, Moutakanni et al. [196] only apply cropping
without random resizing and random patch masking with comparable results at large-scale
datasets. For instance, given a 256 x 256 image, global crops are taken with a fixed aspect
ratio of 224x224, and local crops are taken at 98 x 98 resolution [196].
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Figure 1.8: Generative learning conditioned on feature representations based on
the image shown in the first column. The developed framework, called RCDM ([35],
is a diffusion-based model conditioned on DINO ResNet50 feature of the encoder (first
three rows) or the head/predictor (last three rows). Samples are produced by the author
based on the official implementation [35] using ImageNet test samples for conditioning.

JEPA. A newer alternative approach is joint-embeddings predictive architectures
(JEPAs) [16]. JEPAs are non-generative and do not rely on custom augmentations. The
predictions are made in a representation space similar to DINOv2. A famous exemplar
method [16] is shown in Fig. 1.9: four target blocks in pixel space are randomly sampled
with a ratio between 0.15 and 0.2 of the original image. Similar to a global view, we
randomly sample a context block with scale in the range (0.85, 1.0) and remove any
overlapping target blocks [16]. The context is processed by the student network, which
is updated using stochastic gradient descent, while the teacher processes the target
blocks. The loss is simply the average L2 distance between the predicted patch-level
representations (student’s predictions) and the target patch-level representation (teacher’s
predictions).

1.7 Representation Convergence

While this manuscript primarily covers image representations, there has been an increased
interest in discovering shared patterns among different representations [123]. Similarity
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Figure 1.9: An illustration of the joint-embeddings predictive architecture’s
(JEPA) sampling strategy. Given an original image, we sample one context block
(second column) mask with random scale in the range (0.85, 1.0), shown in black color)
and four possibly overlapping target block masks (shown in grey color) with random
scale i.e. 15%. Any region in the context block mask that overlaps with any of the four
target blocks is removed from the context image. The sample is taken from the STL10
dataset.

between representations can be investigated between i) training on a single modality
using a different objective (i.e. supervised versus self-supervised) [71], ii) a unimodal
representation with a multi-modal representation (vision versus vision-language models),
or even c) different modalities with different pipelines (a vision model with a language
model) [123]. Existing works [19, 89] uncover that representations from well-trained self-
supervised vision models align with their supervised counterparts. Instead of comparing
features, Dravid et al. [71] studied individual neurons (activations), and found “Rosetta
Neurons” that are activated by the same pattern, discovered independently, across several
vision models.

While the results depend on the measure of alignment, networks that generalize better
tend to converge to more similar representations than networks that memorize, even on
small-scale data such as CIFAR10 [195]. An example of memorization in this context is
fitting labels that have been randomly permutated [308]. Huh et al. [123] find that among
78 vision models, the ones with high transfer performance form a tightly clustered set of
representations, while models with weak performance have more variable representations.
This finding suggests that well-performing models represent information similarly, even if
they have different architectures and training objectives.

Representations are converging across modalities. Recently, in multilingual
settings for vision-language learning, there have been cross-lingual performance synergies
on billion-scale datasets [55]. When metadata, data curation, model capacity, and training
are scaled jointly, English and non-English data become mutually beneficial, breaking
the curse of multilingualism. The infamous GPT4 technical report [1] demonstrates that
jointly training a language model with a vision model enhances performance on language
tasks compared to training the language model in isolation. Sharma et al. [236] assess the
visual understanding of LLMs (trained only on language data) by converting images into
code. Subsequently, the authors train a vision system using synthetic LLM-generated
code samples (text) converted back into images. Thus, LLMs possess a rich understanding
of visual structures, which supports potential performance synergies.

To measure cross-modal alignment, Huh et al. [123] utilize paired datasets, such as
the Wikipedia captions dataset [250]. By comparing the similarity between two images
(an image depicting an apple and an orange) and their corresponding texts, the authors
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Figure 1.10: Overview of the REPA [302] framework. During training of the
diffusion model, such as DiT [206], clean patch representations from a trained visual
encoder are aligned with noisy intermediate representations of the diffusion model. A
small multi-layer perception (MLP) is used to match the per-patch dimensions. Cosine
similarity is maximized between patch representations.

find that the better an LLM is at language modeling, the more it tends to align with
vision models, and vice versa [123]. As alignment improves with superior language /vision
models, superior downstream performance has been observed so far. Possible explanations
include, but are not limited to, the simplicity bias described by [123]: “Deep networks are
biased toward finding simple fits to the data, and the bigger the model, the stronger the
bias. Therefore, as models get bigger, we should expect convergence to a smaller solution
space.”

1.8 Generative Learning using Visual Representa-
tions

It is argued that training of generative models is bottlenecked by the lack of representation
learning [302]. In REPA [302], the authors guide the latent diffusion generative model
with external visual representations (i.e. DINO features), as illustrated Fig. 1.10, with
significant improvements in image fidelity. Similar efforts [303] match low-level layers
with a single high-level class (CLS) token of the clean representation for denoising. Recent
work aligns pretrained visual encoders with the generative variational autoencoder used
in latent generative modeling [294]. Kouzelis et al. [150] fuse the principal components of
the patch representations from DINOv2 with the VAE latents (typically four channels) as
inputs to the denoising diffusion model. Fusion is realized as a channel-wise summation of
the two token representations after spatial interpolation and channel matching. Channel
matching is realized as a combination of PCA and a trainable projection matrix for
efficiency reasons [150]. Wang & He [13] demonstrate a similar result by spreading the
intermediate noisy features without a pretrained visual encoder.

An alternative to aligning visual representations to regularize generative models is
conditioning. This category of methods aims to improve unconditional generation, which
currently lags significantly behind conditional generation in the literature. Features
from real training images cannot be used directly for diverse generative learning apart
from visualization purposes, as described in RCDM [35] (Fig. 1.8). Adaloglou et al. [2]
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use the DINO features for clustering and condition the diffusion model on the cluster
assignments. Nonetheless, parametric clustering requires selecting the number of clusters,
which is challenging for arbitrary datasets. Another approach involves conditioning with
the nearest neighbors in the feature space of real images, parallel to image features
[43]. Li et al. [165] decompose the generative learning using visual representations in a
two-stage framework. First, the authors train a representation-generative model that
samples from a noise distribution and generates a representation that aligns with the
visual encoder. Then, it learns an image generator that maps a noise distribution to the
image distribution, conditioned on the sampled representation from the previous model.
To summarize, the plethora of recent approaches [2, 165, 161, 238, 32] highlight the
usefulness of representation learning as a first step for visual generative learning.
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2. Downstream Tasks that Leverage
Visual Representations

2.1 Visual Out-of-Distribution Detection

2.1.1 Introduction and taxonomy of tasks

A trustworthy visual recognition system should not only provide accurate predictions,
but also reliably detect anomalous samples [297]. This capability is essential in real-
world applications where safety and reliability are non-negotiable. Blind reliance on the
predictions of neural networks can lead to undesirable or even dangerous behavior. For
instance, an autonomous driving system operating on a foggy day should alert the driver
and hand over control. Once a sample is identified as OOD, the associated predictions
must be treated as unreliable [296, 311]. To mitigate such risks, models are required
to provide an estimate of certainty in their predictions [23], commonly referred to as
confidence [106].

Confidence in neural networks is defined as the quantifiable measure of certainty
that a given sample’s prediction is correct. A model is considered calibrated when its
confidence estimates align with its true predictive accuracy. For example, if an algorithm
classifies a set of images with a confidence interval of [95%, 100%) , we expect at least
95% of those class predictions to match the ground truth labels. Detecting anomalies is
therefore crucial to prevent models from making potentially uncalibrated predictions on
unseen data [11, 222, 97]. Despite recent progress, neural networks are known to exhibit
overconfidence [199], or sometimes assigning higher likelihoods to anomalous samples
than to the training data [198], which follows the in-distribution (ID). Detecting samples
that lead to miscalibration naturally falls into the anomaly detection task.

Anomaly detection (AD) [46] is the most widely used framework for identifying
deviations from the in-distribution and encompasses most other categories. AD methods
are inductive, meaning that, given a set of training samples, we aim to make decisions
about unseen ones. Formally, AD aims to detect any anomalous samples that deviate
from the predefined normality during testing [46]. The deviation can happen due to a
particular type of in-distribution shift. Importantly, anomaly detection does not assume
semantic categories for the in-distribution (ID), nor does it require semantic differentiation
in the ID samples. For this reason, we present more precisely defined tasks below.

1. Outlier detection [25, 169] aims to detect anomalous samples from an observation
set, which are markedly different from the others, due to a distribution shift. Unlike
AD, this task is transductive, meaning that the observation set contains anomalous
samples, referred to as outliers.
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2. Novelty detection [255, 177] aims to detect any test samples that do not fall into
any training semantic category. It is essential to note that the primary objective
of novelty detection is to distinguish novel samples from known ones, without
requiring classification among the ID classes. A special case includes one-class
novelty detection, where samples of a single class are considered as the 1D, and
the goal is to reject all other classes in the dataset. We abstain from using this
term, as it overlaps with out-of-distribution detection. Novelty detection and outlier
detection have become less active in the era of large-scale vision-language models
[192].

3. Sensory (anomaly) detection [128] aims at detecting non-semantic shifts. Non-
semantic shifts, also known as covariate shifts, occur when the image undergoes a
shift but the underlying label remains unchanged. In natural image classification,
examples of covariate shifts can arise from the camera’s angle, adversarial examples
93], style changes [104, 90], weather conditions [105], or generally anomalies within
images [39]. Other use cases include classifying defects in industrial manufacturing
[128], which typically have a wide range of variations. Sensory detection remains
relevant and challenging, even with the advent of vision-language models, as
evidenced by industrial anomaly detection benchmarks such as MVTec-AD [28]
and VisA [322]. Finally, sensory anomaly detection can be extended to anomaly
segmentation, where the aim is to localize defects on a pixel level.

4. Semantic out-of-distribution (OOD) detection detects test samples drawn
from a distribution that is different from the training distribution. The definition of
distribution needs to be well-defined according to the application in the target, and
often refers to the semantic categories. In this case, OOD samples should not have
overlapping labels w.r.t the training ID data. OOD detection, also known as open
set recognition [233], is similar to multi-class novelty detection. The core difference
between novelty detection is that OOD detection further assumes the presence of
an ID classifier, whose performance (i.e. ID accuracy) needs to be maintained by
rejecting semantically shifted samples. Finally, OOD detection can be defined more
broadly by revisiting the definition of the normal/alternative distribution [297]. In
this manuscript, we focus on distinguishing semantic categories.

5. Full-spectrum OOD detection (FD-OOD) [298]. Whilst an OOD detector
needs to be sensitive to semantic shifts, covariate shifts should not be flagged as OOD
(Fig. 2.1). The above balance of sensitivities to distribution shifts is referred to as
OOD robustness or FS-OOD detection, and is a crucial step towards generalization
[257, 220]. Existing works study these two tasks (sensory detection, semantic
detection) independently. ID generalization further measures the performance
change (e.g. accuracy drop) on the covariate samples versus the ID test set. As
carefully-curated OOD benchmarks are developed with minimal semantic overlap
[33], FS-OOD receives increased attention [311]. Recent work has shown that even
with access to labeled ID data, OOD algorithms remain vulnerable to covariate shifts
[299]. FS-OOD detection remains a critical challenge for future OOD methods.

Other less relevant topics, which are outside the scope of this work and will not be
discussed, include learning with rejection, domain adaptation [278], novelty discovery [98],
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Figure 2.1: An visual illustration of full-spectrum OOD detection. We use
ImageNet as the in-distribution (ID). An ideal OOD detector should be sensitive to and
reject semantically shifted samples and, at the same time, robust to covariate shifts [296].

open-world recognition [176], and conformal prediction. The reader is encouraged to read
Yang et al. [297] for more details. In this work, we focus on semantic out-of-distribution
(OOD) detection and FS-OOD detection.

2.1.2 Out-of-Distribution Detection Methods

OOD methodologies. Following Yang et al. [297], we categorize OOD methodologies
into four groups: 1) classification-based methods, which primarily rely on an ID classifier,
2) density-based methods [207, 37], which model the data distribution and flag samples
in low-density regions as OOD, 3) distance-based methods, which identify OOD samples
in feature space by measuring their distance from class centroids or prototypes, and 4)
reconstruction-based methods [163, 73, 154, 175]. The intuition behind reconstruction
approaches is that a generative model trained on the ID data usually fails to reconstruct
OOD samples as effectively as ID samples, thereby indicating anomalies [64]. A more
fine-grained task-oriented categorization can be found in [180]. In this work, we focus on
post-hoc methods, which can be classification or feature-based distance methods. Critically,
post-hoc or post-training approaches do not require training modifications, aligning with
the use of general-purpose visual representations for downstream OOD detection.

OOD detection methods with labeled ID samples.

Consider a real-world deployment scenario, such as image classification, where the classifier
has been trained or fine-tuned on the ID. Alternatively, when an ID classifier is not
available, zero-shot inference using CLIP can be employed by utilizing the ID label names.
The task of out-of-distribution (OOD) detection is to determine whether a new test
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sample is drawn from the ID or not. Rejected OOD samples can be handed over to
human reviewers. The decision-making process in OOD detection can be formalized by
an OOD score function, s(z), which maps an input sample x to a scalar value. We define
this score such that higher values indicate higher confidence that the sample is ID. The
sample z is classified as ID if its score s(z) is greater than or equal to a predetermined
threshold ¢:

e {ID, if s(z) > ¢ (2.1)

00D, ifs(x) <& .

The particular choice of s(z) depends on the chosen OOD detection method [106]. The
primary metrics for evaluating the performance of OOD methods are the Area Under the
Receiver Operating Characteristic (AUROC 1) curve and the False Positive Rate at 95%
True Positive Rate (FPR95 |) [107]. The AUROC is a threshold-independent metric that
measures the overall ability of the OOD score s(x) to rank ID samples higher than OOD
samples across all possible thresholds. An AUROC score closer to 100% indicates better
general separation of the distributions [170]. FPR95, conversely, is a threshold-dependent
metric that quantifies the False Positive Rate (FPR), or the rate at which ID samples
are incorrectly rejected as OOD, when the threshold ¢ is set such that the True Positive
Rate (TPR), or the rate at which OOD samples are correctly detected, is at 95%. An
FPR95 score closer to 0% is critical for safety-sensitive applications.

We first discuss methods that assume access to labelled ID samples, also referred to
as supervised OOD detection. Recent studies have established a connection between 1D
accuracy and OOD detection [104, 85, 88, 5]. Supervised training produces intermedi-
ate representations that form compact, label-related groups [85]. Consequently, many
approaches derive anomaly scores directly from ID classifiers. A seminal example is
the maximum softmax probability (MSP) score [106], later extended with temperature
scaling [170].

Alternative logit-based scores include the maximum logit [103] and the negative energy
score [173]. The latter can be refined by trimming the activations of the penultimate layer
based on the 90th percentile of activations (global threshold) estimated on the ID training
data [252], known as ReAct. NNGuide [204] adjusts the energy score by weighting it
with the sample’s top-k nearest neighbors’ score. Similarly, DICE [253] leverages weight
sparsification, retaining the most influential weights for logit computation [251]. ViM
[276] fuses class-agnostic features and class-dependent information from the classifier’s
logits to compute the OOD score.

Another approach is the Mahalanobis distance (MD) based score [158], which assumes
class-conditional features follow Gaussian distributions centered at per-class means [85].
Ren et al. adapt the MD score such that a background Gaussian distribution is fitted
to the entire training data, disregarding class labels. However, computing the inverse
covariance matrix for N training samples, which scales as O(N?), poses scalability
challenges for large datasets. Sun et al. [254] introduced the k-nearest neighbors (k-NN)
distance to the ID training set as a simple yet effective OOD detection score. Simple
extensions, such as CoVer [307], average the sample’s OOD score by applying multiple
image perturbations. Pixel-level perturbations include Gaussian noise, weather-like effects
(snow, fog), increased contrast or brightness, pixelation, etc [24]. We summarize most of
the mentioned OOD detection scores in Table 2.1 to ameliorate the reader.
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Table 2.1: Commonly used OOD detection scores when labeled ID samples are
available. The OOD detection scores that use intermediate representation can also be
used without a trained ID classifier with adjustments (k-means cluster assignments can
be used in the computation of MD [234]).

Auxiliary data/objectives. Supervised learning alone may not yield sufficiently
expressive features for robust OOD detection [285]. To address this limitation, several
auxiliary tasks have been proposed to enrich the learned feature representations. Exam-
ples include predicting predefined transformations of ID samples [108] or incorporating
contrastive objectives. Building on this idea, [194] employs Bayesian optimization to
identify ID-specific transformations. Zhang et al. [309] propose a hybrid two-branch
framework in which a generative model is trained jointly with a supervised classifier.
CIDER [191] is an OOD-specific framework that jointly optimizes a dispersion loss that
promotes large angular distances among different class prototypes and a compactness
loss that encourages samples to be close to their class prototypes.

External data have also been widely employed [107, 217], often treated as outliers
during training with an additional objective, such as entropy maximization. Outlier
exposure leads to OOD detection performance gains only when auxiliary data are suffi-
ciently diverse and disjoint from the ID [177]. More commonly, external data are used
for pre-training. For example, Fort et al. [85] demonstrate substantial performance gains
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when fine-tuning models pretrained on ImageNet-21K.

Synthetic outlier-based methods. Instead of external data, synthetic outliers can
be created using generative models [316]. Heng et al. [109] employ unconditional diffusion
models trained on ID data to sample likely OOD examples. Kwon et al. [154] segment
ID samples and inpaint them with latent diffusion models to produce outliers. VOS [73]
generates virtual outliers from the low-likelihood region of the class-conditional Gaussian
distribution estimated in the feature space. NPOS [256] extends VOS without making any
distributional assumption on the ID embeddings. More recently, Dream-OOD [72] learns
a class-conditioned latent space from ID data, then samples low-likelihood latent outliers.
These latent outliers can be decoded into images via the trained class-conditional diffusion
model. Recently, SynOOD [162] harnesses multi-modal state-of-the-art foundational
models to modify ID samples to generate synthetic near-boundary OOD images for
fine-tuning CLIP text and image encoder.

OOD detection without labeled ID samples

For completeness, we also review unsupervised OOD detection, where only ID samples
are available. Unsupervised OOD detection methods typically learn ID-specific features
through self-supervised learning [50, 234, 163]. Most unsupervised methods utilize the
top-1 nearest neighbor similarity or Mahalanobis distance, based on k-means centroids, as
described in Table 2.1. Contrastive-based methods can be further enhanced by designing
hand-crafted transformations that provide an estimate of near OOD data or improved
OOD scoring functions [255]. For example, Tack et al. [255] add a transformation
prediction objective (e.g. rotation prediction such as [0°,90°,180°, 270°]). Sehwag et al.
[234] define a contrastive-based OOD detection method, where the Mahalanobis distance
is computed in the feature space using the cluster centroids of k-means. Finally, Rafiee
et al. [217] present a self-supervised analog of outlier exposure by rotating auxiliary
samples, which are used for entropy maximization along with the self-supervised objective
of DINO [42]. Recently, CLIP has enabled learning from vast amounts of raw text [214],
leading to a decline in research on purely unsupervised OOD detection.

2.1.3 O0OOD detection using CLIP

The recent advent of vision-language models (VLMs), exemplified by CLIP [214], has
substantially advanced research in computer vision. Beyond the success of CLIP models
in general visual understanding, VLMs have had a profound impact on OOD detection
[190]. CLIP-based OOD detection has emerged as a rapidly growing and influential area
of research [128, 192].

The key assumption of CLIP-based OOD methods relies on the a priori knowledge of
the finite set of ground truth ID label names Yor = {y1, 2, ... } with cardinality |Vgr|.
We refer to the ground truth ID label names as positives. The text encoder encodes
these ID label names into representations Zgp = [21, 22, . .. 2,] T € RPerIxd I general,

we denote the representation of any label set Viapers a8 Zigpers = (21, 22, ... ] € RiViaverslxd,
Given Yqar, the classification-based scores in Table 2.1 can be reformulated under a zero-
shot inference framework. For a test image 2’ and its representation z},,, = gimg (') € RY,

the maximum softmax probability is equivalent to the maximum concept matching (MCM)
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introduced by Ming et al. [190], where the classification outputs (logits) are image-text

similarities v' = Zgr2;,,, € RIYerl.

- exp(v;)
ce{1,..,[Varl} ZlyGﬂ eXp( ) 7

The energy score is defined similarly. Adaloglou et al. [5] show that pseudo-labels
derived from Eq. (2.2) (by computing the arg max instead of max) can be used to train
a linear layer, known as probing, on top of the image encoder of CLIP. Combined
with the energy score for inference, this approach, termed pseudo-label probing (PLP),
achieves strong performance across various CLIP models while remaining computationally
lightweight.

smom(z') = (2.2)

2.1.4 Incorporating Negative Concepts into CLIP

By design, CLIP provides a flexible mechanism for specifying which classes are considered
ID during inference [88]. CLIP can also leverage a secondary set of unrelated concepts
relative to the semantic categories of the ID. We denote the secondary set as Veg,
representing likely negative (i.e. unrelated) concepts. In general, we denote the primary
finite set of ID-related concepts as Vpos = {¥1, Y2, - .. } that is a proxy of the real semantic
categories, such as Vs = Yar. The generalized score incorporating both positive and
negative concepts, scaled by a temperature 7 > 0, is formulated as:

VP = Zposzz{mg € ]Rlypos|7 " = Z"egzl{mg € Rlynegl’ (23)
|Vpos|
> et/
Sneg(xl) |ypos |yneg| (24)

Z exp(vE® /1) + Z exp(vr®/T)

The specific choice of Vs and yneg varies across methods. For example, Fort et al.
[85] employ Eq. (2.4) with Vy0s = Yor and Yoeg = Yoon, where Yoop represents the
OOD label names. Intuitively, including OOD label names constitutes a weak form of
outlier exposure for multi-modal models. However, this approach is not OOD-agnostic
and has limited practical applicability. MCM can similarly be extended to incorporate
positive and negative concepts (Eq. (2.3)) by replacing the numerator’s summation with
a max operator:

The specific choice of V,0s and Vs varies across methods. For instance, Fort et
al. [85] use Eq. (2.4) with Vpos = Yar and Viee = Yoop where Yoop represents the
OOD label names. Intuitively, including the OOD label names is a weak form of outlier
exposure for multi-modal models. However, this approach is not OOD agnostic and finds
limited practical applications. MCM can similarly be extended to include positive and
negative concepts (Eq. (2.3)) by replacing the nominator’s sum with the max operator:

, exp(ve”/7)
neg-mcm - 2.5
Snegmem(T') = _ max 5 Vace| (2:5)
E exp(vE® /1) g exp(vr /)

c=1
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Incorporating negative concepts for large-scale OOD detection has led to significant
progress in FS-OOD benchmarks, demonstrating enhanced robustness to covariate 1D
shifts. Nonetheless, defining suitable negative concepts for arbitrary ID sets remains
challenging. Introducing textual information without access to OOD label names is hence
an active area of research using VLMs [297, 192, 180]. For an arbitrary test sample,
the ideal negative concept set must be diverse and relevant to the input image, yet
non-overlapping with Ygr [76]. Current approaches can be divided into three categories:
a) training a separate text encoder, b) context prompt learning, and ¢) mining concepts
from a text corpus.

Separate text encoders. ZOC [76] introduces negative text candidates through
training an image captioner decoder on paired auxiliary data to generate candidate
negative labels per test sample. The OOD score is then computed using Eq. (2.4).
However, ZOC can result in overlapping labels with ID data, which is undesirable. To
address this, CLIPN [277] trains a dedicated “negative” text encoder to capture negation
semantics. An exemplar negative text prompt to create the negative text candidates Z,.,
is “a photo of a no < label >”. Using the notation from Eq. (2.3), the detection score of
CLIPN is defined as:

|Yarl
scripn (7)) = Z (1 — ple9)pk*®, where (2.6)

c=1
os _ _ OxXp(uZ”)
T exp ()
Here, pP°® denotes the probability of a sample belonging to class c relative to all other
classes, while p* is the probability of class ¢ being a negative instance.

exp(vg)

€ [07 1]7 pgeg = neg

= o (F) + expor € O (27)

Context prompt learning. Training a separate text encoder requires a large external
dataset to improve the quality of negative semantic prompts, while it increases both
model complexity and parameter count. To mitigate this, dataset-specific prompts can
be learned [318]. More precisely, CLIP employs manually designed prompt templates
(context prompt) by default. The different text prompts are averaged for each text candi-
date. However, manually tuning these context words—known as prompt engineering—is
inefficient despite often yielding substantial performance gains [214].

Instead of prompt engineering, context optimization (CoOp) [318] sets some context
words in the prompt template as continuous learnable parameters, optimized using few-
shot ID samples. CoOp can be adjusted to OOD detection by further regularization. In
(193], the authors leverage local features of CLIP, which likely correspond to ID-irrelevant
regions, for entropy regularization during CoOp [193]. Similarly, NegPrompt [166] first
utilizes CoOp to learn positive prompts and subsequently learns negative prompts for
each ID class. Both approaches adopt Eq. (2.5) during inference.

Mining concepts from text corpora. While negative prompt learning can be effective,
it typically requires training with multiple objectives. To exemplify, NegPrompt [166]
introduces three loss terms that must be balanced during training and has only been
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Figure 2.2: A high-level overview of the concept framework from text corpora
for OOD detection using CLIP. Given Ygr, negative label mining approaches aim to
extract ID-unrelated class names Voo given Vo, using text-to-text similarity [131]. Zpeq
is typically realized the most dissimilar text representations from Z,,s. On the other
hand, positive label mining methods utilize the shared vision-language space of CLIP first
to determine YVyos. Zneg is realized as the non-overlapping elements of Vs and Veorpuss
or using the most dissimilar text representations, as before. At inference time, the OOD
detection score is s(z). Best viewed in color.

applied to the smallest publicly available CLIP model, ViT-B, due to computational
constraints. A simpler, training-free strategy is to extract concepts directly from a large
text corpus using CLIP. An overview of this process is shown in Fig. 2.2.

We now demonstrate how positive and negative concepts can be extracted from
a text corpus, beginning with text-to-text similarities. Let the finite text corpus be
Veorpus = {Y1; Y2, - . .  with cardinality |Veorpus|- Instead of assuming access to OOD label
names (Ve = Yoop) as in [85], one can mine non-ID concepts. We begin with negative
mining, assuming access to Vpos = Var. NegLabel [131] extracts Ve, using text-to-text
similarities. After determining Ve, Eq. (2.4) is applied to classify test samples.

Negative label mining (NegMine) computes the negative cosine feature similarity for
each yor € Yor within Veorpus. All text encodings are assumed to be L2 normalized. For
each concept in the corpus, the distance d;, where i = 1,.. ., |Veorpus| corresponding to
the 5th percentile is taken. Instead of the minimum distance, the lower 5th percentile
improves robustness against possible outlier ID labels. Finally, K concepts from the
corpus with the largest distance are selected.

The primary limitation of NegMine lies in the challenging selection of the hyperpa-
rameter K. By splitting ), into randomly sampled groups, Eq. (2.4) can be applied
per negative group [131], which introduces another hyperparameter. The final score is
then computed as the average across groups. In general, no consistent performance gains
were observed from using this strategy in subsequent works [3]. To maximize coverage
of OOD samples, Fu et al. [86] further incorporate label names that are closest to the
ground truth labels in the feature space of CLIP, as measured by the smallest percentile
distance.

A recent follow-up approach is adaptive negative proxies (AdaNeg [315]). AdaNeg
dynamically adjusts the selection of negative labels within the OOD dataset as more
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samples become available, aligning the negative labels with the observed OOD samples.
Similarly, CLIPscope [86] score integrates the samples’ maximum softmax probability
computed with V,0s in Eq. (2.4) along with an online posterior update, adjusted at
inference time. For each test sample x, the posterior update estimates the historical
frequency (pg) of the ID class with the highest image-text similarity to the sample. The
historical frequency is an empirical estimation of the likelihood, and the final score is
computed as piOsMCM(:U) * Sneg(T).

Still, the above methods exhibit critical limitations: 1) they assume access to YVgr,
2) they depend on the choice of negative concepts, and 3) the adapted OOD scores are
not OOD-agnostic. When anomalous samples originate from heterogeneous distribu-
tions, detection performance tends to degrade. To address these challenges, we develop
ClusterMine [3], detailed in the second part of this manuscript. ClusterMine is the first
OOD detection method using CLIP that does not assume access to Vg, while achieving
state-of-the-art OOD detection performance. Fixed ground truth label names may be
unavailable, unreliable at scale, or become less relevant due to in-distribution shifts
after deployment. Towards truly unsupervised OOD detection, ClusterMine leverages
widely available text corpora for positive label mining using image-text similarities, as
illustrated in Fig. 2.2. Specifically, ClusterMine [3] extracts positive concepts from a large
text corpus by combining visual-only sample consistency (via clustering) and zero-shot
image-text consistency. Crucially, using state-of-the-art feature-based clustering with
a sufficiently high number of clusters leads to avoiding careful hyperparameter tuning.
The negative concepts Vpes are defined as the remaining corpus concepts that are not
selected as positives, thereby avoiding threshold tuning or adaptive updates to achieve
state-of-the-art performance.
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2.2 Large-Scale Image Clustering

2.2.1 Introduction

Even when data are noisy or semi-automatically annotated, supervised pre-training on
billion-scale image data yields unprecedented robustness [60, 90]. However, what happens
when there is no access to paired annotated data to begin with? Clustering is the process
of grouping similar samples into distinct groups. More precisely, clustering aims to
partition a set of unlabelled data into subsets (the clusters), so that the samples belonging
to each subset share common characteristics [300]. Clustering can reveal useful structures
in a collection of unlabeled data. For instance, clustering can be used for filtering samples
for large-scale pre-training [202] or anomaly detection [3]. Other applications of clustering
include generalized category discovery [270] and conditioning generative models [120].

Various clustering algorithms differ in their notion of cluster and their assumptions
(79, 300]. Established notions of clusters include: i) samples having higher intra-cluster
similarity compared to samples belonging to other clusters [183], ii) connected dense
regions in the data space (DBSCAN [78]), and iii) modeling clusters using statistical
distributions [188]. In the first case, similarity is measured according to a criterion, such
as the Euclidean distance. Additionally, clustering algorithms can be broadly categorized
into hierarchical and partitional types. Hierarchical algorithms identify successive clusters
using previously established clusters, whereas partitional algorithms determine all clusters
simultaneously. Another common division is between parametric and non-parametric
clustering algorithms, where parametric refers to specifying the number of clusters C
in advance. Another distinction is hard versus soft clustering. Hard clustering refers to
each sample being exclusively associated with a single cluster (i.e. k-means, DBSCAN).
In contrast, soft clustering allows points to be simultaneously associated with multiple
clusters (fuzzy k-means, Gaussian mixture model).

Notably, clustering algorithms are distinguished based on their applicability in large
datasets. Here, we use ImageNet-1K, which comprises of 1.2 million samples, as a
reference for a sufficiently large dataset, as our focus is on image clustering. Image
clustering is the task of assigning a semantic label to an image, given an a priori finite
set of classes [6]. Ideally, samples within each group perfectly align with the ground truth
label. Below, we discuss some limitations of large-scale image clustering:

1. Identifying the number of clusters is difficult. Existing methods, such as
the elbow method [267], the silhouette score [225], or the minimum coding rate
criterion [54], do not consistently approximate the number of ground truth (GT)
labels (Cgr). The silhouette score measures how well-separated clusters are. For
this reason, most parametric approaches consider that Cg7 is known. Clustering
with C' = Cgr is recently coined as “unsupervised transfer” [87].

2. Clustering metrics are typically not comparable across different numbers
of clusters. For fair evaluation, it is common to set the number of clusters (C')
equal to the ground truth when computing scores such as the normalized mutual
information (NMI). When C' = Cgr, one can also compute the clustering accuracy
(ACC) using the cluster-class mapping, known as the Hungarian algorithm [153].

3. Evaluating clustering using ground truth annotations is sub-optimal.
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Human annotators label images using prior world knowledge, are subject to the
label collection procedure, and can have varying hierarchies [2, 116, 30]. These
biases can lead to systematic inaccuracies when evaluating a clustering algorithm
based on a held-out test set of annotated samples. Humans may create visually
indistinguishable groups based on arbitrary class distinctions (e.g. the class “laptop
computer” and “notebook computer” coexist in ImageNet-1K) [24]. Since clustering
algorithms only access visual information, they cannot capture all class granularities,
such as the class carnivoran mammals in the coarse annotation level of CIFAR100
(151, 2].

4. Given Cgr, the underlying distribution among classes is tough to learn.
A uniform distribution is often assumed, and benchmarks are created with samples
that are uniformly distributed among the GT labels, such as ImageNet-1K and
CIFAR100. We refer to these benchmarks as balanced classification benchmarks.

5. Very few methods report results on the large-scale ImageNet-1K bench-
mark to date [268, 12]. It is currently unclear whether methods developed on
small datasets can be applied to large-scale benchmarks. This can be due to
hyperparameter sensitivity or computational complexity. Spectral clustering is
one example with O(N?) time complexity (N samples). Since we are interested
in large-scale image clustering, we will focus on methods that report competitive
results on ImageNet-1K.

6. Real-world images frequently contain multiple objects of interest. These
concepts are not captured when considering hard clustering methods.

Representation learning was a pivotal shift for image clustering [47]. Self-supervised
methods, such as contrastive learning and joint-embedding architectures, are designed
to be invariant to strong image transformations that preserve label-related information
[50, 305, 96]. This is desirable for clustering images, as same-class samples should ideally
be grouped together. Representation learning can be viewed as the first step for image
clustering, where representations are more separable in the feature space w.r.t. their
labels. This can be quantified by the k-NN accuracy. As such, clustering methods that
use pretrained encoders (multi-stage clustering) significantly outperform methods that
simultaneously aim to learn representations and cluster assignments [301, 12] (single-stage
methods). Cluster assignments refer to mapping a sample from image or feature space to
a specific cluster index. Apart from the Hungarian mapping, one can associate a cluster
with a particular concept by visualizing a few samples or using zero-shot inference using
CLIP [53].

Single-stage methods [291, 301, 12| often alternate between learning features and
cluster assignments. This is similar to an expectation-maximization process, where
k-means is often used for cluster assignments, serving as pseudo-labels for feature learning.
For instance, DAC [47] formulates a binary pairwise classification task in which sample
pairs are selected based on feature similarity at each iteration, and the resulting pseudo-
labels are used to train a convolutional neural network. Similarly, DeepCluster [40]
alternates between clustering features via k-means [178] and using the cluster assignments
as pseudo-labels to update the model parameters. SeLa [301] further demonstrates
that DeepCluster is susceptible to degenerate solutions that can be mitigated through
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specific hyperparameter choices. To address this, Sela introduces a multi-step pseudo-
label extraction framework that iteratively estimates the assignment matrix under an
equipartition constraint. In PCL [164], clustering is formulated as jointly learning cluster
centroids via k-means while optimizing the network through contrastive learning [50].
Building on this, ProPos [122] introduces a proximal contrastive learning framework that
mitigates class collisions by maximizing distances between cluster centroids and aligning
nearest neighbors [96].

Other end-to-end single-stage approaches aim to learn features and clusters jointly.
Such methods are often sensitive to weight initialization [58] and require extensive hyper-
parameter tuning, making them computationally expensive at large scales. For instance,
DCMM [287] progressively mines NNs and high-confidence samples in feature space, while
IIC [129] proposes a mutual information-based objective for paired data. Nonetheless,
these approaches rely on stochastic transformations of the same image, mimicking the
general-purpose self-supervised methods [74]. More recently, SSCN [12] introduced a
single-stage end-to-end method that employs a cross-entropy variant. Although concep-
tually sound, single-stage frameworks are computationally demanding and have been
overshadowed by advances in visual representation learning [50, 42]. To the best of our
knowledge, no method has exceeded the 53.5% clustering ACC on ImageNet-1K [212],
while naively applying k-means using a state-of-the-art encoder, such as DINO, yields
52.3% ACC. For this reason, we cover multi-stage methods in greater depth below.

2.2.2 Multi-stage Image Clustering Methods

Multi-stage methods decouple representation learning from cluster assignment, benefiting
from the advancement in visual self-supervised learning. The advantage of adopting pre-
trained encoders becomes more pronounced as encoders are pretrained on larger datasets
than the unlabelled images at hand. A notable breakthrough was developed by SCAN
using contrastive learned encoders [50, 101]. In more detail, SCAN [268] separates the
learning process into three steps: (i) pretraining a network g(.) via contrastive learning,
(ii) training a clustering head ¢(.) with parameters 6,4 to group nearest neighbors (NNs),
and (iii) fine-tuning the encoder using confidently assigned pseudo-labels. The NNs are
mined in the feature space once, which can be precomputed. The fine-tuning stage was
later shown not to be necessary when adopting the latest state-of-the-art pretrained
encoders [6]. Using two samples z, 2" from the mini-batch B = {(z1, 1), ..., (%5, 2|5},
where 2’ is sampled from the NN set in the feature space of g and the output of the
head is ¢(c|r) = softmax(¢(g(z))) € R, the semantic clustering loss of SCAN can be
formulated as:

C C
Lscan(, 37/) = —log Z Q(C|$)Q(C|$/) —a Z q(c)logq(c), a >0, (2.8)

c=1

v~ g

alignment —H(q(c))

where g(c) = 1| > sep q(c|z) is the current mini-batch estimate of the cluster distribu-

18]
tion. The first term encourages x, 2’ to be assigned to the same cluster [319]. The second
part is an entropy regularization term and aids in avoiding the trivial solution, where all

samples are mapped to a single cluster. This is a similar issue with self-supervised repre-
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sentation learning. To avoid a bad initialization of the parameters of 64, multiple heads
k are usually used, and Eq. (2.8) is averaged for all heads. The final training loss is the
average over all heads and all pairs (z,2’) in the mini-batch. TSP [319] uses the k-means
cluster centers as a weight initialization of the weights of the linear layer to improve
training stability and performance q(z|c) = softmax(g(2)Weentroid)s Weentroia € R¥*C,
with d being the feature dimension.

Feature-based clustering using self-distillation. Unlike SCAN, Adaloglou et al.
[6] rely on the fact that the encoder is not trained and discard image augmentations as
they do not improve performance. This enables precomputing representations and NN,
which greatly accelerates training time and convergence. Additionally, a self-distillation
framework is introduced where the student head ¢s(c|z) = softmax(¢s(g(x))) is trained
with backpropagation while the teacher ¢;(c|z) = softmax(¢:(g(z))) is optimized using
EMA:

Ly (@,2") = —longs cla)gi(clz’) —Ozqu Vog G ()i € {1,...,k}.  (2.9)

An alternative objective to SCAN, which we present extensively in the second part of
the manuscript, is the novel objective called TEMI, proposed by [6]:

“ (¢ (clx)gi(c]z)?

] 1 =1 c=1

/

~
instance weighting

(2.10)

In Eq. (2.10), ¢;*(c) is an estimate of the teacher cluster distribution. It is computed

as an exponential moving average over mini-batches B defined as ¢;*(¢) « A ¢(c) + (1 —
)\)ﬁ > wep €i(clx) for X € (0,1). This results in the TEMI objective being less sensitive

to the mini-batch size compared to SCAN, which estimates ¢'(c) from the mini-batch.
To understand the role of § we examine Eq. (2.10), which consists of two parts inside the
log sum: the numerator (¢'(c|z)q;(c|2’ ))6 encourages the class assignment of a positive
pair to align and is maximal when this assignment is one-hot. The denominator ¢ (c)
promotes a uniform distribution over clusters. When a cluster has a low probability, it
will be up-weighted. Intuitively, S balances these two effects by reducing the influence
of the numerator, thus avoiding degenerative solutions. Another advantage is that the
hyperparameter 8 is bounded, and a value of 0.6 consistently works across encoders and
downstream datasets.

Still, NNs are noisy, meaning that not all pairs share the same semantic label. To ad-
dress this, the instance weighting term in Eq. (2.10) given by w;(z, 2') = Y5, ¢ (c|x)gi(c|2’),
aims to assigns a higher weight to true positive pairs compared to false positive ones,
by combining the outputs of all teacher heads. The losses are symmetrized L' =
1(Li(x, 2) + L(z, 2")) for each head indexed by i. The head with the lowest training loss
is used at inference time, and the cluster assignment is computed as ¢* = arg max, g,(c|z).

Feature-based clustering without self-distillation. SCP [167] is another simple
approach that trains a clustering head without the need to compute the NN in feature
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space. Unlike TEMI [6], it only uses stochastic blurring and random cropping with a 50%
probability to construct a pair (x,z’), without self-distillation. The full objective of SCP
is formulated as:

Bl C
Loo= =3 Y gleln) logalcls) 2.11)
i=1 c=1
Bl C
£conf = - lOg Z Z Q(Clxz)Q(dz;) ’ (212)
i=1 c=1
c 1B
Lenopy = Y 4(c) log g(c), P4 Z clay) + qlclzy)), (2.13)
c=1
ESCP = ‘Cce + )\lﬁconf + >\2£entropya Where )\17 )‘2 > 0. (214)

The first term L. aligns soft assignments. The second term L.,,; enhances the
confidence of cluster predictions, approaching one-hot vectors. Finally, Lentropy is identical
to the entropy regularization term of SCAN using both samples z, x’.

Another approach is to incorporate textual information using CLIP. For instance,
TAC [168] enhances image clustering by utilizing the textual semantics of CLIP, using an
external corpus (WordNet). Specifically, TAC first selects text concepts that confidently
distinguish the images. Subsequently, it jointly trains the text and image modalities of
CLIP by mutually distilling cross-modal neighborhood information.

Similar to context optimization in OOD detection [318], pretrained encoders have
been adapted for image clustering. This is particularly useful for reconstruction-based
methods, such as MAE. The contrastive objective is called NN alignment (NNA) [10]
and achieves competitive results after 15-30 epochs on ImageNet-1K. Formally, given a
batch of features Z = [21,25...,]" € RI®I*? and a first-in-first-out queue Q the NNA
objective can be implemented as:

exp(NN(z;, Q) - z;/7)
|B| ’
exp(NN(z;, Q) - z;/7) + ; [ji] exp(stop-grad(z;) - z;/7)
1q), 2

ENNA(xi) = — log (215)

where NN(z;, Q) = argmax(z;
qeQ

= g(z;), 7 > 0. (2.16)
The adapted weights of g(.) are subsequently used for feature-based clustering.

Current state-of-the-art. TURTLE [87] is the first clustering approach that i) does
not rely on image augmentations, ii) does not require precomputing the NN for each
sample, iii) employs a 2-step alternating optimization algorithm, iv) is designed to support
multiple representation spaces. In the first part of the optimization, (inner optimization
performed for M, iterations in each step), an unregularized logistic regression is trained
using the gradient descent method. This outputs predictions that are biased towards
the direction of the max-margin hyperplane (i.e., SVM [102]). Logistic regression refers
to a linear layer that maps features to the clusters. In the second optimization (outper
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optimization performed for Moy iterations in each step), a clustering head per encoder
is trained to match the output of the logistic regression. The clustering head is a linear
layer followed by softmax and it is regularized by entropy regularization as in SCAN
[268].

Formally, given a mini-batch B = {z1,..., 2|} and K pretrained visual encoders
gr(), k€ l,..., K], let W), € RO b, € RY be the linear projection parameters of the
k-th encoder. In the inner optimization, this linear projection is trained to match the
cluster predictions of ¢(c|z). Importantly, the cluster predictions ¢(c|x) are the same for
all visual encoders, defined as the average prediction of each cluster head gx(c|z). The
inner optimization, performed for M;,,., iterations, can be formulated as follows:

q(clx) = qu clx), (2.17)

where g (c|lz) = softmax (Wege(x) + bg), Wi € RE*% b, € RC (2.18)
not op\t’imized

£inner = Z Z Ece C|CE Wkgk(x) + bk>7 (219)
k=1 x€eB
ﬁce(pa Q) = _sz log% (220)

In the inner optimization, all Wy, by are trained without regularization nor softmax,
optimized via gradient descent. For each visual encoder, Wk, by, are randomly initialized
before the first inner optimization. The bracket indicates that no gradients are computed,
known as stop gradient. The outer optimization, performed for M., iterations, optimizes
Wi, by through the predictions ¢(c|z), computed as stated above. Finally, the outer
optimization objective is formulated as follows:

outer Z Z Lce C|I thk (I) + b]) + )‘ﬁentropw A>0

k=1 z€B not optimized (2.21)

entropy Z k: log Qk |B| Z C|l‘

k=1 c=1 rz€B

After training, cluster assignments are computed as ¢* = argmax,q(c|z) for each
sample.
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2.3 Image Synthesis with Diffusion Models

2.3.1 Introduction

Visual generative modeling has seen rapid progress over the past decade. Multiple
paradigms have been proposed for image synthesis. Early approaches, such as variational
autoencoders (VAEs) [145], model the data distribution through latent representations,
enabling efficient sampling but often producing blurry outputs. Generative adversarial
networks (GANs) [92] use an adversarial training scheme between a generator and
discriminator, achieving highly realistic image synthesis yet suffering from training
instability and mode collapse. More recently, flow-based models [69, 146] have offered
precise likelihood estimation using invertible transformations.

Among existing state-of-the-art approaches, diffusion models [244, 113] have emerged
as a powerful alternative that combines relatively stable training with high perceptual
quality. More importantly, diffusion models offer diverse sampling capabilities, allowing
additional control of the generated outcome [313]. There are various perspectives in the
literature that have led to similar learning objectives. We present a timeline of seminal
works in Fig. 2.3. Even though these perspectives may seem different at first sight, they
are connected [77, 156]. They all describe the flow of probability density starting from
a simple distribution (e.g. Gaussian) and moving towards the data distribution. For
instance, the variational perspective originates from Variational Autoencoders (VAEs)
[145], which we describe below.

Normalizing Neural Flow Matching,
Flow ODE Rectified Flow
2015 2018 2022

@ @ @ @ @ @ @ >

Figure 2.3: Timeline of diffusion model perspectives. Each group (marked by
different colors) highlights a different perspective on diffusion models. We mainly present
the perspective of Variational Autoencoder (VAE) [144] — Diffusion Probabilistic Models
(DPM) [244] — Denoising Diffusion Probabilistic Models (DDPM) [113]. Some connection
with the group Noise Conditional Score Network [248] — Score SDE [249]. The perspective
of the group: Normalizing Flow (NF) [223] — Neural ODE (NODE) [49] — Flow Matching
(FM) [172], Rectified Flow [174] is not covered in this work.

2.3.2 Diffusion models: forward and backward process

Diffusion models (DMs) [244, 113] are a class of generative models that learn to reverse
a noising process. Here, we present the perspectives of understanding DMs through
two Markov processes: the forward process and the learned backward process [203]. A
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Markov process or fixed Markov chain means that each step only depends on the previous
one. The forward (noising) process progressively perturbs real data with Gaussian noise,
and the reverse (denoising) process, which learns to reconstruct data from noise. DMs
synthesize images by learning to reverse a gradual noising process.

Q($t|-"3t—1)

g — Ty ————> B —> - —> T
H Po(z—1|2t) .

Figure 2.4: A visual illustration of the forward diffusionand backward /reverse
diffusion process.

Forward process

In DMs, the forward process iteratively adds Gaussian noise (Fig. 2.4). Let x ~ ¢(x)
denote a real image sample drawn from the data distribution ¢(x). From now on, we
use Xg to denote the clean sample. The forward diffusion process is defined as a fixed
Markov chain that gradually corrupts xg over 7' discrete timesteps, where 7' controls the
total diffusion duration. Specifically, at each timestep ¢t € {1,...,T}, Gaussian noise is
added according to

q(x¢|xi—1) = ./\/'(xt|\/1 — BiXy—1, ﬁtI), (2.22)

where 3; € (0,1) is a pre-defined variance schedule that determines the noise magnitude

at step t. N(-|p, X) denotes a Gaussian distribution with mean p = /1 — 8;x,_1 and

covariance X = ;1. Since the covariance matrix is diagonal with shared variance (3, the

noise is sampled independently for each pixel. We can express the distribution of the
noisy sample x; at any timestep ¢, based solely on xq [244, 247]

x¢ ~ q(x¢|x) = N (x¢[v/@rxo, (1 — @)I), (2.23)

where oy =1 — ; and oy = Hf«:l a,. Eq. (2.23) can be rewritten using the reparameteri-

zation trick as
Xy = \/(jé_tXO + \/1 — (jét(f, (224)

where € ~ N(0,I) are samples drawn from the isotropic Gaussian distribution. Here, x;
is a linear combination of the clean sample xy and independent Gaussian noise scaled by
V1 — @;. Intuitively, \/a; controls the signal strength and /1 — @; determines the noise
level at each timestep. Eq. (2.24) follows from the reparameterization trick, a technique
that isolates the stochasticity in €, while keeping the transformation with respect to xg
and model parameters differentiable.

Variance preservation across timesteps is an intentional property of Eq. (2.24) [244,
113]. Specifically, since both Var[x] = 1 and Var[e] = 1, the coefficients /&, and v/1 — a;
are designed such that Var[x,] = &; Var[xo| + (1 — &;) Var[e] = 1. This ensures that the
forward process maintains a consistent scale of the data while progressively corrupting
the signal. Variance exploding formulations are also frequently used [249, 136], i.e. by

setting v/a; = 1.
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Backward process

Starting from a noisy sample x7, the learned backward process gradually denoises samples
towards the data distribution ¢(xg) (Fig. 2.4). This is achieved by learning a Markov
chain parameterized by a neural network with parameters 6 as:

po(xi—1|x) = N (xe—1|po(x,t), So(xe, 1)), te€{T,... 1}, (2.25)

where py and Xy can be learnable functions. Ideally, pg(x;_1|%;) approximates q(x;_1|x;);
however, q(x;-1|x;) is intractable. Sohl-Dickstein et al. [244] demonstrated that it
becomes tractable by additionally conditioning on xj. In other words, we can sample
x; at noise level ¢ conditioned on xy. When ¢(x;_1|x;) is conditioned on xg, it can be
proved that [181, 113]:

X1 ~ q(Xi—1|Xe, X0) = N (x4 1| o (x4, %), ag(t)I), (2.26)
1—
where o2 (t) = ] _aL “ 61, (2.27)
1 —a
and i) = YO Aty VAP, (2.28)
— O 1— Qy
: _ 1 B
or equivalently fi,(xy,t) = — (xt — 7_e>. (2.29)
\/ O V31— Q.

To arrive in the last equation, we use the parametrization trick from Eq. (2.24) such
that xo = V%(Xt — V1 —a; €). Eq. (2.29) shows that fi,(x;,t) can be written only as a
function of the noisy sample x; and €. A parametrized model fiy(x;,t) with parameters 6
can be trained to predict the mean fi,(x;,t). Using Eq. (2.28) the parametrized model
xg(xy, 1) predicts the target xo. However, it is more common to predict the noise, as
shown in Eq. (2.29)), with a parametrized model €y(x;,t) that predicts €. In both cases,
X1 ~ Po(Xi—1|x¢) = N (x—1| o (x4, 1), Xp(x¢, ). Possible design choices for Xg(xy, t) are
discussed below.

2.3.3 Training objective of DMs

Recall that we need to train the neural network that yields gig(x;,t) to approximate the
mean of q(x;_1|x;,Xo) in the reverse diffusion process. With the additional conditioning
of xg, it is proved that the evidence lower bound (ELBO) can be formulated as [181]:

108 20(%0) > Eyga, s o 2o (%0 ]x1)] — Dicaarx0) | p(x1))
reconstrlrcrtion term prior mat‘c,hing term

T
- ZE (x¢]x0) [DKL( (Xt 1’Xt7X0) ”Pe(Xt 1’Xt))] = —LgLBo, (2-30)

denoising matchlng term

where the reconstruction and prior matching terms are constant w.r.t. the network
parameters # and can be estimated using standard techniques [144]. The proof can be
found in [181, 113]. Ignoring the constants, the DM objective that is minimized becomes
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Figure 2.5: Visualization of the linear versus cosine variance schedule (rows)
for §; across different timesteps, indicated by the columns.

T

Loy = Z IE:I‘tl(xt|x0) [DKL(q(Xt—1|Xt7 xo) || pe(xt—1|Xt))} (2.31)
t=2

By setting ¥y(x;,t) = Ug(t), optimizing the KL divergence reduces to minimizing

the difference between the target fi;(x;,t) and parametrized mean fiy(x;,t). Up to an
additive constant, the loss reduces to the squared distance between the means:

%Hﬂt(xuxo) — o (X4, t)| 2’

Dier(q(xe—1 | xi,%o0) || po(xe-1 | x¢)) = (2.32)

2 2
20q

By substituting the mean expressions from above based on the noise or target
parametrization, we can formulate the objective based on noise or target prediction
equivalently as:

- (1 — Oét)z
2 og(t)at(l — Qy

~
weightning term

Dicr(a(%e-1 | x4, %0) || po(xe-1 | %2)) ] e — eg(xt,t)H;, (2.33)

J/

(1 — Oét)254t_1
2 02(1) (1 — @)?

q

or for target prediction |0 — @o(x, t)”; (2.34)

The ELBO objective can be approximated using mini-batches and stochastic gradient
descent by minimizing Eq. (2.32) using an expectation over timesteps (i.e. using a uniform
distribution ¢ ~ U(2,T)).

Choosing ¥y(x;,t) and parametrization of noise schedules. To achieve state-
of-the-art performance, one needs to carefully design ;. For instance, Ho et al. [113]
employed a linear variance schedule for 3; in [107*,2 - 1072]. Oddly, these values are
relatively small compared to the normalized image pixels in [—1,1]. As illustrated in
Fig. 2.5 (top row), the end of the linear forward noising process is dominated by noise
[200], and thus it does not contribute to achieving high perceptual quality. To address
this, Nichol et al. [200] use a cosine schedule, as shown in Fig. 2.5 (bottom row).
Parameterizing 3y (x;, t) into the variational bound loss £, leads to unstable training
[200]. The choice of 3y(x¢,t) = o2(¢)I in Ho et al. [113] aligns with Eq. (2.34). However,
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this choice was experimentally inferior to the unweighted objective in [113], which is
partially attributed to the poor choice of the schedule of . For this reason, Ho et al.
[113] employed the unweighted mean squared error (MSE)

Lusp(e €)= |le — es(xi,1)]]5 = [l — €o(v/auxo + VI — e , 1)[5. (2.35)

In this case, the training objective becomes a simple denoising score-matching loss.
Later on, Nichol et al. [200] found it better to parameterize the variance ¥y(x,,?) as an
interpolation between [3; and ag(t) by predicting a vector v using a neural network, such
that

Po(x¢,t) = exp(vlog(By) + (1 — v)log(a2(1))), (2.36)
Lipm = Lyse(€, €) + ALpu, (2.37)

where ) is typically of order 1073.

Noise weighting and signal-to-noise ratio (SNR). An intuitive prism to study
the diffusion objective is the signal-to-noise ratio (SNR). The SNR quantifies the
ratio of the clean data component compared to the Gaussian noise at each timestep.
Given x; = /ayxg + /1 — €, the SNR is defined as SNR(t) = 2. As forward

1—ae
diffusion progresses, @; typically decreases monotonically, leading to a decaying SNR.
Mathematically, SNR(#) < SNR(¢ — 1) for ¢ > 1. Among others, Luo [181] showed that

the weighting term of the training objective is related to the SNR

(SNR(t - 1) — SNR(t)) E]\/[SE(X07 XQ) (238)

>0

N | —

DKL(Q(Xt—l | XtaXO) Hpe(Xt—l | Xt)) =

Crucially, the SNR plays a key role in designing parametrized noise schedules during
training [113, 143]. For instance, we can directly parameterize the SNR at each timestep
using a monotonically increasing neural network A(t) with parameters 6y, and learn
it jointly along with €s(x,t) [143]. The log singal-to-noise ratio is defined as A\(t) =
—1log(SNR(t)). Now, let T'— oo, dt > 0, and SNR'(t) = dSNR(¢)/dt. It is shown that

the continuous-time diffusion loss simplifies to [143, 77]:

1 SNR(t—dt) — SNR(t
Ly(x) = §Et~u{2,T}]Ee~N(O,I) ( ( di ( )> Lse(Xo,Xg) (2.39)
—SNﬁT(t)>O

By further defining X' (¢) = dXN'(¢)/dt = _581;%:((;)) = —SNR’(t)lg—f‘t, the continuous-time

objective can be formulated in terms of the error prediction as [142]:

1
Loo(x) = 5Btz 1) Bennon N(t) Lusele )|, (2.40)

loss weight
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where Lysp(xo, g) = 1;&t£MSE(€, €p). In state-of-the-art DMs, a weighting function
w(t,N(t)) > 0 is employed instead of X(¢) that weights the contribution of different
noise levels [136, 230, 172, 99]. The main intuition behind noise weighting is to upweight
intermediate timesteps by oversampling them [77]. For a systematic overview of weighting
functions, we refer the reader to [142, 156|. Effectively, differences in diffusion training

objectives lie in the design of w(t, \;) [156].

2.3.4 Connection with noise-conditioned score-based networks

The connection between the variational DM perspective and other formulations, such as
Song & Ermon’s [248] score-based generative modeling, reveals similar underlying training
objectives. Score-based generative modeling refers to samples produced via Langevin
dynamics [282] by using gradients of the data distribution, which are estimated with
score matching. The score of ¢(x) is defined as s(x) = Vylog ¢(x). Langevin dynamics
iteratively update a sample x using this score to draw samples from ¢(x), and a score
model, sy(x), is used as an approximation of s(x).

Similar to the variation perspective, Song & Ermon [248] perturb the data with
Gaussian noise based on a noise schedule. Then, they train the noise-conditioned score
network (sg(x)) to estimate the scores. This schedule of gradually increasing noise levels
closely resembles the described forward process of DMs. This connection allows the
score to be written in terms of the predicted noise €y, given the relation established in
Eq. (2.23) and Eq. (2.24), resulting in:

€9 (Xt7 t) €9 (Xta t)
t) = E [V, | =Eyx | ——=| = ———= 2.41
SB(Xta ) q( )[ 0og Q<Xt|X)] q(x) |: m] m ( )
The mathematical equivalence Vy, log ¢(x;|x) = — \/16——043 is derived from the reparam-

eterization of x;. Hence, learning sy(xy,t) is equivalent to modeling the negative of the
source noise € up to the scaling factor 1/4/1 — @;. Intuitively, since the noise is added
to the image, moving in the opposite direction “denoises” the image [181]. We refer the
reader to [156] for a detailed analysis of score-based methods and their connections to
other diffusion-based formulations. In summary, we have established three equivalent
formulations for the training objective of DMs, where the neural network is trained to:
i) predict the clean image, ii) predict the noise €, or iii) estimate the score s(x) of the
image at an arbitrary noise level.

2.3.5 Sampling from diffusion models

Once the score network (or e-prediction network) is trained, the sampling process starts
from a pure noise sample xr ~ N(0,I) and iteratively denoises it back to xg. This
reverse process requires estimating the clean sample x; at each timestep t. Using the
reparameterized formulation x; = \/@;xo + /1 — ay€g(xy, ) the estimation of the clean
sample xXg, denoted as X, is formulated as [246, 247

! (xt V1= a e(x,, t)). (2.42)

NG

Xo =
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The full iterative (reverse) step samples x;_; from the approximated posterior distri-
bution: x;_1 ~ N(ﬂg(xt, t), 03(25)1). This update can be more transparently expressed
by decomposing the mean fiy(x;,t) into a weighted combination of the predicted clean

sample Xy and the current noise estimate €y(xy, t)

1 1-— Qi
P ¢ 2.43
BT (X‘ o )) o 24

+/1— @ — o2(t) enlxi,t) +o,()z, (2.44)

N

N J/

“predi;ged %o” “direction pgnting to x¢”

where z ~ N (0,I) and ag(t) is the variance of the reverse process, controlling its
stochasticity. The first term reconstructs the predicted clean image Xo, while the second
guides the update toward x;. The third term introduces the actual stochastic noise
required for sampling from the reverse distribution. In practice, a deterministic variant
is often used, such as denoising diffusion implicit models (DDIM) [247], which omits
the stochastic noise component (o7 (t) = 0). DDIM is a direct interpolation between X,
and the €y(x;,t). Finally, it is common to use a different noise and often shorter noise
schedule for sampling than the one used during training [143].

2.3.6 Latent-space diffusion

While the formulation above is defined in pixel space, operating directly on high-
dimensional image data is computationally expensive. To improve efficiency, modern
approaches such as Latent Diffusion Models (LDMs) [224] perform diffusion in the latent
space of a pre-trained autoencoder. Let z = g(x) denote the encoded latent representation.
The encoder downscales the spatial dimensions by a factor of 8. However, some structure
is maintained in the grid-based latent representation [210].

Diffusion is then applied to z instead of x, significantly reducing computational cost
while maintaining high visual fidelity. After denoising, the decoder converts the latent
representation to an image. We use x to denote latent representations when we adopt
LDMs for simplicity.

2.3.7 Conditioning and Guiding DMs at Sampling Time

Thus far, our analysis has focused on approximating the data distribution p(x), known as
unconditional generation. Nonetheless, DMs can be conditioned on auxiliary information.
When dealing with labeled data, we typically aim to learn a conditional distribution
p(x|y) by predicting x¢(x, ¢, e,), €9(x,t,€,),0r sg(x,,t,e,). Here, e, is the representation
of y. For instance, a text representation e, derived from a conditioning prompt y (e.g.,
via CLIP [214]), or a one-hot encoding of the class index.

Conditioning allows us to control the data we generate explicitly, where y is usually
combined with the timestep information. For instance, class labels are represented as
a one-hot encoding vector and are added to a vector representing the timesteps [136].
In practice, diffusion models can exhibit poor sample quality or ignore the conditioning
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Figure 2.6: Clean samples (top row) and their 3-channel PCA latent visualiza-
tion (bottom row) using Stable Diffusion-XL (SD-XL) [210].
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signal. To address this, diffusion guidance techniques have been developed to control
the impact of the conditioning signal on the generated outcome [137]. Upweighting the
condition frequently comes at the cost of deviating from the data distribution [4].

In this section, we use the score-based formulation of a diffusion model Vy, log ¢;(x;).
A principled perspective for guidance-based sampling in DMs is the decomposition of
the conditional score using Bayes’ rule. For each timestep ¢, we can derive the following
equivalent form (recall that Vy, logq.(y) =0 ):

@ (y]xe) qe (%) >
:(y)

/

Vi, log ¢ (x¢]y) = Vi, IOg( = Vyxlogq(xy) + Vi, log(q:(y|xe))
——— ~

Vv
unconditional direction guidance direction

(2.45)

Instantiations of the Guidance Direction

Classifier Guidance (CG). Nichol et al. [200] train a classifier f(y|x;,t) with param-
eters 0y to approximate ¢;(y|x;), which allows for gradients w.r.t. x, to be computed
at each step. By combining Eq. (2.41) and introducing a scaling factor (w + 1) > 0
for fine-grained control of the strength of the guidance direction, we arrive at the CG
sampling equation:

V. log G (x|y) ~ _\/%@t\(ee(&’t) —(w+1)V1—a,Vy, fylx, t))j (2.46)

€p(x¢t,t)

When w = —1, the condition is ignored (unconditional generation). For w = 0, we
recover the true conditional score. Sufficiently large positive values of w > 0 amplify the
guided direction. This ensures condition adherence and high perceptual quality in the
generated image, often at the expense of diversity (Fig. 2.7). A significant drawback of
CG is its reliance on the separately learned noisy classifier, which needs to be trained
jointly with the diffusion model €y(x;,t).



Figure 2.7: Generated samples guided using classifier guidance (CG) with
varying guidance weight w. The ADM [66] model is used, trained on ImageNet-1K
(128 x 128 resolution).

Classifier-free guidance (CFG). Ho et al. [114] showed that it is possible to
guide the conditional generation, without an independent classifier, by combining the
scores from a conditional and an unconditional DM. We can re-apply the Bayes’ rule
to q:(y|x;), effectively inverting the classifier to a generative model Vy, log ¢:(y|x;) =
Vi, log g:(x¢|y) — Vi, log ¢:(x;). Substituting the latter in Eq. (2.45) and adding the
guidance scale term (w + 1) > 0 leads to:

Vi, 1og Gi(x|y) = Vi, log q;(x;) +(w + 1) ( Vi 10g q:(x¢|y) — Vi, log (%) ) (2.47)
N / NS vy NS g

unconditional cond;gional unconzlritional
1
R~ A= ((w + Deg(xy, t,ey) — we(,)(xt,t))7 (2.48)
V1= ay g ),

€g,w (xt,tsey)

Ultimately, CFG modulates the noise prediction network as follows:
€0.w(X1,€y) = €5(Xt, ) + weg(xy, €,)) — €(Xs, €5)], (2.49)

where the timestep t is omitted for simplicity, w > —1 is the guidance scale, and e
denotes the encoding of an empty string &, or no class index. While mathematically it
is possible to apply the Bayes’ rule, Ho et al. [114] argue that there is no performance
guarantee of such an approach. It is not trivial to assume that inverting a generative
model to a classifier and vice versa yields a useful guidance signal [114].
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Figure 2.8: Generated samples guided by CFG at 256 x 256 resolution with
varying guidance weight w using DiT-XL [206] trained on ImageNet-1K. High
guidance leads to excessive saturation and contrast [4].

Empirically, CFG achieves a similar tradeoff in terms of FID [110] and IS [22, 45]
as CG. The conditional and unconditional predictors are learned jointly via a single
neural network. Precisely, a conditional diffusion model is trained on paired data. During
training, conditioning is randomly replaced with &, discarding the condition. This simple
training strategy enables a single DM to learn both score functions and linearly combine
them at inference time by tuning w. In Fig. 2.8, we illustrate the impact of w for
class-conditional generation on ImageNet. In the extrapolation regime (w > 0), the DM
moves away from the unconditional outcome.

Limitations of CFG and DM guidance variants

CFG exhibits notable limitations. Apparently, it can only be applied to conditional
generation (labeled datasets), while trained conditional-only denoisers cannot be used.
Moreover, when both denoisers are trained jointly, the sampling trajectory can overesti-
mate the conditional data distribution. This leads to a skewed sample distribution, and
oftentimes the generated samples have oversimplified image compositions, as well as an
undesirably high contrast and saturation (Fig. 2.8, w=7) [137, 228, 4].

CFG can be improved by gradually adding a noise schedule to the condition [227]
or introducing monotonically increasing guidance weight schedules [280]. Saharia et
al. [229] apply stepwise intensity thresholding to circumvent overshooting the data
distribution. Similarly, Kynkadnniemi et al. apply CFG only at intermediate denoising
steps [155]. Sadat et al. [228] decompose the unconditional model into an orthogonal and
parallel component and downweight the parallel one, which empirically leads to excessive
saturation. Karras et al. train a separate unconditional DM with significantly fewer
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parameters [137], while Papalampidi et al. [203] leverage online feedback from a suite of
small-scale evaluators to dynamically adjust the guidance scale.

Alternative guidance methods. Recent guidance methods have been developed that
deviate from relying on the unconditional model as in CG and CFG. These approaches
aim to tackle some of the limitations of CFG by generalizing its linear extrapolation
scheme between a positive and negative denoiser:

éG,w (Xt7 ta ey) = fpositive (Xt7 t? eyz +w[€positive (Xt7 t? ey) - fnegative (Xt7 ta eyl] (250)
conditior‘l,al or not inferior p;formance
- EPOS(Xt) + w[epos(xt) - eneg(xt>]7 (251)

CFG is a special case of Eq. (2.51), where the negative model is the unconditional
denoiser conditioned on eg. The rationale of Eq. (2.51) lies in designing a negative model
€neg(X;) that has an inferior performance compared to a well-performing DM, which we
call positive. Adaloglou et al. [4] show that guidance works best when “the negative
model makes similar errors to the positive model, but stronger”. Instantiations of €eq(X;)
include:

1. Reduced training: e€,¢(x;) is a less trained DM compared to €pes(x;) [137].

Common values are %, 1—16 of the training time of the postive model.

2. Reduced capacity and/or reduced training: Reduced capacity trains a sec-
ondary diffusion model with fewer parameters compared to €,0s(x;) [137]. Reduced
capacity can be combined with reduced training, known as “AutoGuidance” [137].

3. Finetuning-based methods include additional training of €,0s(x;) with the aim
of slight performance deterioration. Examples include retrain with self-generated
synthetic samples [9] or increased regularization, such as high weight decay [4].

4. Attention-based methods (e.g., SAG [119], PAG [7], SEG [118]) manually select
and impair specific self-attention layers or attention maps. These strategies require
trial and error, and they need to be tailored to each trained DM.

5. Masked sliding window guidance (M-SWG) aims at improving the global
coherence of a sample. M-SWG [4] uses overlapping crops of the image or the latent
representation that are processed independently from the positive models. Then,
€neg(X¢) is defined as the aggregated outcome of the denoised crops.

Unlike CFG, the above methods apply to unconditional generation. Interestingly,
strategies (1,4,5) do not require additional training or fine-tuning.

Alternative conditioning of generative models for label-free synthesis

Conditioning enables generative models to “specialize” in distinct groups of shared visual
features [120, 80, 2]. Despite recent progress in DMs, the gap between ground-truth (GT)
conditional and unconditional generation is significant. Unlike guidance methods [114],
alternative conditions to the ground truth labels can be derived using auxiliary models,
a process commonly referred to as self-conditioning. Self-conditioning signals can be
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broadly categorized into image-level and sub-image-level types. Image-level conditioning
applies a single condition to all pixels in an image, such as synthetic text captions [224].
Sub-image-level conditioning targets specific parts or regions of an image [120, 18]. For
example, Hu et al. [120] extend DMs to incorporate conditioning based on bounding
boxes or segmentation masks derived from auxiliary models.

When dealing with unlabelled data, learned representations from auxiliary models can
play a pivotal role. Bordes et al. [35] condition DMs directly on image representations
(oracle features from real images). However, this approach is limited to reconstructing
training samples and cannot generate novel samples. Bao et al. [80] computed k-means
cluster assignments using contrastively learned features from the training data, but did
not match the performance of GT conditioning. Previously, instance-conditioned GANs
combined ground-truth labels with features from each image’s nearest-neighbor set [44].

The first label-free approach to achieve competitive performance to ground-truth
conditioning leverages pre-trained self-supervised encoders [120]. Hu et al. [120] use
k-means to assign pseudo-labels as conditions. This comes with the challenging choice of
choosing the number of clusters (C'). Adaloglou et al. [2] explore heuristics to derive a
range of values for C. By carefully optimizing C' and using pretrained encoders such as
DINO [42], state-of-the-art FID scores in label-free synthesis were achieved on CIFARIO0,
CIFARI100 [151], and FFHQ [138]. At the same time, cluster conditioning demonstrates
a training sample efficiency of a factor of 3 compared to unconditional generation.

Recently, Li et al. [165] develop a state-of-the-art two-stage framework for uncondi-
tional generation. In the first stage, a DM is trained to learn the feature distribution
of the pretrained encoder. In this way, one can sample novel features, unlike [35]. In
the second stage, another generative model is trained to generate images based on the
features of the trained DM. Finally, another promising alternative is to leverage the
zero-shot capability of CLIP to derive pseudo-labels. Ramesh et al. [218] condition DMs
on language-guided image representations. Zhou et al. [320] propose a language-free
framework that generates text features for images directly.
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3.

Contributions and References

Contributions

So far, existing approaches have been described. Building upon previous methods, the
author has focused on developing novel techniques that adapt the learned representations
to downstream tasks. In the following chapters in Part II, the following works are going
to be presented:

1.

TEMI [6] (Chapter 4) describes a clustering method with strong outperformance
over applying k-means on image features. A small clustering head is trained using
nearest neighbors with a novel objective that has a single bounded hyperparameter,
which requires minimal to no tuning.

PLP [5] (Chapter 5) provides an alternative to CLIP models for visual OOD detec-
tion. Instead of simply computing top-1 image-text similarities, the in-distribution
label names are used to predict pseudo-labels per sample. A linear layer is trained
on these pseudo-labels, and all the logits are used to compute the OOD detection
score. No tuning of the visual encoder, with promising scaling behavior as the
model sizes increase up to 2B parameters, unlike existing training-free methods.

C-EDM [2] (Chapter 6) assesses whether cluster assignments from learned features
can be used as conditioning in generative diffusion models, as an alternative to
unconditional image generation. A strategy for estimating the optimal range of
clusters for generative learning is demonstrated. Experimental results demonstrate
a threefold training sampling efficiency compared to unconditional generation, with
performance comparable to ground-truth class-conditioned models.

In Chapter 7, we conduct a comprehensive benchmark study of feature-based
clustering methods at scale, disentangling the impact of the following data-related
factors: i) class imbalance, ii) class granularity, iii) the presence of easily recognizable
classes, and iv) the ability to capture multiple classes.

ClusterMine [3] (Chapter 8) is a novel OOD detection method that utilizes widely
available text corpora for positive label mining using CLIP. ClusterMine is the first
method to achieve state-of-the-art OOD detection performance without access to
the ground truth in-distribution label names. It extracts positive concepts from
a large text corpus by combining visual-only sample consistency (via clustering)
and zero-shot image-text consistency. Experimental results reveal that ClusterMine
achieves state-of-the-art performance in full-spectrum OOD detection.
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6. M-SWG [4] (Chapter 9) is a novel, training-free diffusion sampling method. M-
SWG upweights long-range spatial dependencies by guiding the diffusion model
with itself by selectively restricting its receptive field. As a standalone sampling
method, M-SWG achieves a superior Inception score (IS) compared to previous
state-of-the-art training-free approaches, without introducing sample oversaturation.
In conjunction with existing guidance methods, such as classifier-free guidance

(CFG) [114], M-SWG reaches state-of-the-art Frechet distance.
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Notes

e The asterisk symbol * denotes equal contribution. The author’s name is highlighted

in bold.

e Minimal modifications have been applied to the main manuscript. The author has
removed parts of the appendices or integrated them into the main paper as needed.

e The papers are presented in chronological order as they were written to reflect the
research trajectory of the author.

e The author has written additional publications during his PhD candidacy that are
not included here. We provided a full list of publication at the end of the document.
The aim is to emphasize the author’s strongest scientific contributions, according
to his own belief, and maintain a coherent flow between chapters.
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Abstract

We present a general methodology that learns to classify images without labels by
leveraging pretrained feature extractors. Our approach involves self-distillation training
of clustering heads based on the fact that the nearest neighbours in the pretrained
feature space are likely to share the same label. We propose a novel objective that
learns associations between image features by introducing a variant of pointwise mutual
information together with instance weighting. We demonstrate that the proposed objective
is able to attenuate the effect of false positive pairs while efficiently exploiting the
structure in the pretrained feature space. As a result, we improve the clustering accuracy
over k-means on 17 different pretrained models by 6.1% and 12.2% on ImageNet and
CIFAR100, respectively. Finally, using self-supervised vision transformers, we achieve
a clustering accuracy of 61.6% on ImageNet. The code is available at https://github.
com/HHU-MMBS/TEMI-official-BMVC2023.



A Introduction

Given a plethora of publicly available pretrained vision models, we ask the following ques-
tions: a) how well-structured is the feature space of pretrained architectures with respect
to label-related information, and b) how to best adapt this structure to unsupervised
tasks. To answer these questions, we focus on unsupervised image classification, also
known as image clustering. Image clustering is the task of assigning a semantic label to
an image, given an a priori finite set of classes. Ultimately, image clustering consists of
simultaneously learning the relevant representations and the cluster assignments.

To begin addressing the aforementioned questions, we present the key challenges
regarding image clustering. First, given that we can roughly estimate the number of
ground-truth labels, the underlying distribution among classes is hard to infer from the
data, which is typically assumed to be uniform. Second, the images should ideally be
classified consistently (images of the same class are grouped together) and confidently
(one-hot prediction probability).

Consistency can be achieved by either learning features that are invariant under
transformations of the same image (e.g. cropping, colour jitter, etc.) or invariant w.r.t.
to substitution by other images that belong to the same semantic class. Consequently,
clustering methods are generally prone to degenerate solutions [1]. In other words, samples
tend to collapse into a single cluster, or the prediction probability spreads out uniformly.

It is well-established that representation learning plays a critical role in image clus-
tering [6], which is achieved with self-supervised learning [7, 17, 41, 16]. Recent studies
have demonstrated that self-supervised features are typically more transferable to new
tasks than features from supervised learning [15]. The frequently used joint-embedding
architectures [16, 5| are by design invariant to strong image transformations that preserve
label-related information. That renders these architectures as promising candidates for
image clustering [36], which has not been thoroughly explored at scale [42]. Even though
self-supervision [15] and vision transformers (ViTs) [31] have been separately established
for representation learning, limited research has been conducted to study self-supervised
ViTs or vision-language models (i.e. CLIP [34]).

How to adapt a pretrained model for image clustering is non-trivial. For instance, it
is well known that k-means is sub-optimal, as it often leads to imbalanced clusters [36]
since it is primarily suitable for evenly scattered data samples around their centroids [39].
On the other hand, deep image clustering methods normally rely on pairs by mining the
nearest neighbours (NN) based on their feature similarity [14, 20]. Still, images that are
close in the feature space do not always share the same semantic class [36] and, therefore,
must be considered as noisy pairs.

In this paper, a two-stage method that extends the existing multi-stage clustering
approaches is proposed. In contrast to [36], where features are learned from scratch for each
dataset, we show that multi-stage clustering approaches can leverage pretrained models
trained on larger-scale datasets (Fig. 1) and focus on learning the cluster assignments.
To this end, a self-distillation clustering framework is introduced using a novel objective
based on pointwise mutual information and instance weighting. Second, a comprehensive
experimental study across models and datasets is conducted. Therein, we report an
average gain of 6.1% and 12.2% in clustering accuracy compared to k-means on ImageNet
and CIFAR100 across 17 pretrained models, as illustrated in Fig. 4.1. Overall, we show
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Figure 4.1: Clustering accuracies on ImageNet (left) and CIFAR100 (right)
across 17 pretrained models. Supervised and self-supervised models (MSN, MoCoV3,
DINO) were pretrained on ImageNet. R50 stands for ResNet50 [18], C for ConvNext
28], and V for Vision Transformer [13]. Small (S), Base (B), and Large (L) indicate the
size of the models. The vertical distance of each data point to the diagonal (dashed line)
shows the improvement of our method (TEMI) over k-means. Best viewed in color.

that ViTs capture the most transferable label-related features. Finally, we find that
self-supervised ViTs [2] achieve state-of-the-art results (61.6% clustering accuracy) on
ImageNet without using the ground-truth labels or external data.

B Related Work

B.1 Single-stage deep image clustering methods.

Deep image clustering approaches can be roughly divided into single and multi-stage
methods. The majority of single-stage methods alternate between learning the features
and the clusters, i.e. in an expectation-maximization manner. For instance, in DAC,
[6] formulate a binary pairwise classification task, where pairs are selected based on
their feature similarity at each iteration. Next, the computed pairs are used to train
a convolutional neural network (CNN). In the same direction, in DeepCluster [4], the
authors alternate between clustering the features of a CNN with k-means [29] and using
the obtained cluster assignments as pseudo-labels to optimize the parameters of the CNN.

Later on, in [40], the authors demonstrate that DeepCluster is prone to degenerate
solutions that are avoided via particular hyperparameter choices. To that end, the authors
design a multi-step pseudo-label extraction framework called SeLa. The latter iteratively



estimates the pseudo-label assignment matrix under the equipartition constraint. In PCL
[27], the authors formulate clustering as learning the cluster centroids with k-means in
parallel with optimizing the network via contrastive learning [7]. To overcome the class
collision of the negative pairs, [22] extend PCL in a proximal framework called ProPos.
ProPos only maximizes the distance between the cluster centroids with contrastive
learning while mining NN for neighbouring sample alignment [16]. However, most of the
existing approaches still rely on k-means for estimating the clusters (pseudo-labels).

Several single-stage approaches exist, which aim to learn the feature representations
and clusters jointly. Single-step methods are known to be sensitive to weight initialization
[11]. In this direction, DCMM is developed [37] to progressively mine NN in the feature
space as well as high-confident samples. Another single-stage end-to-end example is
IIC, wherein [23] derives a mutual information-based objective for paired data to train a
CNN. Nevertheless, the aforementioned approaches only consider stochastic transforms
of the same image to obtain a pair. They are hence limited to solely learning invariances
w.r.t. image augmentations, which cannot cover the variability of a given class [14]. More
recently, [1] presented a single-stage end-to-end method, called SSCN, that employs a
variant of the cross-entropy loss.

B.2 Multi-stage deep image clustering methods

Multi-stage methods initially design a pretext task in order to learn semantically mean-
ingful features, such as denoising autoencoders [38]. A major breakthrough in deep image
clustering is established by the adoption of contrastive learning [7, 17]. For instance, [36]
decouples image clustering into three distinct steps, starting with contrastive learning.
Subsequently, the authors train a head to cluster the mined NN from the extracted
features. Lastly, they use the pseudo-labels from the confidently assigned samples to
fine-tune the whole architecture. A similar approach, called NNM [11], aims to mine NN
from the batch and dataset features.

Recently, TSP [42] leverage self-supervised pretrained ViTs [5] and train a clustering
head, which is closer to our method. Nevertheless, their approach (TSP) heavily relies
on k-means for the weight initialization phase. Surprisingly, very few image clustering
approaches [36, 1, 40] have been successfully applied on ImageNet [12]. Besides, most
methods report results only with Resnet50 [18], while superior architectures for image
recognition remain unexplored [28, 13].

C Proposed Method

C.1 Classification model

Our aim is to learn a probabilistic classifier from pairs of examples that share label-related
information. We assume that the data distribution, p(z), is the result of a generative
process, ¢ ~ p(c) and x ~ p(x|c), with p(c) the prior probability that an example belongs
to a class ¢ € {1,..,C}. Consequently, the joint distribution, p(z,z’) that a pair of
examples, (z, '), belongs to the same class is given by p(z,2') = chzl p(z|c)p(a’|c)p(c).
We introduce a parametrized probabilistic classifier, ¢(c|z), that distributes examples
x ~ p(x) among classes, with class occupancy given by ¢(c) = E,p@)[q(c|z)]. Using Bayes’



theorem q(z|c) = q(c|z)p(x)/q(c), the joint distribution, p(z, '), can be approximated
by

c
a(z,2') =Y alzle)a(@’|)g(o). (4.1)

To estimate the association between x and 2’ we introduce the pointwise mutual informa-
tion, pmi(z, z’) [8], defined by

e A@ ) S alelaa(cl)
pmi(z,z’) =1 gp(x)p(x’) =1 g; ) : (4.2)

Theorem 1. If (i) each example x ~ p(x) belongs to one and only one cluster under the
generative model p(z) =Y p(x|c)p(c), (i) the joint distribution p(z,2") is known, and
(111) q*(c|z) is a probabilistic classifier defined by

q (C|$) = arg 1111(10?;‘){ E:c,:c’wp(x,x’) [pmi(x, CC/)], (43)
then ¢*(c|x) is equal to the optimal probabilistic classifier, p(c|z) = p(x|c)p(c)/p(x), up to
a permutation of cluster indices.

The proof can be found in the appendix. Theorem 1 states that under condition (i)
the knowledge of pairs of examples belonging to the same class suffices to establish an
objective for an optimal classification model.

C.2 Self-distillation clustering framework

The starting point is a pretrained feature extractor (backbone) g(-) that assigns each
example z in the dataset D a feature vector g(z). We mine the k nearest neighbours
(k-NN) of x in the feature space by computing the cosine similarity between g(x) and the
feature vectors of all other images in D. We denote the set of k-NN for x by S,. During
training, we randomly sample x from D along with 2’ from S, to generate image pairs
that share label information with high probability.

We introduce two clustering heads, a student head, hy(-), and a teacher head, h(-),
that share the same architecture but differ w.r.t. their parameters, 0,, and 6,. Each head
consists of a three-layer fully connected feed-forward network. The image pairs x, 2’ are
fed to the shared backbone and subsequently, in the two heads, hs(g(x)) and h(g(z’)).
The head outputs are converted to probabilistic classifiers, gs(c|z) and ¢/(c|2’), using a
temperature-scaled softmax function, which for the student’s head is given by

exp(hs(g(x))e /T

) — U/ 7)
> exp(hs(g(z))e / T)

where 7 is the temperature hyperparameter. Unlike previous self-distillation frameworks

[5], we use the same temperature 7 = 0.1 for both heads. We approximate the pointwise
mutual information by

(4.4)

c /
Ign\ﬁ(x, z') == log Z % (4.5)
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and estimate ¢(c) by an exponential moving average (EMA) over batches using the

teacher’s head s

- N 1
Gi(c) <= mgy(c) + (1 — m)ﬁ Zl qi(clz:), (4.6)
with B the batch size and m € (0, 1) a momentum parameter. In practice, we symmetrize

Eq. (4.5) to compute the loss function

— —_—

L(z,2') = —% (pmi(:z:,x') +pmi(x’,m)) : (4.7)

Note that only the parameters 6, of the student’s head are updated using backpropagation.
The parameters of the teacher’s head, 6,, are updated by an exponential moving average
for the student parameters, 6, over past update steps [5, 16]. As a result, p;(c|z)
represents a sufficiently stable target distribution for the student head. In contrast to
other self-distillation frameworks [5], no complicated adaptation of softmax temperatures
over training is required. Following previous work [36], we employ an ensemble of
H independent clustering heads in training (Fig. 4.2), which alleviates the variability
stemming from random initialization. We use the teacher head with the lowest training
loss for the evaluation.

loss : L'(z,z')

g,(clz) g (clz")
stop gradient
AY

EMA

—>
cluster head h;] cluster head hi]

A
4 stopgradient

[ backbone g ]

z' €S,

Nearest neighbors set S’z]

Figure 4.2: An overview of the proposed self-distillation clustering framework.
The nearest neighbors are mined in the feature space of g. EMA refers to the exponential
moving average over the parameters.



C.3 Balancing class utilization

For a dataset D that has been generated using balanced classes, p(c) = const, we expect
that ¢(c) = const, as a consequence of the optimization process. However, in practice,
classes are typically far from uniformly utilized. We suspect that our self-distillation
learning framework leads to over-confident class predictions for a fraction of classes in
the early training phase.

To limit the effect of aligning the cluster predictions and take into account the
individual cluster probability of the mini-batches ¢(c), we introduce a hyperparameter
B € (0.5,1] in Eq. (4.5) to avoid collapsing all sample pairs in a single cluster. Without
affecting the optimal solution, we rewrite Eq. (4.5) as

— “ (¢ (clz)gi(clz)?

c=1

where ¢ € {1,..., H} is the head index.

Intuition for f.

We now explain how the above equation addresses the discussed challenges of image clus-
tering. Eq. (4.8) consists of two parts inside the log sum: the numerator (¢¢(c|x)q!(c|z’ ))6
encourages the class assignment of a positive pair to align (consistency) and is maximal
when this assignment is one-hot. The denominator ¢i(c) promotes a uniform cluster
distribution by up-weighing the summand corresponding to classes with low probability
(Gi(c) is low). In effect, 8 balances these two effects by reducing the influence of the
numerator, thus avoiding degenerative solutions.

Note that for 5 = 0.5, the loss corresponds to the Bhattacharyya distance [3] if
Gi(c) = const. The Bhattacharyya distance can be minimal even if ¢} is far from one-hot.
Moreover, if utilization of all classes is not required, for example, as in the case of
overclustering, we set 8 = 1. Crucially, £ is bounded, and we empirically found that the
value of 0.6 consistently avoids degenerative solutions across the majority of datasets, as
opposed to existing clustering methods [36, 1]. In addition, we propose an experimental
strategy to choose 3 without access to the ground-truth labels, as explained in Section D.2.
The symmetrized loss from Eq. (4.8) is defined as £(z,2’) in analogy to Eq. (4.7).

C.4 Teacher-guided instance weighting

As discussed in Section A, the mined k-NN in the feature space of ¢(+) tend to be noisy.
For this reason, we introduce an instance weighting term for each head ¢ given by

c

wi(z, @) =) gi(cle)gi(cla’). (4.9)

c=1

Intuitively, w;(z, x’) acts as a guidance term that assigns a higher weight to true positive
pairs compared to false positive ones. Importantly, w;(z, z") relies only on the predictions
of the teacher. The rationale behind this is that model averaging over training iterations
tends to produce more accurate predictions [35, 33]. We call this setup teacher-weighted



pointwise mutual information (WPMI). The final objective for each separate head i is
given by Lipyy(z, ') = w;(z, ') L (z, o).

TEMI: Teacher ensemble-weighted pointwise mutual information

To compensate for the noisy NN pairs based on the feature space of g, we further propose
aggregating information from multiple heads, in contrast to previous works [36] that
employ independent heads. For this purpose, we compute a scalar for each image pair
using the mean weight across the heads, which is conceptually similar to model ensembling.
We thus call this loss TEMI (teacher ensemble-weighted pointwise mutual information)
defined by

H
% / 1 AWl !
Lirpau(w, 2') = i ij(a:,x )Lz, 2). (4.10)
j=1

D Experimental Evaluation

D.1 Datasets, metrics and implementation details

The proposed method (TEMI) is evaluated on five common benchmark datasets, namely
CIFAR10, CIFAR20, CIFAR100 [25], STL10 [9], and ImageNet [12]. CIFAR10, CIFAR20
and CIFAR100 contain 50K training images, STL10 contains 5K training samples,
and ImageNet has 1281167 training samples. CIFAR20 has the same training data as
CIFAR100 with 20 superclasses derived from the ground-truth labels. We resize all
images to 224 x 224. The training set is used during the optimization phase, while the
evaluations are carried out on the validation set.

We report the clustering accuracy (ACC) and the adjusted random index (ARI) to
quantify the clustering performance. To estimate the accuracy, the one-to-one mapping
between cluster predictions and ground-truth labels is computed by the Hungarian
matching algorithm [26]. For our overclustering experiments, we report the adjusted
mutual information (AMI). Finally, we establish two baselines: a) k-means and b) the
SCAN clustering loss within our self-distillation framework. For a fair comparison with
existing methods, we assume to know the number of ground-truth labels in advance.

Concerning the hyperparameters, we set H = 50 and § = 0.6 for clustering, while we
set B = 1 for overclustering. We use 25-NN on ImageNet and 50-NN for the remaining
datasets. We used the AdamW optimizer [30] for 200 epochs with a batch size of 512,
with a learning rate of 107*, weight decay of 10~*, and report results at the end of
training. Unlike previous methods [36], we found that augmentations (RandAugment
[10], and the ones from [7]) were not improving the clustering metrics when training with
k-NN pairs. Hence, we precomputed the feature representations, which enables training
the clustering heads on a single GPU with 12GB of VRAM within 24 hours.

D.2 Experimental Results

We first present a strategy to choose § € (0.5,1]. As depicted in Fig. 4.3, an accurate
model, p;(c|z) should be able to maintain a high entropy H(g:(c)), while maintaining its
discriminative power. To quantify the latter, we use the conditional entropy H(g(c|z)).
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Figure 4.3: Effect of § on the validation accuracy and on the entropy of ¢;(c|z)
and ¢/(c) on CIFAR100. The values are computed using TEMI DINO ViT-B/16. The
dashed horizontal line illustrates the maximal possible entropy, i.e. log C. A high entropy
of ¢;(c) indicates that the clusters are almost uniformly utilized, while a low entropy of
q:(c|x) indicates highly confident predictions (one-hot).

The lower the value of H(g;(c|x)), the more discriminative the predictions. The extreme
case H(g(c|x)) = 0 corresponds to a one-hot distribution. Thus, we propose to pick the
lowest value of # such that H(g,(c|z)) remains sufficiently low. We experimentally found
0.6 to work consistently well across models and datasets.

As shown in Table 4.1, an average accuracy gain of 5.0% over k-means is found for
CIFAR100 and ImageNet, even with the plain PMI setup. Introducing multiple heads in
PMI further improves the obtained results by an average gain of 0.8%. Critically, for our
best setup (TEMI), we observe an average gain of 8.1% and 3.7% compared to k-means
and the SCAN clustering loss, respectively. Note that even 16 heads were sufficient to
get similar performance, specifically less than 1% accuracy deterioration compared to 50
heads.

To study the applicability of our method, we then applied our best setup (TEMI)
to various publicly available pretrained models, as shown in Fig. 4.1. Therein, we
report an average accuracy gain of 6.1% and 12.1% compared to k-means on ImageNet
and CIFAR100 across 17 different pretrained models. More specifically, TEMI MSN
ViT-L/14 and TEMI DINO ViT-B/16 are the best-performing self-supervised methods on
ImageNet (61.6% ACC) and CIFAR100 (67.1% ACC). Moreover, CLIP-based backbones
have the highest ACC increase over k-means when trained with TEMI, precisely 10.7%
on ImageNet and 14.1% on CIFAR100.

Concerning the supervised pretrained models in Fig. 4.1, we demonstrate that
ConvNext-L outperforms ViT-L on ImageNet, precisely by 2.7% on ACC with TEMI.
However, the supervised ViT-L surpasses ConvNext-L by a large margin of 22.3% in ACC
when benchmarked on CIFAR100 with TEMI. Large ViTs learn the most transferable
label-related features among the architectures investigated, even without supervised



Method Heads CIFAR100 ImageNet
k-means - 96.99 02.26

SCAN o0 62.6+£0.94  55.6+0.15
PMI 1 61.6£0.41  57.5+0.22
WMI 1 63.4£1.89  56.5+0.41
PMI 50 63.1£0.56  57.7£0.06
WPMI 50 65.6+1.04  57.0£0.38
TEMI o0 67.1£1.30 58.4+0.22

Table 4.1: Ablation study for the TEMI objective. All the experiments were
conducted with 5 = 0.6, and DINO ViT-B/16 as the backbone model. The clustering
accuracy is reported in %.

Method Architecture NMI (%) ACC (%) ARI (%)
SeLa [40] Resnet50 65.7 30.5 16.2
SCAN [36] Resnet50 72.0 39.9 27.5
SSCN [1] Resnet50 73.3 A1.1 29.5
Our method

TEMI (DINO pretraining)  Resnet50 74.5 45.2 31.3
TEMI (DINO pretraining)  ViT-B/16 81.4 58 45.9
TEMI (MSN pretraining) ViT-L/16 82.5 61.6 48.4

Table 4.2: Unsupervised image classification (clustering) results for the Ima-
geNet validation set, without using the ground-truth labels or additional data.
Evaluation metrics include clustering accuracy (ACC), normalized mutual information
(NMI), and adjusted random index (ARI). All our models are pretrained on ImageNet.

fine-tuning. This finding is consistent with [31].

Clustering results on ImageNet. Regarding ImageNet, we compare various self-
supervised architectures that were trained without any external data, as depicted in
Table 4.2. Using the same architecture (Resnet50) as current state-of-the-art models
(SSCN [1]), TEMI achieves an improvement of 4.1% in ACC. With MSN ViT-L/16 as
the backbone, we push the state-of-the-art ACC on ImageNet to 61.6%, resulting in a
substantial gain of 20.5% compared to SSCN. The obtained results strongly indicate
that first learning the augmentation-invariant features and then focusing on learning the
invariances w.r.t. images that belong to the same class is an effective strategy for image
clustering.

Overclustering results. Incentivized by the above observation, we investigate the
overclustering performance in Table 4.3 by adopting the setup from [27]. More concretely,
we use 25K clusters and set § = 1 as in ProPos. We almost match the performance of
ProPos [22] with TEMI DINO Resnet50 without tuning the number of clusters or any
other hyperparameter while reaching a considerable gain of 7.4% in AMI with TEMI
DINO ViT-B/16.

Small-scale benchmarks. In Table 4.4, the transfer performance on three small-



Method AMI (%)

DeepCluster [4] 28.1
MoCo [17] 28.5
PCL [27] 41.0
ProPos [22] 52.5

TEMI DINO Resnet50  51.8£0.1
TEMI DINO ViT-B/16 59.9+0.2
TEMI MSN ViT-L/16 58.8£0.5

Table 4.3: Overclustering results on the ImageNet validation set. The adjusted
mutual information (AMI) score for 25K clusters is reported, as in [27]. For all experiments,
we set = 1.

scale datasets is evaluated. TEMI DINO ViT-B backbone has inarguably the best transfer
performance, outperforming the ACC of ProPos by 4.6% and TSP by 2.9% on average.
It is worth pointing out that TSP [42] uses the same pretrained model, thus a fair
comparison. Ultimately, we notice a large accuracy gap between clustering methods and
probing in CIFAR20, which suggests that the superclass structure cannot be inferred from
the visual input. For instance, clocks, lamps, and telephones are grouped into household
electrical devices.

Analysis on noise (false positives) from the NN of g. As shown in Tab. 5,
when keeping only the true positive neighbors from 50-NN; we increased the performance
from 67.1 — 82.6 using TEMI DINO ViT-B on CIFAR100. We also show that the head
weighting term of TEMI in Eq. 10 is not needed, highlighting that TEMI is designed
for the noisy pairs obtained from k-NN. As a reference, DINO ViT-Base has 72% true
positive pairs in 20-NN and 66% in the mined 50-NN on CIFAR100.

D.3 Discussion

How expressive can an image classifier be by only training with NN pairs?
We examine the training accuracy in Table 4.5, by training with the true positive pairs
from the computed k-NN. The 98.6% training accuracy on CIFAR100 with TEMI DINO
ViT-B/16 indicates that it is possible to train a powerful unsupervised image classifier by
relying only on pairs. In fact, we observe that we almost match the supervised linear
probing accuracy on CIFARI100 (84.1% vs 85.3%). Still, we identify cases where the
human-annotated label is ambiguous and cannot be determined solely by the visual
signal.

What is the impact of the instance weighting term? After training, we examined
the actual value of the instance weighting term w(z,z’). To this end, we computed
the mean weights for true positives and false positives sampled from 50-NN within the
CIFAR100 validation set, which take the values 0.76 and 0.40, respectively. Furthermore,
w(z, 2') has a negative impact when only true positive pairs are considered during training
(Table 4.5). This is an expected behavior, as a fraction of true positive pairs will be
down-weighted by w(z, 2’) due to low feature similarity (i.e. digital and analog clocks).
How discriminative are the cluster assignments of TEMI? Besides Fig. 2, we
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CIFAR10 CIFAR20 STL10

Methods NMI ACC ARI NMI ACC ARI NMI ACC ARI
DAC [6] 39.6 522 30.6 185 23.8 88 36.6 47 257
DCCM [37] 49.6 62.3 4038 285 327 173 37.6 482 26.2
PICA [21] 59.1 69.6 51.2 31 337 171 61.1 713 53.1
NNM [11] 74.8 843 709 484 477 31.6 69.4 808 65

PCL [27] 80.2 874 76.6 52.8 52,6 36.3 71.8 41.0 67.0
SCAN ([36] 79.7 883 T7.2 48.6 50.7 33.3 69.8 80.9 64.6
SPICE [32] 86.5 92.6 85.2 56.7 53.8 38.7 872 938 87.0
ProPos* [22] 88.6 943 884 60.6 614 45.1 75.8 86.7 73.7
TSP [42] 88.0 940 87.5 614 556 43.3 95.8 979 956
TEMI DINO ViT-B/16 88.6 94.5 88.5 65.4 63.2 48.9 96.5 98.5 96.8
TEMI MSN ViT-L/167 829 90.0 80.7 59.8 H7.8 425 93.6 96.7 93.0

(Natural language) supervised pretraining
TEMI CLIP ViT-L/14% 92.6 96.9 932 64.5 61.8 46.8 96.4 974 949
TEMI Sup. ViT-L/161 91.8 96.0 91.6 65.0 584 454 82.7 846 739

Supervised baselines

Probing DINO ViT-B/16" 925 96.8 93.1 824 895 79.5 97.8 99.2 98.2
Probing MSN ViT-L/16f 91.5 964 92.3 80.7 88.2 770 96.8 98.8 974
Probing CLIP ViT-L/14% 95.1 98.1 95.8 85.7 91.7 83.6 99.2 99.7 994
Probing Sup. ViT-L/16f 91.5  96.5 924 83.7 90.8 81.7 98.0 99.3 984

Table 4.4: Clustering performance metrics (in %) on small-scale benchmark
datasets, evaluated on their validation splits. Probing means training a linear layer
on top of the pretrained backbone in a supervised manner. We only highlight the best
self-supervised pretrained model as the new state-of-the-art. We clarify that methods
with T use models pretrained on external data, while * indicates methods that include
additional dataset splits during training (i.e. validation data).

quantify the discriminative power of TEMI by computing the mean and median maximum
softmax probability (MSP [19]). We calculate a mean and median MSP of 88.5% and
98.9% on CIFAR100 and 85.3% and 99.2% on ImageNet (Fig. 4.4). The computed results
verify that the introduced framework results in discriminative predictions.

Joint learning of encoder and cluster head. When jointly training the pretrained
backbone with the already trained head, we observed a performance increase only when
the pretraining dataset was different from the downstream dataset (67.1% — 70.9% ACC
on CIFAR100 using the ImageNet-pretrained DINO ViT-B/16). We hypothesize this
enables learning features specific to the training distribution. Still, the structure in the
latent space of the pretrained model is required for TEMI to determine the A£-NN.

E Conclusion

In this paper, a novel and general self-distillation framework for image clustering that
can achieve competitive results almost out of the box was proposed. In addition, a new
objective based on pointwise mutual information was presented. After studying the
performance of 17 pretrained models, it was shown that TEMI can be used with any
pretraining with significant improvements over k-means. Finally, new state-of-the-art
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Loss Val. ACC Train ACC
PMI 84.1 + 0.36 98.6 + 0.38
TEMI 82.6 £ 0.67 96.5 + 0.88
supervised baseline

Probing 85.3 99.3

Table 4.5: Clustering accuracies on CIFAR100 when training only with the
true positive NN pairs using TEMI DINO ViT-B/16.
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Figure 4.4: Histogram of cluster assignments on different datasets. The horizontal
red line illustrates the ideal histogram, where all clusters would be uniformly utilized. We
also compute the KL divergence between the predictions and the uniform distribution on
CIFAR100 and ImageNet, which is 1.5- 1072 and 5 - 1072, respectively. The predictions
would be uniform in the extreme case where the KL divergence is 0.

results were achieved on ImageNet both for clustering and overclustering, leveraging
self-supervised ViTs. To conclude, future works are encouraged to explore the connection
between image clustering and representation learning in greater depth.
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Datasets ImageNet 50 ImageNet 100 ImageNet 200

Methods NMI ACC  ARI NMI ACC  ARI NMI ACC  ARI
SCAN 82.2 76.8 66.1 80.8 68.9 57.6 7.2 58.1 47.0
Propos 82.8 - 69.1 83.5 - 63.5 80.6 - 93.8

TEMI DINO 86.10 80.01 70.93 85.65 75.05 65.45 85.20 73.12 62.13
TEMI MSN  88.14 84.87 76.46 88.53 82.86 74.08 86.65 77.96 66.70
(natural language) supervised pretraining

TEMI CLIP  92.32 88.27 82.78 90.06 83.43 75.81 88.39 77.76  69.41
TEMI Sup. 95.75  95.12  91.40 94.95 92.50 87.95 93.94 90.37 84.05

Table 4.6: Clustering performances on ImageNet subsets. All subsets were
evaluated on their respective validation splits, as detailed in Table 5.2.

Appendix

App. 1 Further discussion points

Additional computational complexity from multiple heads. In theory, the
computational time complexity of TEMI by adding multiple heads is linear, given a
sequential implementation. In practice, due to GPU-related optimizations, we find it to
be faster. In fact, training on a single Nvidia A100 GPU takes only 4 GB of memory with
50 heads on CIFAR100. Training takes just about 45 minutes because we precompute
the feature representations, while training with just one head takes about 5 minutes.

config value
optimizer AdamW
base learning rate 1074
weight decay 1074
optimizer momentum [, $2=0.9,0.999
batch size 512, 1024 (ImageNet)
learning rate schedule constant
softmax temperature 7 0.1
I6; 0.6, 0.55 (CIFAR20)
cluster heads 50
warmup epochs 20, 10 ImageNet
training epochs 200, 800 (STL10)
teacher momentum 0.996
augmentation None

Table 4.7: Hyperparameters for training the clustering heads.
A Note on CIFAR100 VS CIFAR20. We observe that previous works have

established the CIFAR20 as a clustering benchmark. However, we believe that the
CIFAR20 superclasses are not an ideal benchmark for image clustering. In the reported
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results in Table 4.4, one can easily notice that all models perform worse in CIFAR20 than
in CIFAR100. Examples that justify the performance gap include a) clocks, computer
keyboards, lamps, telephones, and televisions are grouped into household electrical devices,
b) bridges, castles, houses, roads, and skyscrapers are grouped into large man-made
outdoor things, and c) bears, leopards, lions, and wolfs are grouped into carnivores. These
examples illustrate that the superclasses are not separable from the pixel information
alone.

Additional implementation details and results on ImageNet-based subsets.
To enforce reproducibility, the mean performance metrics are reported for all our experi-
ments and metrics, computed over 3 independent runs with different seeds. For a fair
comparison with SCAN, we tune its entropy regularization hyperparameter, A\, based
on a grid search and use the value A = 4. Crucially, we found that some pretrained
models (i.e. MSN) produce unnormalized features. For that reason, we standardize the
features of all models before feeding them to the clustering heads. For the linear probing
experiments, we trained a linear layer using the Adam [24] optimizer with a learning rate
of 1072 and weight decay of 1073. Finally, Table 4.6 presents results on the ImageNet
subsets proposed by SCAN.

App. IT Proof of Theorem 1
We will first show that

¢ (c|z) = arg max Eq 2 mp(e,ery [pmi(z, )], (4.11)

q(clz
is bounded and leads to the correct joint distribution.

Lemma 1. The mutual information

) = x.x') 1o —p(x,x’) xda’
) = [ plo o)l

is an upper bound for the expected pointwise mutual information. In particular,

Ez@’wp(a:,a:’) [pml(x, I/)]
=1(z;2") — KL(p(z,2') || q(x,2)),

where KL is the Kullback—Leibler divergence.
Proof.

Eq o/ mp(w,en) [pmi(z, )] (4.12)

= / p(z,2') log ]%dxdx’ (4.13)
_ [t (pfgf;;) %Z . ;) deds! (4.14)
- / p(z,7') log %dxdx' (4.15)
- / p(z,2") log g Ez:zjgdxdx' (4.16)

= I(z;2") = KL(p(z,2') || q(x,2")). (4.17)
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For the proof of Theorem 1, we now assume that each example x belongs to exactly
one cluster ¢ and need to show that the model ¢*(c|z) maximizing the objective

¢"(clz) = arg max Ey o p(z,0)[pmi(z, 2”)]
q(clz)

is equal to p(c|x) up to a permutation of the clusters.

Proof. Since p(c|z) is one-hot by assumption, let us denote the class to which an image
x belongs as c,, so that we have

plelz) = le = cdl,

where the Iverson bracket [¢ = ¢,] is 1 if ¢ = ¢, and 0 otherwise. We denote the prediction
of the classifier by ¢,, with
¢, = argmax ¢*(c|x).
C

An equivalent formulation of the theorem then is: ¢*(c|x) is one-hot for every z and
¢z = Cp if and only if ¢, = .

Using the same factorization we used to formulate the pointwise mutual information
in Equation (2) we obtain

D) pleple)
@)~ gl = ednle™

Lemma 1 already states that the objective is maximized if and only if ¢*(x, 2’) = p(z, 2’)
and therefore

If ¢, # cur, we have
0 < ¢"(Calz)q* (E|2")/q" (¢2) < pmi(z, ) = 0.
Since ¢*(¢;|x) > 0, this implies ¢*(¢,|2") = 0 and therefore ¢, # ¢,,. Furthermore, from

the pigeonhole principle it follows that ¢*(c|z) = 0 for ¢ # ¢, which both implies that
q*(c|x) is one-hot as well as ¢, = ¢, if ¢, = ¢, therefore concluding the proof. O

App. III Randomly sampled images from TEMI cluster assign-
ments
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Figure 4.5: Randomly sampled images from the ImageNet dataset that are
assigned in the same cluster using the TEMI MSN ViT-L/16 model. The
ground-truth label is indicated in the text under the image. The images in each row are
assigned to the same cluster. The first four columns correspond to correctly classified
images, while the last four are examples of misclassified images.
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Abstract

We present a comprehensive experimental study on pre-trained feature extractors for
visual out-of-distribution (OOD) detection, focusing on leveraging contrastive language-
image pre-trained (CLIP) models. Without fine-tuning on the training data, we are able
to establish a positive correlation (R? > 0.92) between in-distribution classification and
unsupervised OOD detection for CLIP models in 4 benchmarks. We further propose a new
simple and scalable method called pseudo-label probing (PLP) that adapts vision-language
models for OOD detection. Given a set of label names of the training set, PLP trains a
linear layer using the pseudo-labels derived from the text encoder of CLIP. Intriguingly,
we show that without modifying the weights of CLIP or training additional image/text
encoders (i) PLP outperforms the previous state-of-the-art on all 5 large-scale benchmarks
based on ImageNet, specifically by an average AUROC gain of 3.4% using the largest
CLIP model (ViT-G), (ii) linear probing outperforms fine-tuning by large margins for
CLIP architectures (i.e. CLIP ViT-H achieves a mean gain of 7.3% AUROC on average
on all ImageNet-based benchmarks), and (iii) billion-parameter CLIP models still fail at
detecting feature-based adversarially manipulated OOD images. The code is available at
https://github.com/HHU-MMBS/plp-official-tmlr2024.



A Introduction

Transferring the representations of pretrained vision models has improved the perfor-
mance on a plethora of image recognition tasks [86, 74, 61, 1]. To date, these models
are trained with various types of supervision, which accelerates training convergence
compared to random initialization [28]. Examples include self-supervision [10], natural
language supervision [63], weakly-supervised learning [53], or standard supervised learn-
ing. Concurrently, vision transformers (ViTs) have been established [17], along with an
enormous number of variants [48, 75, 5], as a suitable architecture for training large-scale
models in the visual domain [15].

Nevertheless, the applicability of the learned features of pretrained models is crucial
and non-trivial, especially for unsupervised downstream tasks [7, 1]. This work centers on
adapting pretrained feature extractors for various visual OOD detection setups, focusing
on contrastive language-image pretraining (CLIP) models.

The task of OOD, novelty, or anomaly detection aims at identifying whether a given test
sample is drawn from the in-distribution (the training set) or an alternative distribution,
known as the out-distribution. Accurate detection of anomalies is indispensable for real-
world applications to ensure safety during deployment [2, 67]. The detected unfamiliar
samples can be processed separately, possibly with a human expert in the loop, rather
than making a potentially uncalibrated prediction [27]. Despite significant advances
in deep learning, neural networks tend to generate systematic errors for test examples
far from the training set [59] or assign higher likelihoods to OOD samples compared to
in-distribution samples [57].

Recent studies have established a firm connection between the training data distri-
bution accuracy and OOD generalization [31, 78, 15]. A similar connection has been
identified for supervised OOD detection when in-distribution training labels are available
for training or fine-tuning. Supervised training leads to intermediate representations that
likely form tight label-related clusters [21]. An ideal representation for OOD detection
should capture semantic properties, such as the pose and shape of an object, while
remaining sensitive to the properties of the imaging process (e.g., lighting, resolution)
80].

A suitable choice of visual feature representations is critical for detecting anomalies.
However, learning informative representations for unsupervised OOD detection [73, 70, 64],
where no in-distribution labels are available, is a challenging and active research area [14].
Unsupervised methods often adopt self-supervision to learn the in-distribution features
by defining pretext tasks such as rotation prediction [24]. A major milestone in visual
representation learning was reached by contrastive [10] and non-contrastive visual self-
supervised methods [8]. Recently, CLIP has enabled learning from vast amounts of raw
text [63]. Vision-language models offer the unprecedented advantage of zero-shot image
classification by leveraging the label names of the downstream dataset. Nonetheless,
adapting CLIP models is not straightforward, even in the supervised scenario. For
instance, Pham et al. [62] showed that fine-tuning CLIP models degrades their robustness
against classifying distribution-shifted samples.

Labeled OOD samples are typically unavailable in real-world applications, and the
number of in-distribution samples is usually limited. Therefore, external data have been
widely employed [64] in two ways: a) outlier exposure where the external data is treated as



anomalous [35], and b) using models pretrained on auxiliary data [71]. Outlier exposure
leads to performance gains only if the auxiliary data are sufficiently diverse and disjoint
from the in-distribution [35, 50]. On the other hand, [34, 31] showed that pretrained
backbones can enhance OOD detection performance and robustness without relying on
dataset-specific shortcuts [23]. Consequently, pretrained models are suitable candidates
for OOD detection, while [22] has recently established CLIP models for OOD detection,
especially when in-distribution label names are present [55].

In parallel, several OOD detection methods still rely on similar small-scale benchmarks
based on low-resolution images [56, 64, 20|, such as CIFAR [44]. Huang et al. [39] argued
that methods explicitly tuned for these benchmarks may not always translate effectively
into larger-scale and real-life applications. Towards this direction, new large-scale and
more challenging benchmarks have been introduced [37, 84, 6], which consider ImageNet
[16] as in-distribution. Finally, even though the robustness against adversarial attacks has
been sufficiently explored in image classification [72, 25, 54], less attention has been given
to studying the construction of robust visual OOD detectors [4, 85]. Even though several
advancements in visual feature extractors have been made and new large-scale OOD
detection benchmarks [6] have been proposed, limited research has been conducted in
OOD detection regarding the choice of pretrained model and evaluation scheme, especially
regarding CLIP models [55, 22, 20].

In this paper, we present an experimental study across 25 feature extractors and
several visual OOD detection benchmarks. Using the existing publicly available models,
we demonstrate that large-scale CLIP models are robust unsupervised OOD detectors and
focus on adapting the representations of CLIP under different OOD detection settings.
Under this scope, we examine several OOD detection setups based on the availability of
labels or image captions (i.e. in-distribution class names). The core contributions of this
work are summarized as follows:

e To investigate whether the dependence between in-distribution accuracy and un-
supervised OOD detection performance can be confirmed without in-distribution
fine-tuning, we quantify the performance of 25 pretrained models across 4 bench-
marks (Fig. 5.2). CLIP models exhibit the strongest positive correlation without
fine-tuning across all benchmarks (R? coefficient > 0.92). Interestingly, the features
of CLIP ViT-G outperform the ones from supervised ImageNet pretraining on
ImageNet-based OOD detection.

e To adapt the representations of CLIP for OOD detection, we propose a simple and
scalable method called pseudo-label probing (PLP). The text-based pseudo-labels
are computed using its text encoder based on the maximum image-text feature
similarity. We leverage the obtained text-based pseudo-labels to train a linear
layer on top of CLIP. Without modifying the weights of CLIP or training separate
text/image encoders, PLP surpasses the previous state-of-the-art [55] on 5 ImageNet
benchmarks by an average AUROC gain of 1.8% and 3.4% for CLIP ViT-H and
CLIP ViT-G, respectively. Moreover, linear probing achieves superior performance
on ImageNet-based OOD benchmarks compared to fine-tuning, notably by a mean
AUROC gain of 7.3% using CLIP ViT-H.

e Finally, we show that a simple feature-based adversarial attack tailored for OOD



detection can easily fool CLIP ViT-G trained on billions of samples (86.2% —
50.3% AUROC deterioration) by changes that are invisible to humans.

B Related Work

B.1 Supervised OOD detection methods

Supervised OOD detection methods rely on the fact that in-distribution classification
accuracy is positively correlated with OOD detection performance [21, 22]. For that reason,
many OOD detection methods derive anomaly scores from supervised in-distribution
classifiers. Hendrycks et al. [33] developed the maximum softmax probability (MSP) as
OOD detection score, which is frequently used, or its temperature scaled version [46].
More recently developed scores based on the logits of the in-distribution classifier are the
maximum logit [30] or the negative energy scores by [47]. An alternative OOD detection
score, which requires the in-distribution labels, is the parametric Mahalanobis-based
score [45]. The Mahalanobis score assumes that the representations from each class are
normally distributed around the per-class mean and conform to a mixture of Gaussians
(66, 21]. Later on, [71] established an important yet simple OOD detection score, namely
the k-nearest neighbors (NN) distance, without requiring the feature norms [73] or
temperature tuning [64]. The k-NN distance has the advantage of being non-parametric
and model- and distribution-agnostic.

Supervised learning may not always produce sufficiently informative features for
identifying OOD samples [80]. To this end, additional tasks have been proposed to enrich
the supervised-learned features. Examples include determining the key in-distribution
transformations and predicting them [36] or contrastive learning. Mohseni et al. [56]
attempt to first learn the domain-specific transformations for each in-distribution using
Bayesian optimization. Zhang et al. [87] present a two-branch framework, where a
generative flow-based model and a supervised classifier are jointly trained.

B.2 Unsupervised OOD detection methods

Unsupervised OOD detection methods rely on learning in-distribution features, typically
accomplished with contrastive or supervised contrastive learning [70, 42]. Contrastive-
based methods can be further enhanced by designing hand-crafted transformations that
provide an estimate of near OOD data [64] or by developing better OOD detection
scores [73]. For example, Tack et al. [73] add a transformation prediction objective (i.e.
rotation prediction such as [0°,90°,180°,270°]). In SSD [70], the authors define a simpler
contrastive-based OOD detection method, where the Mahalanobis distance is computed
in the feature space using the cluster centers of k-means [51].

B.3 0OOD detection methods using external data or pretrained
models
Early works attempted to use external data to generate examples near the OOD decision

boundary or incorporate them for outlier exposure and negative sampling [35, 64].
Nonetheless, disjointness between the in and out-distribution cannot be guaranteed,



and applying shifting transformations depends on the in-distribution [56], which limits
the applicability of such approaches.

Hendrycks et al. [34] show that large-scale models pretrained on diverse external
datasets can boost OOD detection performance. Recent OOD detection scores, which
leverage pretrained models, deal with the large semantic space by, for instance, grouping
images with similar concepts into small groups as in [39]. The majority of existing
methods focus on supervised OOD detection [71, 22]. Such approaches include fine-
tuning the whole network or parts of it [65]. Contrarily, Ren et al. [66] showed that
a Mahalanobis-based score could achieve comparable OOD detection performance on
small-scale benchmarks without fine-tuning.

Out of the limited label-free methods based on pre-trained models, a simple approach
is the k-NN feature similarity, which has not been studied systematically across pre-
trained models [71]. Another unsupervised approach aims at initially detecting an a priori
set of visual clusters. The obtained clusters are subsequently used as pseudo-labels for
fine-tuning [14]. Apart from unsupervised OOD detection, CLIP models can additionally
leverage in-distribution class names [20], and in-distribution prototypes can be obtained
using the textual encoder, which has not been thoroughly investigated. Esmaeilpour et al.
[20] extend the CLIP framework by training a text-based generator on top, while Ming et
al. [55] compute the maximum softmax probability of image-text feature similarities. To
date, CLIPN [77] is the current large-scale OOD state-of-the-art using CLIP by training
a separate text encoder on 3 million auxiliary text-image pairs. Still, it is unknown
whether this approach scales on larger-scale CLIP models. Approaches that work with
off-the-shelf-features without requiring external image-text data [77], fine-tuning, or
training of separate encoders [77] remain relatively unexplored, especially in conjunction
with CLIP models [81].

B.4 OOD detection robustness

Hendrycks et al. [32] analyzed the robustness under corruptions and geometric pertur-
bations, such as Gaussian noise and brightness shift. Since it is not always clear which
manually perturbed images are present in the in-distribution (and which are not), atten-
tion has been given to adversarial robustness [9]. Existing works have primarily focused on
fooling supervised OOD detection methods on small-scale benchmarks [85]. Even though
the zero-shot classification performance of CLIP deteriorates significantly when the input
images are constructed adversarially [54], their adversarial OOD detection robustness
has not been thoroughly investigated. Finally, even though adversarial feature-based
methods exist [26, 38, 52], they have not been applied to OOD detection.

C Proposed OOD Detection Setup

C.1 Considered pretrained models

Several supervised CNNs, such as ResNet50 [29], ConvNext [49] and ViT [17] models
trained on ImageNet and ImageNet-21K [16, 68] were utilized. Regarding Imagenet-
pretrained self-supervised models, the DINO [8], MoCov3 [11], and MSN [3] were selected.
Finally, CLIP-based models were either trained on OpenAI-400M [63] or LAION-2B [69],



Images/second Number of Params (M)

ResNet50 2719 24
ConvNext-S 1576 49
ConvNext-B 1157 88
ConvNext-L 695 196
ConvNext-B wide 888 88
ConvNext-L deep 531 200
ConvNext-XXL 180 847
ViT-S/16 3210 22
ViT-B/16 1382 86
ViT-L/16 475 303
ViT-H/14 183 631
ViT-G/14 78 1843

Table 5.1: Number of parameters (in millions) and inference time (images per
second on a single GPU) for the utilized network architectures.

which consists of 400M and 2 billion image-text description pairs, respectively. Further
information regarding the network complexities is reported in Table 5.1. To quantify the
complexity, we performed inference on a single GPU with a batch size of 256 to compute
the images per second that were processed at 224 x 224 resolution.

C.2 Datasets and metrics

We denote the in-distribution as Dj,, and the out-distribution as D,y,;. The corresponding
train and test splits are indicated with a superscript. To design a fair comparison between
vision and vision-language models, we define unsupervised OOD detection without having
access to the set of Dy, label names. Following [39], we use ImageNet as Dj, for large-scale
OOD detection benchmarks and CIFAR for small-scale benchmarks.

For the large-scale benchmarks, we use the following 5 OOD datasets: Imagenet-O
(IN-O) [37], a flower-based subset of iNaturalist [76], Texture [13], a subset of the SUN
scene database [82], a subset of Places [88]. IN-O contains 2K samples from ImageNet-
21K, excluding ImageNet. It is worth noting that Places, Textures, and IN-O have a
class overlap of 59.5%, 25.6%, and 20.5% with ImageNet, according to [6]. Therefore, we
additionally use the newly proposed NINCO [6], which contains 5879 samples belonging
to 64 classes with zero class overlap with ImageNet’s classes. Dataset information is
summarized in Table 5.2.

To quantify the OOD detection performance, the area under the receiver operating
characteristic curve (AUROC) and the false positive rate at 95% recall (FRP95) are
computed between DLt test and Digst. Below, we present the used OOD detection scores,
given a pretrained backbone model g.

1-NN. For the unsupervised evaluations, we use the maximum of the cosine similarity
[71] between a test image 2’ and x; € DI = {1, 25 ..., 25} as an OOD score:

snn (') = Inlaxsim(g(:c’),g(xi)), (5.1)
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Dataset Classes Train images Validation images

Pretraining datasets

ImageNet 1K 1.28M -
ImageNet-21K 21K 14M -
OpenAI-400M - 400M -
LAION-2B - 2B -
In-distribution datasets

CIFAR10 10 50K 10K
CIFAR100 100 50K 10K
ImageNet 1K 1.28M 50K
Out-distribution datasets

iNaturalist 110 - 10K
SUN 50 - 10K
Places 50 - 10K
IN-O 200 - 2K
NINCO 64 - 5.88K
Texture 47 - 5.54K
CIFARI10-A 10 - 1000
CIFARI10-AS 10 - 1000

Table 5.2: An overview of the number of classes and the number of samples on
the considered datasets.

where sim(+) is the cosine similarity and N the number of DiI#" samples .

Mahalanobis distance (MD). The MD can be either applied directly on the feature
space of the pre-trained model, z; = g(x;) or on the trained linear head, z; = h(g(z;)).
However, MD assumes that the in-distribution labels y; € {y1,...,yn} are available. We
denote the class index ¢ € {1,...,C}, with C being the number of D;, classes and N,
the number of samples in class c. For each class ¢, we fit a Gaussian distribution to the
representations z [45]. Specifically, we first compute the per-class mean p,. = Ni Zi:yizc 2
and a shared covariance matrix

B3 S G ped(a —nl) (5.2

c=1 i:y;=c

The Mahalanobis score is then computed for each test sample as

MD,(2') = (2 — )27 (2 = ) (5.3)
sup(r') = — min MD..(z"). (5.4)

MD can also be applied with cluster-wise means, for instance, using the Ak means
cluster centers computed on the feature space of g [70]. We denote this score as k-means
MD and use the number of ground truth D, classes to compute the cluster centers.

Relative Mahalanobis distance (RMD). Given the in-distribution mean py =
% Ziv z;, we additionally compute Xg = % ZlN(zZ — p0) (25 — o) " to compute MD
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analogously to Eq. (5.3). Subsequently, the RMD score [66] can be defined as
srvp(2') = — min(MD,(2") — MDy(2")) . (5.5)

Energy. As in [47], negative free energy is computed over the logits z of an Dy,
classifier as

C
Senergy(®') = T - log Z e/t (5.6)

where T' =1 is a temperature hyperparameter.

C.3 Pseudo-Label Probing (PLP) using CLIP’s textual encoder

The pseudo-MSP baseline. Ming et al. [55] proposed a simple visual OOD detection
method to leverage the text encoder of CLIP by feeding the Dy, class names in parallel
with computing the image representations using the image encoder of CLIP. A set of
captions such as “a photo of a {label}” is used to produce the text representations.
The text-based representations are averaged after L2 normalization. Subsequently, L2
normalized text-image cosine similarities for each test image are computed. The maximum
softmax probability (MSP) is used as an OOD score for text-image similarities. This is
conceptually similar to using MSP on the logits of a supervised D;, classifier. We use
pseudo-MSP as a baseline.

PLP. We propose a simple method called pseudo-label probing (PLP) that extends
pseudo-MSP. After computing the image-text similarity, we derive a pseudo-label for each
Direin image using argmazx, the class index that corresponds to the maximum image-text
similarity. To enhance the predictions of CLIP to assign high probabilities to Dren  a
linear layer is then trained with the obtained pseudo-labels on the features of g. During
the OOD detection evaluation stage, the RMD or energy score is used, namely PLP +
RMD and PLP + Energy.

Similar to pseudo-MSP, PLP remains OOD data-agnostic and assumes no prior
information on D,,;. PLP is conceptually similar to self-training [83]. Differently from
standard self-training, we only train a linear layer using the text-based prototype that
is closest to each Dy, image in feature space derived from the textual encoder of CLIP.
Finally, while both pseudo-MSP and PLP do not modify the parameters of CLIP or train
external image/text encoders [20, 77], we show that PLP scales better with larger-scale
models (Section D) while training a linear layer adds minimal overhead compared to
pseudo-MSP.

We additionally consider supervised linear probing as an alternative to the existing
paradigm of fine-tuning visual feature extractors. Linear probing refers to training a
linear head on the features of the backbone g, using the D™ labels and acts as an upper
bound for PLP. Subsequently, RMD or Energy is computed. This is in contrast to existing
approaches [21, 39] that typically fine-tune the visual backbone, which is significantly
slower, computationally more expensive, and may lead to catastrophic forgetting [41].

C.4 Feature-based adversarial OOD data manipulation

The unsupervised OOD detection performance of CLIP ViT-G, combined with its known
classification robustness against natural distribution shifts, raises the question of whether
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Figure 5.1: Generating an adversarial OOD example of a deer that is close
enough in the feature space to an in-distribution image of an apple. From
left to right: a) the original OOD image from the CIFARI10 test set, b) the adversarial
example without smoothing, c) the adversarial example with smoothing, d) the randomly
sampled in-distribution target image from CIFAR100, e) the per-pixel Euclidean distance
between the original image and perturbed image, and f) the distance between the original
and the smoothly perturbed image.

(d) () (f)

these models are also adversarially robust OOD detectors. To expose the vulnerability of
CLIP as an OOD detector, we develop a feature-based adversarial data manipulation
tailored for OOD detection similar to [26, 38, 52]. We solely aim to test adversarial OOD
detection; thus, we do not compare it with feature-based methods that can be modified
for OOD detection.

For a test image z' € D', we randomly choose an in-distribution image x € D0
as the target. Instead of maximizing the OOD scores directly [4, 9], we create an
adversarial perturbation p with the same dimensions as x’ that maximizes the cosine
similarity between the in-distribution feature g(z) and g(z’ + p). We use the Adam
optimizer to compute p by minimizing — sim(g(x), g(z’ + p)), starting with Gaussian
noise p ~ N(0,1073) and clipping 2’ + p to the pixel range [0, 1] after every update step,
similar to [85]. We emphasize that we do not directly restrict the perturbation size and
only limit the number of steps, as opposed to [85].

We experimentally observe that in the case of ViTs, the perturbations are quite visible
along the edges of the transformer patches (Fig. 5.1). To create more natural appearing
adversarial examples, we enforce the smoothness of the perturbation by regularizing
the allowed perturbation difference between neighboring pixels. We compute the image
gradient dp/0h and 0p/Ow in the horizontal and vertical direction, respectively. The
image gradients have the same shape as the image, 3 x H x W, and we define the
regularization term as

1 dp 2 op 2
gsmooth(p) P — <_> + (_ ) (57)
SHW T oh ik ow ik
where 7, 7, k run over image dimensions. We then minimize the loss

gadv = - snn(g(x), g(.’l?l + :0)) + /\gsmooth(p); (58)

with respect to the pertubation p, where A is a hyperparameter. During the evaluation,
we remove the chosen target image, z, from D" to show that the adversarial example,
x' + p, cannot be detected as OOD from the remaining in-distribution examples. As a
proof of concept, we create two adversarial OOD datasets® for the CIFAR100 — CIFAR10

https://drive.google.com/drive/folders/1pYGEPQwagRzdK1PqMQv7sRH6COMVEVNF



OOD Dataset

Method iNaturalist Plants SUN IN-O Texture NINCO
FPR95] AUROCtT FPR95] AUROCtT FPR95] AUROCtT FPR95, AUROCtT FPR95] AUROCT
CLIP ViT-B
Ming et al. [55] 30.91 94.61 37.59 92.57 - 57.77 86.11 - -
Pseudo-MSP! 52.10 89.55 40.34 91.92 78.20 79.47 55.28 86.82 83.09 72.44
PLP + Energy 47.70 93.36 58.15 88.69 79.00 80.72 54.63 86.44 81.93 75.65
CLIP ViT-L

Ming et al. [55]  28.38 94.95 29.00 94.14 - 59.88 84.88 - -
Pseudo-MSPf 48.37 90.98 29.85 93.91 72.15 81.49 57.92 85.42 74.72 78.47
PLP + Energy  27.24 95.40 44.99 91.05 64.70 85.81 46.75 88.22 71.95 83.83

CLIP ViT-H (LAION-2B)
Pseudo-MSPf 60.35 90.45 42.92 91.50 59.65 87.00 46.95 89.67 74.24 82.99
PLP + Energy  48.61 93.02 40.90 91.78 52.50 89.24 35.00 91.96 71.9 84.88

CLIP ViT-G (LAION-2B)
Pseudo-MSP? 56.49 90.55 38.69 92.75 55.50 88.11 46.95 89.70 71.30 83.38
PLP + Energy  23.51 96.01 34.41 92.90 42.80 91.39 30.38 92.74 59.32 88.65

Table 5.3: OOD detection performance metrics using CLIP models and label names
for ImageNet-1K as in-distribution. We report the best metric in bold across different
ViTs. The symbol T indicates our reproduction of Ming et al. [55].

benchmark, namely CIFAR10-A (A = 0) and its smoothened version CIFAR10-AS (A > 0).
The generation of an adversarial example is shown in Fig. 5.1.

C.5 Experimental evaluations

First, we benchmark 25 publicly available pretrained models on common ImageNet and
CIFAR OOD detection benchmarks, as illustrated in Fig. 5.2. Second, we compare PLP
against the aforementioned baselines on ImageNet benchmarks in Table 5.3. For a fair
comparison with [55], we use the CLIP ViT-B and ViT-L trained on OpenAI-400M [63],
but also report results with the recently released CLIP ViT-G trained on LAION-2B
[12]. In contrast to [39], we remove the Places OOD subset due to its high class overlap
of 59.5% with ImageNet [6]; instead, we add IN-O and NINCO. Third, in Table 5.4,
we compare linear probing on CLIP’s visual representations to standard supervised
fine-tuning for OOD detection. Fourth, in Table 5.5, we conduct further OOD detection
evaluations with CLIP ViT-G, based on the availability of Dy, class names or (few-shot)
labeled images and different detection scores. In Table 5.6, we compare linear probing to
fine-tuning for ImageNet-21K pretrained models. Finally, we study the robustness against
the adversarially created OOD samples (CIFAR10-A, CIFAR10-AS) using CIFAR100 as
Din-

C.6 Implementation details

Since probing and PLP only train a linear layer on precomputed representations, it is
more scalable and significantly faster than fine-tuning while having minimal overhead
compared to pseudo-MSP. We used the Adam optimizer [43] with a mini-batch size of
256 for CIFAR10 and CIFAR100 and 8192 for ImageNet and trained for 100 epochs with
a weight decay of 1072, The learning rate is set to 107 - (mini-batch size)/256 with a
linear warm-up over the first ten epochs and cosine decay after that. All the experiments



OOD Dataset

Method iNaturalist Plants SUN Places Texture NINCO
FPR95] AUROCtT FPR95| AUROCt FPR95, AUROCT FPR95] AUROCtT FPR95, AUROCYT

CLIP ViT-B

FT+Energy 42.60 83.95 60.87 73.12 64.39 69.65 61.16 73.18 67.57 70.36

FT+MSP 36.80 90.49 60.53 81.72 63.29 80.54 54.42 82.60 63.70 80.94

Prob.+Energy  24.36 95.72 50.30 90.03 50.26 88.60 50.97 88.10 78.31 79.23
CLIP ViT-L

FT+Energy 30.35 88.75 46.75 79.42 54.60 74.11 53.03 76.37 55.70 77.70

FT-+MSP 31.33 91.90 51.33 84.97 55.68 82.90 48.68 84.52 56.79 84.27

Prob.+Energy 8.65 97.89 41.42 91.91 43.05 90.81 44.14 90.27 67.05 86.32

CLIP ViT-H (LAION-2B)
FT+Energy 27.99 90.07 39.77 83.27 49.66 77.84 42.37 81.52 51.62 78.18
FT+MSP 26.70 92.90 49.19 85.69 54.51 83.28 46.66 84.70 55.48 83.90
Prob.+Energy  6.46 98.28 32.42 93.47 38.89 91.68 26.45 93.93 55.39 89.79

CLIP ViT-G (LAION-2B)
Prob.+Energy  6.29 98.27 32.21 93.27 37.16 92.02 24.63 94.31 49.35 90.4

Table 5.4: Supervised OOD detection performance on ImageNet-1K using CLIP:
linear Prob. outperforms fine-tuning on average, especially for larger-scale models,
while being computationally cheaper and significantly faster to train. The best
method for each model architecture is bolded, excluding CLIP ViT-G. The reported results
from fine-tuning are based on our evaluations using publicly available CLIP weights fine-tuned
on ImageNet-1K from timm [79]. Prob. refers to linear probing and FT refers to fine-tuning.

were carried out in a single NVIDIA A100 with 40GB VRAM. Moreover, we emphasize
that the standard deviation of probing and PLP is less than 0.01%, measured over 10
independent runs. To create the adversarial datasets CIFAR10-A and CIFAR10-AS, we
perform 250 steps with the Adam optimizer with a learning rate of 1072 on 1K OOD
images. We set A to 5 - 10® when applying smoothing (Eq. 5.8).

D Experimental Results

Unsupervised OOD detection. In Fig. 5.2, we initially investigate whether there is a
connection between the D classification accuracy and unsupervised OOD detection
AUROC by benchmarking 25 feature extractors. Out of them, CLIP models exhibit the
strongest correlation (R? coefficient > 0.92) independent of their network architecture
(i.e. ConvNext, ViTs, etc). CLIP’s best instances (ViT-G, ConvNext-XXL) are currently
the best-performing unsupervised OOD detectors, aligning with recent results from [22].
The features of CLIP ViT-G even outperform the ones from supervised training on
ImageNet as D;,. Moreover, we observe that when the Dperain is different from D;,
(CIFAR benchmarks), a positive correlation can still be identified for self-supervised
and supervised models pretrained on ImageNet (R? = 0.82), yet not as strong as CLIP
(R? = 0.95).

Large-scale OOD detection with access to class names. We report absolute
gains and AUROC scores. In Table 5.3, we compare pseudo-MSP, based on our reproduc-
tion of [55], to PLP on all five large-scale benchmarks and find an average improvement
of 2.81%, 1.85%, 3.44% AUROC for CLIP ViT-L, ViT-H, and ViT-G, respectively. The
reported gains are computed using the energy score, which is slightly superior to RMD
on average and significantly faster to compute. Interestingly, PLP has consistent improve-
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Figure 5.2: In-distribution test accuracy using k=20 nearest neighbours (k-
NN) (x-axis) versus unsupervised out-of-distribution (OOD) detection score
(AUROC %) (y-axis) for ImageNet—ImageNet-O, CIFAR100—CIFAR10,
ImageNet—NINCO and CIFAR10—CIFAR100 [16, 37, 44]. CLIP models [63, 12]
exhibit a strong dependence between OOD performance and in-distribution test accuracy
even without fine-tuning. The black dotted line is fitted using the CLIP models (starred
datapoints), where a coefficient R? > 0.92 for all benchmarks was found. The OOD
detection score is computed using the top-1 cosine similarity. Different colors are utilized
for different architectures, while symbol sizes indicate architecture size. IN indicates
ImageNet and IN21K indicates ImageNet-21K.
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D;, labels/ CIFAR100 CIFAR10 IN IN

CLIPVIT-G/14 7 hes . CIFARI0  CIFARIO0 IN-O NINCO

k-means MD X/ X 72.8 89.5 87.6  80.7
1-NN X/ X 87.6 98.2 88.0 84.0
Pseudo-MSP X/ v 94.2 97.3 831 834
PLP + MSP X/ v 92.7 97.9 86.6  86.7
PLP + RMD X/ v 97.1 98.3 91.9  88.4
PLP + Energy X/ v 95.0 98.5 91.4  88.7
MD VIV 73.1 91.1 8.1 815
RMD % 96.3 98.8 92.4  89.3
FS1o-+MSP V% 89.4 96.5 83.1 848
FS1o-+Energy N4 90.9 96.6 90.8  83.0
Probing+MSP /v 94.1 98.7 83.1  89.1
Probing+RMD N 97.3 98.8 92.5  89.5
Probing+Energy v/ v 96.3 99.1 92.9 90.4

Table 5.5: OOD detection AUROCs (%) for multiple evaluations and scores
using CLIP ViT-G/14 trained on LATON-2B. IN stands for ImageNet-1K and
FSyg for few-shot fine-tuning with p = 10.

ments on the newly proposed NINCO dataset, wherein all samples have been visually
verified to be semantically different from Djy,, with an average AUROC gain of 3.93%
across CLIP models. We highlight that the discrepancy between our reproduction and
the reported results of [55] using ViT-B and ViT-L is not due to different CLIP weights.

Large-scale supervised OOD detection. As shown in Table 5.4, fine-tuning
CLIP models is often unnecessary for supervised OOD detection. More precisely, probing
on larger models such as CLIP ViT-H consistently outperforms fine-tuning by a large
margin of 7.34% on average. The performance discrepancy of CLIP ViT-L on Places
and SUN compared to the other benchmarks is partially attributed to the class overlap.
By contrast, iNaturalist, Texture, and NINCO are sufficiently disjoint from ImageNet in
terms of Dj, class overlap.

Adversarial OOD detection robustness. By evaluating CLIP ViT-G on the
introduced CIFAR100—CIFAR10-A benchmark, we found that it is possible to drop the
AUROC score from 87.6% —50.3% using 1-NN and 94.2%—49.5% using pseudo-MSP.
Introducing the smoothness restriction (Eq. (5.8)) degrades performance to 55.8% and
51.9% AUROC on CIFAR100—CIFAR10-AS using 1-NN and pseudo-MSP, respectively.
Note that an AUROC score of 50% is a random guess’s score, meaning that CLIP ViT-G
performs slightly better than a random guess.

Ablation study for CLIP ViT-G for all OOD detection setups. In Table 5.5,
we conduct additional experimental evaluations using CLIP ViT-G for all three OOD
detection scenarios (unsupervised, class names are available, supervised). In the unsuper-
vised case, k-means + MD yields an inferior AUROC compared to 1-NN, precisely lower
by 6.8% on average. By incorporating the D;, class names using CLIP’s text encoder, we
find that the PLP consistently outperforms pseudo-MSP with a mean improvement of
3.16% and 2.63% over PLP+RMD and PLP+Energy respectively. In the supervised sce-
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Finetuned IN1K IN1K CIFAR100 CIFARI10
on Dy, NINCO IN-O CIFAR10 CIFAR100

ConvNext-B X 95.4 94.9 93.0 98.0
ConvNext-B v 88.8 85.8 90.8* 96.9*
ViT-L X 95.2 95.3 89.8 94.3
ViT-L v 91.3 92.1 97.9% 98.5%
ResNet50+ViT-B X 95.9 95.8 89.2 96.6
ResNet50+4-ViT-B v 92.9 92.1 96.2* 98.5%

Table 5.6: Comparing the OOD detection AUROC (%) of ImageNet-21K
pretrained models: linear probing versus fine-tuning. We use publicly available
models with and without fine-tuning on ImageNet from timm and evaluate them using
the energy score. Following [21], we use the MD on CIFAR fine-tuned models (indicated
with an asterisk), which is inefficient at the scale of ImageNet.

nario, we highlight that RMD is a strong baseline, surpassing MD by 10.75% AUROC on
average, while our PLP+Energy marginally improves RMD by 0.47%. MSP is constantly
the worst choice as an OOD detection score after linear probing.

E Discussion

Pixel-related features in CLIP’s learned representations. Similar to [54] for image
classification, the OOD detection performance close to a random guess demonstrates that
even the top-performing CLIP models trained on billion-scale image-text pairs can be
fooled by a visual signal manipulation that is invisible to humans. This finding gives
further evidence that besides label-related features, (local) pixel information affects the
learned representations and needs to be explored in greater depth [61, 18]. Another
possible research avenue is how adversarial OOD samples transfer between different
feature extractors, which is left for future work.

Does PLP improve D5t accuracy? By comparing the DIt accuracy on ImageNet
of the trained head with the pseudo-labels versus the zero-shot classification of CLIP ViT-
G, we found a minor accuracy improvement of 0.5% on ImageNet. However, accuracies
deteriorate for CLIP ViT-B and CLIP ViT-L on average, which suggests that their D;,
text-based pseudo-labels have less true positives. The fact that PLP improves the OOD
detection performance (compared to pseudo-MSP) without significantly increasing DI
accuracy is a new direction left for future work. Another interesting avenue is whether
the text-based pseudo-labels from CLIP can be used with other, possibly smaller-scale,
visual feature extractors.

Does linear probing lead to similar OOD detection performance compared
to fine-tuning for ImageNet-21K pretrained models? In Table 5.6, we compare
linear probing versus fine-tuning for 3 publicly available models, where there is a corre-
sponding fine-tuned model on ImageNet. Even though fine-tuning is the standard practice
in supervised OOD detection [21], the obtained results indicate that it performs inferior
to linear probing on the ImageNet OOD-related benchmarks even for ImageNet-21K
pretrained models. Fine-tuning is, however, still the best approach on the small-scale
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Figure 5.3: AUROC values for unsupervised OOD detection using ViT-B/16
pretrained on different datasets (IN, IN-21K, OpenAI-400M, LAION-2B) and
pretext tasks. IN indicates ImageNet. The performance of CLIP on LAION-2B is
bottlenecked by the model size as reported in [12] and larger networks are needed when
scaling up to billion-scale datasets. The horizontal line indicates human-level performance,
as reported in Fort et al. [21].

OOD benchmarks (e.g. CIFAR10 — CIFAR100), given ImageNet21K pretraining. This
explains why a simple and scalable approach such as probing may have been overlooked.
As suggested by [39], we confirm that OOD detection approaches tested on small-scale
benchmarks do not always translate effectively into larger-scale setups, where simpler
methods need to be revisited. Combined with the results from Table 5.4, we validate
that the OOD-related information is readily available on large-scale foundational models,
as recently stated in [40, 60].

Is the choice of the best feature extractor consistent for smaller-sized
models? Not in the scale of ViT-B and CIFAR benchmarks. In Fig. 5.3, we keep
the model architecture fixed (ViT-B) and visualize the unsupervised OOD detection
performance (1-NN) for different datasets (ImageNet, ImageNet21K, OpenAI-400M,
LAION-2B) and pretraining types (CLIP, supervised, self-supervised). The rationale
behind using the CIFAR-based benchmarks is to focus on feature transferability. We
highlight that large pretraining datasets such as LAION-2B are bottlenecked by the
model size of ViT-B as explained in [12]. Unlike Fig. 5.2, we show that the ranking of
backbones is not always consistent between different Dy, and D,y at this scale. Finally,
DINO ViT-B surpasses supervised ImageNet pretraining on both benchmarks, outlining
the transferability of features of self-supervised methods, which is consistent with the
results of [19, 58, 1].

F Conclusion
This work presented a thorough experimental study by leveraging pretrained models for
visual OOD detection, focusing on CLIP. It was demonstrated that CLIP models are

powerful unsupervised OOD detectors, outperforming even D;, supervised models on
large-scale OOD detection benchmarks. A fast, simple, OOD data-agnostic, and scalable
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method called PLP that trains a linear layer based on D;, text-based pseudo-labels was
introduced. PLP outperformed the previous state-of-the-art (pseudo-MSP) for most
CLIP models and ImageNet-based benchmarks while substantially improving the larger
architectures (i.e. ViT-G achieves a mean AUROC gain of 3.4%). Furthermore, it was
demonstrated that probing can replace the costly fine-tuning on CLIP and even ImageNet-
21K models on large-scale benchmarks, where CLIP ViT-H exhibited an average AUROC
improvement of 7.3%. Finally, a simple feature-based adversarial OOD data manipulation
method showed that billion-scale feature extractors (CLIP ViT-G) are vulnerable to
adversarial OOD attacks.

15



References

1]

[10]

Nikolas Adaloglou, Felix Michels, Hamza Kalisch, and Markus Kollmann. Explor-
ing the limits of deep image clustering using pretrained models. arXw preprint
arXiv:2305.17896, 2023.

Dario Amodei, Chris Olah, Jacob Steinhardt, Paul Christiano, John Schulman, and
Dan Mané. Concrete problems in ai safety. arXwv preprint arXiv:1606.06565, 2016.

Mahmoud Assran, Mathilde Caron, Ishan Misra, Piotr Bojanowski, Florian Bordes,
Pascal Vincent, Armand Joulin, Mike Rabbat, and Nicolas Ballas. Masked siamese
networks for label-efficient learning. In Shai Avidan, Gabriel J. Brostow, Moustapha
(Cissé, Giovanni Maria Farinella, and Tal Hassner, editors, Computer Vision - ECCV
2022 - 17th European Conference, Tel Aviv, Israel, October 23-27, 2022, Proceedings,
Part XXXI, volume 13691 of Lecture Notes in Computer Science, pages 456—473.
Springer, 2022.

Mohammad Azizmalayeri, Arshia Soltani Moakar, Arman Zarei, Reihaneh Zohrabi,
Mohammad Taghi Manzuri, and Mohammad Hossein Rohban. Your out-of-
distribution detection method is not robust! In Alice H. Oh, Alekh Agarwal,
Danielle Belgrave, and Kyunghyun Cho, editors, Advances in Neural Information
Processing Systems, 2022.

Lucas Beyer, Pavel Izmailov, Alexander Kolesnikov, Mathilde Caron, Simon Ko-
rnblith, Xiaohua Zhai, Matthias Minderer, Michael Tschannen, Ibrahim Alabdul-
mohsin, and Filip Pavetic. Flexivit: One model for all patch sizes. In Proceedings
of the IEEE/CVF Conference on Computer Vision and Pattern Recognition, pages
1449614506, 2023.

Julian Bitterwolf, Maximilian Mueller, and Matthias Hein. In or out? fixing imagenet
out-of-distribution detection evaluation. In ICML, 2023.

Rishi Bommasani, Drew A Hudson, Ehsan Adeli, Russ Altman, Simran Arora,
Sydney von Arx, Michael S Bernstein, Jeannette Bohg, Antoine Bosselut, Emma
Brunskill, et al. On the opportunities and risks of foundation models. arXiv preprint
arXiv:2108.07258, 2021.

Mathilde Caron, Hugo Touvron, Ishan Misra, Hervé Jégou, Julien Mairal, Piotr
Bojanowski, and Armand Joulin. Emerging properties in self-supervised vision trans-
formers. In Proceedings of the IEEE/CVF International Conference on Computer
Vision, pages 9650-9660, 2021.

Jiefeng Chen, Yixuan Li, Xi Wu, Yingyu Liang, and Somesh Jha. Robust out-
of-distribution detection for neural networks. arXiv preprint arXiw:2005.09711,
2020.

Ting Chen, Simon Kornblith, Mohammad Norouzi, and Geoffrey Hinton. A sim-
ple framework for contrastive learning of visual representations. In International
conference on machine learning, pages 1597-1607. PMLR, 2020.

16



[11]

[12]

Xinlei Chen, Saining Xie, and Kaiming He. An empirical study of training self-
supervised vision transformers. In Proceedings of the IEEE/CVF International
Conference on Computer Vision, pages 9640-9649, 2021.

Mehdi Cherti, Romain Beaumont, Ross Wightman, Mitchell Wortsman, Gabriel
Ilharco, Cade Gordon, Christoph Schuhmann, Ludwig Schmidt, and Jenia Jitsev.
Reproducible scaling laws for contrastive language-image learning. arXiv preprint
arXiw:2212.07143, 2022.

Mircea Cimpoi, Subhransu Maji, lasonas Kokkinos, Sammy Mohamed, and Andrea
Vedaldi. Describing textures in the wild. In Proceedings of the IEEE conference on
computer miston and pattern recognition, pages 3606-3613, 2014.

Niv Cohen, Ron Abutbul, and Yedid Hoshen. Out-of-distribution detection without
class labels. In Computer Vision-ECCV 2022 Workshops: Tel Aviv, Israel, October
23-27, 2022, Proceedings, Part II, pages 101-117. Springer, 2023.

Mostafa Dehghani, Josip Djolonga, Basil Mustafa, Piotr Padlewski, Jonathan Heek,
Justin Gilmer, Andreas Steiner, Mathilde Caron, Robert Geirhos, Ibrahim Alabdul-
mohsin, et al. Scaling vision transformers to 22 billion parameters. arXiv preprint
arXiv:2302.05442, 2023.

Jia Deng, Wei Dong, Richard Socher, Li-Jia Li, Kai Li, and Li Fei-Fei. Imagenet:
A large-scale hierarchical image database. In 2009 IEEFE conference on computer
viston and pattern recognition, pages 248-255. leee, 2009.

Alexey Dosovitskiy, Lucas Beyer, Alexander Kolesnikov, Dirk Weissenborn, Xiaohua
Zhai, Thomas Unterthiner, Mostafa Dehghani, Matthias Minderer, Georg Heigold,
Sylvain Gelly, Jakob Uszkoreit, and Neil Houlsby. An image is worth 16x16 words:
Transformers for image recognition at scale. In International Conference on Learning
Representations, 2021.

Amil Dravid, Yossi Gandelsman, Alexei A Efros, and Assaf Shocher. Rosetta
neurons: Mining the common units in a model zoo. In Proceedings of the IEEE/CVF
International Conference on Computer Vision, pages 1934-1943, 2023.

Linus Ericsson, Henry Gouk, and Timothy M Hospedales. How well do self-supervised
models transfer? In Proceedings of the IEEE/CVF Conference on Computer Vision
and Pattern Recognition, pages 5414-5423, 2021.

Sepideh Esmaeilpour, Bing Liu, Eric Robertson, and Lei Shu. Zero-shot out-of-
distribution detection based on the pre-trained model clip. In Proceedings of the
AAAI conference on artificial intelligence, volume 36, pages 6568-6576, 2022.

Stanislav Fort, Jie Ren, and Balaji Lakshminarayanan. Exploring the limits of
out-of-distribution detection. Advances in Neural Information Processing Systems,
34:7068-7081, 2021.

Ido Galil, Mohammed Dabbah, and Ran El-Yaniv. A framework for benchmarking
class-out-of-distribution detection and its application to imagenet. In The Eleventh
International Conference on Learning Representations, 2023.

17



[23]

[24]

[25]

[26]

[27]

[28]

[29]

[30]

[31]

Robert Geirhos, Jorn-Henrik Jacobsen, Claudio Michaelis, Richard Zemel, Wieland
Brendel, Matthias Bethge, and Felix A Wichmann. Shortcut learning in deep neural
networks. Nature Machine Intelligence, 2(11):665-673, 2020.

Spyros Gidaris, Praveer Singh, and Nikos Komodakis. Unsupervised representation
learning by predicting image rotations. In International Conference on Learning
Representations, 2018.

lan J. Goodfellow, Jonathon Shlens, and Christian Szegedy. Explaining and har-
nessing adversarial examples. In Yoshua Bengio and Yann LeCun, editors, 3rd
International Conference on Learning Representations, ICLR 2015, San Diego, CA,
USA, May 7-9, 2015, Conference Track Proceedings, 2015.

Chuan Guo, Jared S Frank, and Kilian Q Weinberger. Low frequency adversarial
perturbation. arXiv preprint arXiv:1809.08758, 2018.

Chuan Guo, Geoff Pleiss, Yu Sun, and Kilian Q Weinberger. On calibration of
modern neural networks. In International conference on machine learning, pages
1321-1330. PMLR, 2017.

Kaiming He, Ross Girshick, and Piotr Dollar. Rethinking imagenet pre-training. In
Proceedings of the IEEE/CVF International Conference on Computer Vision, pages
4918-4927, 2019.

Kaiming He, Xiangyu Zhang, Shaoqing Ren, and Jian Sun. Deep residual learning
for image recognition. In Proceedings of the IEEE conference on computer vision
and pattern recognition, pages 770-778, 2016.

Dan Hendrycks, Steven Basart, Mantas Mazeika, Andy Zou, Joseph Kwon, Moham-
madreza Mostajabi, Jacob Steinhardt, and Dawn Song. Scaling out-of-distribution
detection for real-world settings. In Proceedings of the 39th International Conference
on Machine Learning, volume 162 of Proceedings of Machine Learning Research,
pages 8759-8773. PMLR, 2022.

Dan Hendrycks, Steven Basart, Norman Mu, Saurav Kadavath, Frank Wang, Evan
Dorundo, Rahul Desai, Tyler Zhu, Samyak Parajuli, Mike Guo, et al. The many faces
of robustness: A critical analysis of out-of-distribution generalization. In Proceedings
of the IEEE/CVF International Conference on Computer Vision, pages 8340-8349,
2021.

Dan Hendrycks and Thomas Dietterich. Benchmarking neural network robustness
to common corruptions and perturbations. In International Conference on Learning
Representations, 2019.

Dan Hendrycks and Kevin Gimpel. A baseline for detecting misclassified and out-of-
distribution examples in neural networks. In International Conference on Learning
Representations, 2017.

Dan Hendrycks, Xiaoyuan Liu, Eric Wallace, Adam Dziedzic, Rishabh Krishnan,
and Dawn Song. Pretrained transformers improve out-of-distribution robustness. In
ACL, pages 2744-2751, 2020.

18



[35]

[43]

[44]

[45]

Dan Hendrycks, Mantas Mazeika, and Thomas Dietterich. Deep anomaly detection
with outlier exposure. In International Conference on Learning Representations,
2019.

Dan Hendrycks, Mantas Mazeika, Saurav Kadavath, and Dawn Song. Using self-
supervised learning can improve model robustness and uncertainty. Advances in
neural information processing systems, 32, 2019.

Dan Hendrycks, Kevin Zhao, Steven Basart, Jacob Steinhardt, and Dawn Song.
Natural adversarial examples. In Proceedings of the IEEE/CVFE Conference on
Computer Vision and Pattern Recognition, pages 15262-15271, 2021.

Wen Heng, Shuchang Zhou, and Tingting Jiang. Harmonic adversarial attack method.
arXw preprint arXiw:1807.10590, 2018.

Rui Huang and Yixuan Li. Mos: Towards scaling out-of-distribution detection for
large semantic space. In Proceedings of the IEEE/CVF Conference on Computer
Vision and Pattern Recognition, pages 8710-8719, 2021.

Nathan Inkawhich, Gwendolyn McDonald, and Ryan Luley. Adversarial attacks on
foundational vision models. arXiv preprint arXiv:2308.14597, 2023.

Ronald Kemker, Marc McClure, Angelina Abitino, Tyler Hayes, and Christopher
Kanan. Measuring catastrophic forgetting in neural networks. In Proceedings of the
AAAI conference on artificial intelligence, 2018.

Prannay Khosla, Piotr Teterwak, Chen Wang, Aaron Sarna, Yonglong Tian, Phillip
Isola, Aaron Maschinot, Ce Liu, and Dilip Krishnan. Supervised contrastive learning.
Advances in neural information processing systems, 33:18661-18673, 2020.

Diederik Kingma and Jimmy Ba. Adam: A method for stochastic optimization.
International Conference on Learning Representations, 12 2014.

Alex Krizhevsky, Geoffrey Hinton, et al. Learning multiple layers of features from
tiny images. 2009.

Kimin Lee, Kibok Lee, Honglak Lee, and Jinwoo Shin. A simple unified framework
for detecting out-of-distribution samples and adversarial attacks. Advances in neural
information processing systems, 31, 2018.

Shiyu Liang, Yixuan Li, and R. Srikant. Enhancing the reliability of out-of-
distribution image detection in neural networks. In International Conference on
Learning Representations, 2018.

Weitang Liu, Xiaoyun Wang, John Owens, and Yixuan Li. Energy-based out-of-
distribution detection. Advances in neural information processing systems, 33:21464—
21475, 2020.

Ze Liu, Yutong Lin, Yue Cao, Han Hu, Yixuan Wei, Zheng Zhang, Stephen Lin,
and Baining Guo. Swin transformer: Hierarchical vision transformer using shifted

windows. In Proceedings of the IEEE/CVF international conference on computer
vision, pages 10012-10022, 2021.

19



[49]

[50]

[51]

[52]

[53]

[54]

[55]

[56]

[57]

[58]

[59]

[60]

Zhuang Liu, Hanzi Mao, Chao-Yuan Wu, Christoph Feichtenhofer, Trevor Darrell,
and Saining Xie. A convnet for the 2020s. In Proceedings of the IEEE/CVF
Conference on Computer Vision and Pattern Recognition, pages 11976-11986, 2022.

Philipp Liznerski, Lukas Ruff, Robert A. Vandermeulen, Billy Joe Franks,
Klaus Robert Muller, and Marius Kloft. Exposing outlier exposure: What can

be learned from few, one, and zero outlier images. Transactions on Machine Learn-
ing Research, 2022.

Stuart Lloyd. Least squares quantization in pcm. IEEFE transactions on information
theory, 28(2):129-137, 1982.

Cheng Luo, Qinliang Lin, Weicheng Xie, Bizhu Wu, Jinheng Xie, and Linlin Shen.
Frequency-driven imperceptible adversarial attack on semantic similarity. In Pro-
ceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition,
pages 15315-15324, 2022.

Dhruv Mahajan, Ross Girshick, Vignesh Ramanathan, Kaiming He, Manohar Paluri,
Yixuan Li, Ashwin Bharambe, and Laurens Van Der Maaten. Exploring the limits
of weakly supervised pretraining. In Proceedings of the European conference on
computer vision (ECCV), pages 181-196, 2018.

Chengzhi Mao, Scott Geng, Junfeng Yang, Xin Wang, and Carl Vondrick. Under-
standing zero-shot adversarial robustness for large-scale models. In The FEleventh
International Conference on Learning Representations, 2023.

Yifei Ming, Ziyang Cai, Jiuxiang Gu, Yiyou Sun, Wei Li, and Yixuan Li. Delving
into out-of-distribution detection with vision-language representations. Advances in
Neural Information Processing Systems, 35:35087-35102, 2022.

Sina Mohseni, Arash Vahdat, and Jay Yadawa. Shifting transformation learning for
out-of-distribution detection. arXiv preprint arXiv:2106.03899, 2021.

Eric Nalisnick, Akihiro Matsukawa, Yee Whye Teh, Dilan Gorur, and Balaji Lakshmi-
narayanan. Do deep generative models know what they don’t know? In International
Conference on Learning Representations, 2019.

Muhammad Muzammal Naseer, Kanchana Ranasinghe, Salman H Khan, Munawar
Hayat, Fahad Shahbaz Khan, and Ming-Hsuan Yang. Intriguing properties of vision
transformers. Advances in Neural Information Processing Systems, 34:23296-23308,
2021.

Anh Nguyen, Jason Yosinski, and Jeff Clune. Deep neural networks are easily fooled:
High confidence predictions for unrecognizable images. In 2015 IEEE Conference on
Computer Vision and Pattern Recognition (CVPR), pages 427-436, 2015.

Maxime Oquab, Timothée Darcet, Théo Moutakanni, Huy Vo, Marc Szafraniec, Vasil
Khalidov, Pierre Fernandez, Daniel Haziza, Francisco Massa, Alaaeldin El-Nouby,
et al. Dinov2: Learning robust visual features without supervision. arXiv preprint
arXiw:2304.07193, 2023.

20



[61]

[62]

[63]

[65]

Namuk Park, Wonjae Kim, Byeongho Heo, Taekyung Kim, and Sangdoo Yun.
What do self-supervised vision transformers learn? In The Eleventh International
Conference on Learning Representations, 2023.

Hieu Pham, Zihang Dai, Golnaz Ghiasi, Kenji Kawaguchi, Hanxiao Liu, Adams Wei
Yu, Jiahui Yu, Yi-Ting Chen, Minh-Thang Luong, Yonghui Wu, et al. Combined
scaling for zero-shot transfer learning. Neurocomputing, 555:126658, 2023.

Alec Radford, Jong Wook Kim, Chris Hallacy, Aditya Ramesh, Gabriel Goh, Sandhini
Agarwal, Girish Sastry, Amanda Askell, Pamela Mishkin, Jack Clark, et al. Learning
transferable visual models from natural language supervision. In International
Conference on Machine Learning, pages 8748-8763. PMLR, 2021.

Nima Rafiee, Rahil Gholamipoor, Nikolas Adaloglou, Simon Jaxy, Julius Ramakers,
and Markus Kollmann. Self-supervised anomaly detection by self-distillation and
negative sampling. In Artificial Neural Networks and Machine Learning—ICANN
2022: 31st International Conference on Artificial Neural Networks, Bristol, UK,
September 6-9, 2022, Proceedings; Part IV, pages 459-470. Springer, 2022.

Tal Reiss, Niv Cohen, Liron Bergman, and Yedid Hoshen. Panda: Adapting
pretrained features for anomaly detection and segmentation. In Proceedings of

the IEEE/CVF Conference on Computer Vision and Pattern Recognition, pages
2806-2814, 2021.

Jie Ren, Stanislav Fort, Jeremiah Liu, Abhijit Guha Roy, Shreyas Padhy, and Balaji
Lakshminarayanan. A simple fix to mahalanobis distance for improving near-ood
detection. arXiv preprint arXiw:2106.09022, 2021.

Jie Ren, Peter J Liu, Emily Fertig, Jasper Snoek, Ryan Poplin, Mark Depristo,
Joshua Dillon, and Balaji Lakshminarayanan. Likelihood ratios for out-of-distribution
detection. Advances in neural information processing systems, 32, 2019.

Olga Russakovsky, Jia Deng, Hao Su, Jonathan Krause, Sanjeev Satheesh, Sean Ma,
Zhiheng Huang, Andrej Karpathy, Aditya Khosla, Michael Bernstein, et al. Imagenet
large scale visual recognition challenge. International journal of computer vision,
115:211-252, 2015.

Christoph Schuhmann, Romain Beaumont, Richard Vencu, Cade Gordon, Ross
Wightman, Mehdi Cherti, Theo Coombes, Aarush Katta, Clayton Mullis, Mitchell
Wortsman, et al. Laion-5b: An open large-scale dataset for training next generation
image-text models. Advances in Neural Information Processing Systems, 35:25278~
25294, 2022.

Vikash Sehwag, Mung Chiang, and Prateek Mittal. {SSD}: A unified framework for
self-supervised outlier detection. In International Conference on Learning Represen-
tations, 2021.

Yiyou Sun, Yifei Ming, Xiaojin Zhu, and Yixuan Li. Out-of-distribution detection
with deep nearest neighbors. In International Conference on Machine Learning,
pages 20827-20840. PMLR, 2022.

21



[72]

[75]

[76]

[77]

(78]

[79]

80)

[81]

Christian Szegedy, Wojciech Zaremba, Ilya Sutskever, Joan Bruna, Dumitru Erhan,
lan J. Goodfellow, and Rob Fergus. Intriguing properties of neural networks. In
Yoshua Bengio and Yann LeCun, editors, 2nd International Conference on Learning
Representations, ICLR 2014, Banff, AB, Canada, April 14-16, 2014, Conference
Track Proceedings, 2014.

Jihoon Tack, Sangwoo Mo, Jongheon Jeong, and Jinwoo Shin. Csi: Novelty detection
via contrastive learning on distributionally shifted instances. Advances in neural
information processing systems, 33:11839-11852, 2020.

Chuangi Tan, Fuchun Sun, Tao Kong, Wenchang Zhang, Chao Yang, and Chunfang
Liu. A survey on deep transfer learning. In Artificial Neural Networks and Machine
Learning—ICANN 2018: 27th International Conference on Artificial Neural Networks,
Rhodes, Greece, October 4-7, 2018, Proceedings, Part III 27, pages 270-279. Springer,
2018.

Hugo Touvron, Matthieu Cord, Alexandre Sablayrolles, Gabriel Synnaeve, and Hervé
Jégou. Going deeper with image transformers. In Proceedings of the IEEE/CVF
International Conference on Computer Vision, pages 32-42, 2021.

Grant Van Horn, Oisin Mac Aodha, Yang Song, Yin Cui, Chen Sun, Alex Shepard,
Hartwig Adam, Pietro Perona, and Serge Belongie. The inaturalist species classifi-
cation and detection dataset. In Proceedings of the IEEE conference on computer
vision and pattern recognition, pages 8769-8778, 2018.

Hualiang Wang, Yi Li, Huifeng Yao, and Xiaomeng Li. Clipn for zero-shot ood
detection: Teaching clip to say no. In Proceedings of the IEEE/CVF International
Conference on Computer Vision, pages 1802-1812, 2023.

Florian Wenzel, Andrea Dittadi, Peter Vincent Gehler, Carl-Johann Simon-Gabriel,
Max Horn, Dominik Zietlow, David Kernert, Chris Russell, Thomas Brox, Bernt

Schiele, et al. Assaying out-of-distribution generalization in transfer learning. arXiv
preprint arXiv:2207.09239, 2022.

Ross Wightman. Pytorch image models. https://github.com/rwightman/
pytorch-image-models, 2019.

Jim Winkens, Rudy Bunel, Abhijit Guha Roy, Robert Stanforth, Vivek Natarajan,
Joseph R Ledsam, Patricia MacWilliams, Pushmeet Kohli, Alan Karthikesalingam,
Simon Kohl, et al. Contrastive training for improved out-of-distribution detection.
arXiw preprint arXiww:2007.05566, 2020.

Mitchell Wortsman, Gabriel Ilharco, Jong Wook Kim, Mike Li, Simon Kornblith,
Rebecca Roelofs, Raphael Gontijo Lopes, Hannaneh Hajishirzi, Ali Farhadi, Hongseok
Namkoong, et al. Robust fine-tuning of zero-shot models. In Proceedings of the
IEEE/CVF Conference on Computer Vision and Pattern Recognition, pages 7959
7971, 2022.

22



[82]

Jianxiong Xiao, James Hays, Krista A Ehinger, Aude Oliva, and Antonio Torralba.
Sun database: Large-scale scene recognition from abbey to zoo. In 2010 IEEE
computer society conference on computer vision and pattern recognition, pages 3485—
3492. TEEE, 2010.

Qizhe Xie, Minh-Thang Luong, Eduard Hovy, and Quoc V Le. Self-training with
noisy student improves imagenet classification. In Proceedings of the IEFE/CVF
conference on computer vision and pattern recognition, pages 10687-10698, 2020.

Jingkang Yang, Pengyun Wang, Dejian Zou, Zitang Zhou, Kunyuan Ding, Wenxuan
Peng, Haoqi Wang, Guangyao Chen, Bo Li, Yiyou Sun, et al. Openood: Bench-
marking generalized out-of-distribution detection. Advances in Neural Information
Processing Systems, 35:32598-32611, 2022.

Heng Yin, Hengwei Zhang, Jindong Wang, and Ruiyu Dou. Boosting adversarial
attacks on neural networks with better optimizer. Secur. Commun. Networks,
2021:9983309:1-9983309:9, 2021.

Jason Yosinski, Jeff Clune, Yoshua Bengio, and Hod Lipson. How transferable are
features in deep neural networks? Advances in neural information processing systems,
27, 2014.

Hongjie Zhang, Ang Li, Jie Guo, and Yanwen Guo. Hybrid models for open set
recognition. In Computer Vision—-ECCV 2020: 16th Furopean Conference, Glasgow,
UK, August 253-28, 2020, Proceedings, Part III 16, pages 102-117. Springer, 2020.

Bolei Zhou, Agata Lapedriza, Aditya Khosla, Aude Oliva, and Antonio Torralba.
Places: A 10 million image database for scene recognition. IEEFE transactions on
pattern analysis and machine intelligence, 40(6):1452-1464, 2017.

23



Appendix

App. 1 Text context prompts and weights.

Following [55], for the text encoder of CLIP, we take the mean of the L2-normalized
text representations of the following prompts: “an image of a {label}”, “a photo of a
{label}”, “a blurry photo of a {label}”, “a photo of many {label}”, “a photo of the large
{label}”, “a photo of the small {label}”. We randomly select p = 10 images per class for
few-shot probing and take the average AUROC over 5 runs. We set the mini-batch size
to 32 for CIFAR100 and 1024 for ImageNet. To enforce reproducibility for our results on
Table 6, the corresponding models can be found using the timm (version 0.6.12) names
[79]: wit_large_patch16_224_in21k, convnezt_base_in22k, and vit_base_r50-s16_224_in21k.
We note that probing takes less than 15 minutes on ImageNet on a single GPU.

App. IT Computational complexity of OOD detection methods.

As reported in Table 6, [21] used the MD as an OOD score, which is inefficient at the scale
of ImageNet and can become prohibitively slow for even larger datasets. Given a feature
dimension d and dataset size IV, the total time complexity scales linearly with dataset size
(for the computation of the covariance matrix) and in cubic time with d due to the inverse
calculation of the covariance matrix, resulting in O(Ndmin(N,d) + d®) = O(Nd? + d3)
since N > d. We thus conclude that, in addition to the performance metrics, the
computational complexities need to be taken into account in future studies to design
scalable and efficient OOD detection systems.

App. III Few-shot evaluations on CIFAR100— CIFAR10.

In Fig. 5.4, we show that even with 1% of the data, we can surpass the zero-shot 1-NN
score. RMD applied on the logits seems to be consistently better than MSP.
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Figure 5.4: Few-shot linear probing on CIFAR100 — CIFAR10. Samples per class
(shown as a percentage %) versus OOD detection performance (y-awxis).
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App. IV  Adversarial examples.

We illustrate more adversarially generated samples using the proposed method in Fig.
5.5. The created adversarial OOD datasets CIFAR10-A and CIFAR10-AS are publicly
available via this hyperlink.
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Figure 5.5: Additional CIFAR10 adversarially manipulated examples for
CIFAR100 — CIFAR10 OOD detection with (CIFAR10-AS) and without
(CIFAR10-A) the smoothing constraint. Columns from left to right: target in-
distribution image from CIFAR100, original CIFAR10 sample, adversarially manipulated
image without smoothing, the Euclidean pixel-wise distance between the original image
and perturbed image, adversarial example with smoothing, Euclidean distance.
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Abstract

Diffusion-based image generation models can enhance image quality when conditioned on
ground truth labels. Here, we conduct a comprehensive experimental study on image-
level conditioning for diffusion models using cluster assignments. We investigate how
individual clustering determinants, such as the number of clusters and the clustering
method, impact image synthesis across three different datasets. Given the optimal
number of clusters with respect to image synthesis, we show that cluster-conditioning
can achieve state-of-the-art performance, with an FID of 1.67 for CIFAR10 and 2.17
for CIFAR100, along with a strong increase in training sample efficiency. We further
propose a novel empirical method to estimate an upper bound for the optimal number of
clusters. Unlike existing approaches, we find no significant association between clustering
performance and the corresponding cluster-conditional FID scores. Code is available at
https://github.com/HHU-MMBS/cedm-official-wavc2025



A Introduction

Diffusion models have enabled significant progress in many visual generative tasks, such
as image synthesis [24, 34, 52] and manipulation [74]. Conditioning diffusion models on
human-annotated data is today’s standard practice as it significantly improves the image
fidelity [19, 6, 20]. Image-level conditioning is typically realized by using associated text
captions [60, 61] or class labels, if available [24, 48]. Nonetheless, human-annotated labels
are costly and often contain inaccuracies [8, 5|, while publicly available image-text pairs
can be non-descriptive [7].

Large, human-annotated datasets are prohibitively costly [54] and hard to obtain in a
plethora of real-life applications such as medical image synthesis [36]. Human annotation
is subject to the label collection procedure and can have varying annotation hierarchies
[26, 8, 3]. An ideal conditioning signal would be based solely on shared characteristics
corresponding to general visual concepts, as illustrated in Fig. 6.1. To provide a ground
truth (GT) label-free alternative that is applicable to unlabelled datasets, we focus on
cluster-based conditioning on diffusion models. Image clustering refers to algorithmically
assigning a semantic group to an image, called a cluster, given an a priori number of
such groups [11, 15, 33].

Maximizing cluster alignment with ground truth (GT) labels does not guarantee
optimal cluster-conditional image generation. To create visually distinguishable groups
(Fig. 6.1), a clustering algorithm would sometimes group images into more fine-grained
groups than the GT labels, i.e., sub-grouping analog and digital devices that map to
the same label or merge similarly looking images with different labels (merging different
types of trees).

Deep image clustering has recently seen significant progress [72], especially when
utilizing off-the-shelf features learned from large-scale pre-training [70, 3, 3]. Currently,
the relationship between clustering performance and cluster-conditional image synthesis
performance remains unclear for several reasons. First, clustering metrics capture the
alignment to G'T labels, whereas generative models may benefit more from visually
distinguishable groups [29]. Second, clustering metrics cannot be computed for unlabeled
datasets. Third, existing metrics are not suitable for fairly evaluating cluster assignments
with varying numbers of clusters. Therefore, they cannot help to determine the optimal
cluster granularity w.r.t. generative performance for an arbitrary dataset. This aspect
has not been sufficiently explored to date [45, 20].

Existing cluster-conditioned generative approaches [45, 20, 29] often adopt simple
generative baselines [24] and have mainly investigated k-means clustering on balanced
classification datasets. The adoption of k-means is justified due to its ability to work
with off-the-shelf feature extractors and its non-parametric nature, apart from setting the
number of clusters. Conversely, it is well-established that k-means is suboptimal for image
clustering because its cluster assignments are highly imbalanced [70, 29]. While cluster-
conditioned approaches are sensitive to the number of clusters [20], there is currently no
method to predetermine this number. Previous methods have overlooked this [45, 20, 29],
significantly hindering their applicability to unlabeled datasets. Recent feature-based
image clustering methods have demonstrated superior performance compared to k-means
[70, 3], and their efficacy in conditional image generation is yet to be investigated. For
the above reasons, cluster-conditioning methods underperform GT conditional ones to
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Figure 6.1: An ideal image-level conditioning should group images based on shared

patterns, shown in the same row, which do not always align with human labels, indicated
above each image (CIFAR100 [40] samples).

date.

In this paper, we systematically study clustering as a label-free condition for diffusion
models. We demonstrate that optimal cluster granularity achieves state-of-the-art FID
scores (1.67 for CIFARI10 and 2.17 for CIFAR100) while enhancing training sample
efficiency. We propose a computationally efficient method to derive an upper cluster bound
using feature-based clustering, which narrows the search space for optimal image synthesis
performance. We validate this upper bound across three datasets and two generative
metrics. Finally, we find no significant association between clustering performance
and cluster-conditional image synthesis performance across various clustering methods,
performance metrics, and pre-trained models.

B Related Work

B.1 Conditional generative models

Early attempts on controllable image synthesis adopted generative adversarial networks
(GANS) [47]. By conditioning both the generator and discriminator on human labels,
GANSs can produce images for a specific GT label, even at the scale of ImageNet [10].
Recently, diffusion models (DMs) have emerged as an expressive and flexible category of
generative models [63, 64, 25, 58, 35]. Internal guidance-based methods [19, 25, 27, 28|
further improved the flexibility and visual fidelity of DMs during sampling such as classifier
and classifier-free guidance. DMs exhibit an enormous number of label-conditional variants
24, 39, 34, 48, 53]. Recently, Stein et al. [65] proposed the adoption of Fréchet DINOv2
[49] distance as it aligns better with human preferences and demonstrated that DMs
achieve the highest perceptual realism.



B.2 Alternative conditioning of generative models

Unlike internal guidance [27, 25, 28], external conditioning signals are computed from the
training set using additional models, which is commonly referred to as self-conditioning.
Self-conditioning signals can be roughly divided into image-level and sub-image-level.
Image-level conditioning refers to a single condition for all pixels in an image, such as
cluster assignments or text captions [58]. Sub-image-level conditions refer to specific parts
or regions of an image [29, 4]. For instance, Hu et al. [29] extend DMs to incorporate
conditioning of bounding boxes or segmentation masks.

Feature-based conditioning. Using image or text features can also provide an
informative conditioning signal [9, 62, 44, 56]. Bordes et al. [9] condition DMs directly
on image representations (oracle features from real images) and reveal their impact on
visual fidelity. Instance-conditioned GAN combines GT labels with features from each
image’s NN set [13]. Ramesh et al. [56] leverage the zero-shot capability of CLIP to
condition DMs on language-guided image representations to improve diversity. Zhou et
al. provide a language-free framework [76] that directly generates text features for images
using CLIP. Still, CLIP models require an a priori set of descriptive candidate captions,
such as label names.

Cluster-based conditioning. Similar to label conditioning, conditioning on cluster
assignments facilitates DMs by allowing them to specialize on a distinct set of shared
visual features [29, 20, 45]. In [20], Bao et al. computed the k-means clusters offline using
contrastive learned features on the training data. However, their approach could not
outperform the label-conditioned models. The first cluster-based approach that achieves
competitive performance compared to GT labels leverages pre-trained feature extractors
[29], which is the closest to our work. In [29], the authors attempt to weak establish a
correlation between clustering and cluster-conditional generative performance for different
self-supervised models. The observed correlation cannot be tested on unlabeled datasets,
and its sensitivity to the number of clusters is unknown. While it was demonstrated
that DINO [12] provides the most informative k-means clusters [29], their method lacks
a strategy for choosing the cluster granularity for unlabeled datasets.

C Method

C.1 Notations and prerequisites

We consider the frequent scenario where we have access to an unlabeled dataset D and
a pre-trained feature extractor g(-). We denote the number of ground truth (GT) labels
as Cgr, which we assume to be unknown. To distinguish cluster-based conditioning
from the image clustering task, we denote the number of visual groups Cy of D as the
optimal number of clusters w.r.t. image synthesis (e.g. as measured by FID [23]). We
adopt the diffusion model approach of Karras et al. (EDM [34]) as a baseline, which
introduced various improvements to the standard DDPM [24]. Although we focus on
EDM throughout this work, our method can be applied to any conditional generative
model.

TEMI clustering. Given an a priori determined number of clusters C' and a feature
extractor g(.), TEMI [2] first mines the m nearest neighbors (NN) of all x € D in the



feature space of g(-) based on their cosine similarity. We denote the set of NN for x by
Sx. During training, TEMI randomly samples x from D and x’ from Sy to generate
image pairs with similar (visual) features. A self-distillation framework is introduced
to learn the cluster assignments with a teacher and student head h;(-) and hg(-) that
share the same architecture (i.e. 3-layer MLP) but differ w.r.t. their parameters. The
features of the image pair are fed to the student and teacher heads h'(z), hi(z'), where
i € {1,...,H} is the head index and z = g(x), 2’ = g(x’). The outputs of the heads
are converted to probabilities ¢s(c|x) and ¢,(c|x’) using a softmax function. The TEMI
objective,

H C
. 1 . .
Lo (%, %) 1= H Z Z q (c'1x)q/ (X))
et (6.1)

maximizes the pointwise mutual information between images x and x’, using the clustering
index ¢ as information bottleneck [33]. Here, ¢,'(c) is an estimate of the teacher cluster
distribution Ex~p,... [¢i(c|x)], which can be computed by an exponential moving average
over mini-batches B defined as §,'(c) < A g (c) + (1 — )\)I%I > ven 4 c]x).

The hyperparameter v € (0.5, 1] avoids the collapse of all sample pairs into a single
cluster, and A € (0,1) is a momentum hyperparameter. The loss function Eq. (6.1) is
further symmetrized and averaged over heads to obtain the final training loss. After
training, the cluster assignments ¢*(x) = argmax,q(c|x) and the empirical cluster
distribution ¢(c) on the training set is computed from the TEMI head with the lowest
loss. We use ¢*(x) as a condition of the generative model during training and sample
from ¢(c) to generate images. Adaloglou et al. [2] show that the value 7 = 0.6 enforces a
close to uniform cluster utilization and achieves state-of-the-art clustering accuracy for

Cer[2].

C.2 Cluster-conditional EDM (C-EDM)

We consider k-means and TEMI clusters using off-the-shelf feature extractors with CYy
clusters to compute cluster assignments. We experimentally observed that Cy > Car,
even though this is not a requirement of our approach. We highlight that clustering using
C > Cgr while enforcing a uniform cluster utilization (such as TEMI with v = 0.6) has
not been previously explored [2, 43, 22, 70] as it reduces the cluster alignment with the
GT labels. We denote the cluster-conditioned EDM model as C-EDM.

A direct estimation of C'y is hard to obtain for unlabeled datasets. In principle, Cy
can be found using a hyperparameter search with FID as an evaluation metric, which is
computationally expensive. In contrast to existing approaches that perform a restricted
hyperparameter search around Cgr, we propose a new metric that allows us to derive an
upper bound for Cy (Section C.3), which requires no prior knowledge about the dataset.



CIFAR10 CIFAR100 FFHQ-64 FFHQ-128

Generative methods Unlabelled GT  Unlabelled GT  Unlabelled Unlabelled
DDPM [24, 29] 3.17 - 10.7 9.7 - -
PFGM++ [73] - 1.74 - - 2.43 -
EDM [34] 1.97 1.79 - - 2.39 -
EDM (our reproduction) 2.07 1.81 3.41 2.21 2.53 5.93
Self-conditional methods

IDDPM+k-means (k=10) [20] 2.23 - - - - -
DDPM+k-meanst (k=400) [29] - - 9.6 - - -
C-EDM-+k-means' (Ours) 1.69 - 2.21 - 1.99 -
C-EDM+TEMI' (Ours) 1.67 - 2.17 - 2.09 4.40
EDM-+oracle features’ (Ours) 2.21 - 2.25 - 1.77 -

Table 6.1: State-of-the-art generative model comparison: FID ({) for various GT labeled
and unlabelled benchmarks. We use C'y, =100, 200, 400 clusters for CIFAR10, CIFAR100,
and FFHQ-64, respectively. Self-conditional methods with T use the pre-trained DINO
ViT-B feature extractor. Ground truth and oracle feature conditioning results are marked
in gray color as they are not a fair comparison.

C.3 Estimating the upper cluster bound

We aim to find an upper cluster bound C,,,, using TEMI (7 = 0.6), such that Cy <
Cinaz- During this computation, we neither use the generative model nor any additional
information. We highlight that previous works [45, 20, 29] have overlooked this design
choice and iterate within a small range around Cgr. We denote the number of utilized
clusters (one training sample is assigned to it) as C* after TEMI clustering. The TEMI
cluster utilization ratio is defined as r¢ := % < 1. Importantly, there is no guarantee
that the full cluster spectrum will be utilized. Unlike k-means, which always has ro = 1,
we observe that as the number of clusters C' increases, the TEMI cluster utilization ratio
r¢ typically decreases, which provides dataset-specific information. Intuitively, TEMI
clustering with v = 0.6 is enforcing r¢ — 1, and the observation of rc < 1 is an indication
that the maximum number of TEMI clusters is reached for v = 0.6.

The search for C,,,, involves doubling the number of clusters C' at each iteration until
the r¢ falls below a threshold, r¢ < «, followed by a more fine-grained grid search. C),4.
is then defined as the highest C' for which ro > «a. This results in a worst-case time
complexity of O(logQ(%)). This is conceptually similar to the elbow method [69, 37].
In this sense, the proposed heuristic has the same limitations as the elbow method. Yet,
it is currently the only method that provides a practitioner with a starting point for
an unlabelled dataset. After detecting C,, .., we perform a bounded grid search to find
Cy € [2,Chax) using the generative model. To obtain a simple cross-dataset estimate,
we empirically find a cutoff threshold ro < 0.96 to work well across three datasets.
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Figure 6.2: FID (y-axis) versus seen samples during training in millions (z-azis). TEMI
and k-means clusters are computed using the representations of DINO ViT-B. We used
Cy = 100,200,400 for CIFAR10, CIFAR100 and FFHQ-64 respectively. The training
sample efficiency compared to the unconditional baseline is indicated by the arrow. Best
viewed in color.

D Experimental Evaluation

D.1 Datasets, models, and metrics

Following prior works [29, 3|, we use DINO ViT-B pre-trained on ImageNet [18] for image
clustering. We report the Fréchet inception distance (FID) [23] to quantify the image
generation performance as it simultaneously captures visual fidelity and diversity. To
facilitate future comparisons, we also compute the Fréchet DINOv2 distance (FDD) [65]
that replaces the features of InceptionNet-v3 [67, 68] with DINOv2 ViT-L [49]. FID
and FDD are averaged over three independently generated sample sets of 50K images
each. To measure the cluster alignment w.r.t. GT labels, we use the adjusted normalized
mutual information (ANMI) as in [30].

We follow the default hyperparameter setup for EDM [34] and TEMI [2]. We denote
the number of samples (in millions) seen during training as M;,,,. We use M;,,, = 200
when comparing C-EDM with other baselines and state-of-the-art methods (Table 6.1),
and M;y,, = 100 when comparing across different number of clusters. We train the TEMI
clustering heads for 200 epochs per dataset. All the experiments were conducted on
4 NVIDIA A100 GPUs with 40GB VRAM each. On this hardware, TEMI clustering
was more than 50x faster than training EDM on FFHQ-64, which requires more than
2 days for 200 M,,,, with a batch size of 512. We verify our approach across CIFAR10,
CIFAR100 [40] and FFHQ. CIFAR10 and CIFAR100 have 50K samples and 32 resolution
images, while we use the 64x64 and 128x128 versions of FFHQ (FFHQ-64, FFHQ-128)
consisting of 70K samples. Finally, diffusion sampling methods are not included, as they
can be incorporated into any diffusion model [38, 59, 25].

D.2 State-of-the-art comparison for image synthesis

Comparison with state-of-the-art unconditional generative models. With
respect to FID, we found Cy = 100, 200,400 to be close to optimal cluster granularities
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Figure 6.3: FID (left y-axis) and TEMI cluster utilization ratio r¢ (right y-azis) across
different numbers of clusters C' (z-azis) using C-EDM, evaluated at M;,,, = 100. The
green area indicates the discovered cluster range [2, Cypqz) for ro < a = 0.96.

for CIFAR10, CIFAR100, and FFHQ-64, respectively. We use these values to report FIDs
compared to GT conditional and unconditional generative models in Table 6.1. Compared
to unconditional methods, C-EDM achieves an average relative FID improvement of
24.4% and 24.9% using TEMI and k-means clusters, respectively. More importantly,
previous cluster-conditional approaches did not achieve near-state-of-the-art FIDs because
they: a) adopted non-competitive diffusion baselines such as DDPM [24], b) did not
consider pre-trained feature extractors for clustering [20], ¢) did not use the optimal
cluster granularity [29]. For instance, Hu et al. [29] used 400 clusters on CIFAR100 using
DINO ViT-B for clustering, while Fig. 6.3 shows that 200 clusters lead to a superior FID
using C-EDM (11.2% relative improvement).

Comparison with state-of-the-art GT conditional generative models. In-
triguingly, using C-EDM with Cy clusters, we report small improvements compared to
GT label conditioning on CIFAR10 and CIFAR100 in Table 6.1. For instance, 4.77%
mean relative improvement in FID using TEMI. Even though cluster-conditioning is
primarily designed for unconditional generation, such as FFHQ, we demonstrate that it
can match or outperform GT labels, which showcases the effectiveness of C-EDM.

Sample efficiency. In addition to the reported gains in FID, we study the sample
efficiency of C-EDM during training across datasets in Fig. 6.2. On CIFARI10 and
CIFAR100, the training sample efficiency for C' = Cy, compared to the unconditional
model (C' = 1) peaks at 5x, where C-EDM with M;,,, = 40 outperforms the unconditional
model at M;,,, = 200. On FFHQ-64, which is not a classification dataset, we report a
sample efficiency of 3.3x. TEMI and k-means demonstrate identical sample efficiency
compared to the unconditional model. Intuitively, a more informative conditioning signal
enables learning the data distribution faster. Upon visual inspection, we could identify
FFHQ clusters for C' = C, with easily distinguishable visual patterns, such as groups
of images with beanies, smiling faces, glasses, sunglasses, hats, and kids (see appendix).
Finally, we find that the sample efficiency of C-EDM against GT conditional EDM heavily
depends on the quality and granularity of the GT labels.



C

CIFAR100 20 100 200
Human annotation (GT) 3.10 2.41 -
CLIP pseudo-labels 3.38 242 -
k-means clusters 3.09 241 236
TEMI clusters 2.93 2.37 2.31

Table 6.2: FID for different grouping methods as a condition to EDM (M;,,, = 100). We
use the 20 GT superclasses and 100 GT labels of CIFAR100. CLIP pseudo-labels are
computed using zero-shot classification pseudo-labels based on the GT label names.

D.3 Cluster utilization ratio and discovered upper bounds

We depict how the TEMI cluster utilization r¢ changes in tandem with FID for different
numbers of clusters in Fig. 6.3. Crucially, this approach also applies to FFHQ, where no
GT labels exist. Moreover, we can discern certain patterns across datasets: (i) Cy always
has a high utilization ratio, (ii) the majority of experiments with C' < ()4, outperform
the unconditional model at M;,,, = 100, and (iii) Cyy > Cgr for CIFAR10 and CIFAR100,
which is in line with [29]. Even though the choice of av = 0.96 is not guaranteed to be
generally applicable and is based on empirical evidence, a more or less strict choice can be
used based on the practitioner’s computational budget. The introduced upper bound can
be computed with negligible computational overhead and without access to GT labels or
training the generative model, which on large scales (ImageNet) can require up to 4AMWh
per experiment [35].

D.4 Investigating the connection between clustering and cluster-
conditional image synthesis

FID and ANMI. On image clustering benchmarks, TEMI (v = 0.6) outperforms
k-means, where we respectively measure an ANMI of 60.6% versus 59.2% on CIFAR10
and 72.3% versus 67.6% on CIFAR100. However, their generative performance displays
negligible differences in terms of FID for C' = (. We emphasize that the imbalanced
clusters of k-means are penalized when computing clustering metrics such as ANMI on
balanced classification datasets, while during image synthesis, this is naturally mitigated
by sampling from ¢(c). Table 6.1 suggests that imbalanced cluster assignments are
beneficial for unlabelled datasets such as FFHQ, where we report a relative gain of 4.8%
using k-means clusters compared to TEMI.

C-EDM matches EDM when C' = Cgr. In Fig. 6.3, we observe that the GT label
conditioning closely follows the FID of TEMI clusters for C' = Cgr. In Table 6.2, we
leverage the two annotation levels of CIFAR100 [40], specifically the 20 GT superclasses
and the 100 GT labels to benchmark how different grouping methods perform in image
synthesis. Apart from image clustering, we create text-based pseudo-labels with CLIP
(OpenCLIP ViT-G/14 [31]) similar to [46]. Then, CLIP pseudo-labels are derived from
zero-shot classification [54] using the arg max of the text-image similarity after softmax [1].
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Figure 6.4: FID (y-azis) across different numbers of clusters C' (z-azis) using C-EDM
with TEMI with different feature extractors. The ANMI is shown in parentheses for
Cy=100.

For reference, we provide the FID with the number of visual groups Cy, = 200 for k-means
and TEMI clusters. Interestingly, all methods attain a similar FID for Cgr = 100, while
TEMI achieves the best FID only for C' = 20. This suggests that generative performance
is mostly invariant to the grouping method, including human annotation, given a feature
extractor that captures general visual concepts. Next, we investigate the impact of the
pre-trained feature extractor.

The number of visual groups is insensitive to the chosen feature extractor.
The broader adoption of the discovered Cy for each dataset requires our analysis to be
insensitive to the chosen feature extractor. In Fig. 6.4, we show that the pre-trained
models considered in this work achieve similar FIDs across different numbers of clusters
even though the ANMI varies up to 5.4% on CIFARI10. Feature extractors differ in
terms of the number of parameters (86M up to 1.8 billion), pre-training dataset size
(1.2M up to 2B), and objective (MoCO[16], DINO[12], iBOT|[75], CLIP [31, 54]). Our
finding is consistent with concurrent work on the scale of ImageNet [44] that shows that
linear probing accuracy is not indicative of generative performance for feature-based
conditioning. The fact that differences in discriminative performance do not translate to
improvements in FID is in contrast with Hu et al. [29].

Dataset-specific features do not improve generative performance. To realize
dataset-dependent adaptation of the feature extractor, we perform self-supervised fine-
tuning on CIFAR10 and CIFAR100, starting from the ImageNet weights in Table 6.3.
We train all layers for 15 epochs similar to [57] using the DINO framework, resulting
in “DINO adapted weights”. We find large improvements in classification accuracy and
ANMI, which is in line with the fact that the learned features are more dataset-specific
[55, 57, 71]. However, the gains in classification and clustering do not translate into
conditional image generation, which suggests that image synthesis requires features that
capture general visual concepts.
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Figure 6.5: a) Top 1-NN cosine similarity AUROC (left y-azis) and Frechet distance
between the C-EDM and unconditional samples (uFID) for different cluster sizes C'
(z-azis). b) FID (left y-axis) and FDD (right y-axis) versus number of clusters (z-axis)
using C-EDM at M;,,, = 100.

E Discussion

Highly fine-grained clusters lead to out-of-distribution samples. To quantify the
degree of out-of-distribution for the generated C-EDM samples, we measure the AUROC
using the top-1 NN cosine similarity (1-NN) using DINO ViT-B [66] and compare with
the test split of CIFAR10 and CIFAR100 (Fig. 6.5a). We note that 1-NN is independent
of the data distribution of the generated samples and thus does not account for diversity.
The highest C' considered for CIFAR10 and CIFAR100 produces the highest AUROC,
suggesting that the features of the generated samples are pushed away from the training
data. We hypothesize that this behavior originates from highly specialized clusters that
cannot always be generated from the initial noise, resulting in visual artifacts. In parallel,
we measure how similar the C-EDM samples are compared to the unconditional ones
using FID. We call this metric unconditional FID (uFID). We observe that uFID increases
as C' increases, suggesting that the generated samples for larger C' are farther away in
feature space than the unconditional samples.

The clusters’ granularity level determines conditional generative perfor-
mance. The quality of feature representations is typically determined by linear sepa-
rability w.r.t. GT labels [50]. However, our experimental analysis shows that in image
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CIFAR10 (C = 100) CIFAR100 (C = 200)
C-EDM+TEMI ~ ACC+ ANMIt FID, FDDJ ACCt ANMIt+ FID) FDDJ

ImageNet weights  96.4 60.6 1.73 1535 823 72.3 2.31 250.7
Adapted weights 98.5 63.41 1.74 152.8 87.8 78.2 239  250.8

Table 6.3: Effect of self-supervised fine-tuning (adapted weights) on the pre-trained DINO
ViT-B. ACC stands for the 20-NN classification accuracy using the DINO features. We
measure FID and FDD for both models at M,,,, = 100.
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Figure 6.6: Comparing C-EDM samples generated with learned cluster assignments (top
row, C=100) to EDM samples generated with GT labels, on CIFAR100. The clusters are
mapped to GT classes using the Hungarian algorithm.
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Figure 6.7: Visual comparison between C-EDM (C=400) and unconditional EDM (Un-
cond.) at My, = 100M on FFHQ at 128x128.

synthesis, the quality of image-level conditioning primarily depends on the granularity of
the cluster assignments (Table 6.2 and Fig. 6.3). Overall, we find no significant connection
between the task of feature-based clustering and cluster-conditional image generation
(Fig. 6.4 and Table 6.3). The pre-trained model and the categorization method do not
severely affect generative performance for the considered datasets.

Generative metric and optimal number of clusters. Here, we investigate the
impact of the choice of generative metric by comparing FDD and FID. We highlight
that the only difference is that FID and FDD use InceptionV3 and DINOv2 features,
respectively. The cross-dataset evaluation in Fig. 6.5b shows that FID and FDD do not
always agree with respect to the number of visual groups. The largest disagreement
is observed on CIFAR10. Still, the discovered upper bound C,,,, always includes the
number of visual groups. Finally, we measured additional feature-based metrics such as
precision, recall, diversity, coverage, MSS, and inception score without success. Similar
to [17, 42, 51, 32, 65|, we argue that new generative metrics must be developed.

Visual comparison of C-EDM to EDM. In Fig. 6.6, we map clusters to their
respective CIFAR100 classes using the Hungarian mapping [41]. We then produce samples
with C-EDM and GT conditional EDM using the same noise. Given the same initial
noise and the cluster that is mapped to its respective GT class, we observe a lot of visual
similarities in the images, even though the two models (C-EDM and EDM) have different
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Figure 6.8: FID score (y-azis, left) and FDD (y-axis, right) during training samples
seent (Mg, 2-azis). We used Cy = 100, 200,400 for CIFAR10, CIFAR100 and FFHQ-64
respectively.

weights and have been trained with different types of conditioning. This observation
corroborates with Table 6.2 and Fig. 6.2.

In Fig. 6.7, we visualize cluster-conditioned and unconditional FFH(Q samples at
M;mg = 100M. In Fig. 6.10, we visualize C-EDM samples generated from the same
initial noise on FFHQ-64 for diffusion models trained with varying cluster granularities.
Each noise gets a condition sampled from p(c). Similar to our quantitative analysis, the
generated images from small cluster sizes are closer to the unconditional prediction.

FID and FDD across training iterations In Fig. 6.8, we report FID and FDD
across training using C-EDM with TEMI clusters. We notice that FID tends to saturate
faster than FDD and fluctuates more between checkpoints. FDD keeps decreasing
monotonically, with minimal fluctuation and always prefers the samples at M;,,, = 200.
Since both metrics compute the Frechet distance, these tendencies can only be attributed
to the supervised InceptionV3 features. Even though the study of generative metrics is
out of the scope of this work and a human evaluation is necessary as in [65], we hope
that our findings w.r.t. cluster-conditioning can facilitate future works.

Measuring the confidence of the generated samples using TEMI. In Fig. 6.9,
we show the generated examples with the lowest and highest maximum softmax probability
[22] of the TEMI head as a measure of confidence. For comparison, we show unconditional
samples generated using the same initial noise in the denoising process. Visual inspection
shows that low-confidence C-EDM samples do not have coherent semantics compared to
the unconditional ones, leading to inferior image quality. We hypothesize that the sampled
condition for the low-confidence samples is in conflict with the existing patterns in the
initial noise. Increasing the number of conditions likely leads to worse image-condition
alignment [60, 25, 27]. We argue that internal guidance methods could be employed to
increase the image quality in such cases, which is left for future work.

By contrast, highly confident C-EDM samples show more clearly defined semantics
than unconditional ones. When the low frequencies, such as the object’s shape, remain
intact, cluster conditioning aids in refining local pixel patterns. Confident C-EDM samples
consist of simple pixel patterns that are easy to generate, such as a white background.
Confidence can also be leveraged in future works in rejection sampling schemes [14]. More
samples are provided in the appendix.
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Figure 6.9: Generated high (a,c) and low (b,d) confidence samples using the trained
C-EDM. The top row depicts the unconditional (Uncond.) samples, while the bottom
row shows the generated samples using C-EDM with TEMI (C' = 100). Images on the
same column are produced with the same initial noise.

14



Image synthesis beyond ImagelNet. ImageNet is currently the largest labeled
public dataset, and a single experiment using a recent state-of-the-art diffusion model
on ImageNet requires up to 4AMWh at 5122 resolution [35]. Based on our experiments,
clusters match or outperform the human-derived labels on image generation by estimating
the visual groups. Using the introduced upper bound, the search space of the visual
groups is significantly reduced with minimal computational overhead, while no further
hyperparameter tuning is required. Therefore, it allows future works to incorporate
unlabelled data and experiment at scales beyond ImageNet while being sample efficient.
Additionally, the sample efficiency compared to noisy or non-mutually exclusive labels
could be investigated in future work.

F Conclusion

In this paper, a systematic empirical study was conducted focusing on conditioning
diffusion models with cluster assignments. It was demonstrated that cluster conditioning
achieves state-of-the-art FID on three generative benchmarks while attaining strong
sample efficiency. To reduce the search space for estimating the visual groups of the
dataset, a novel method that computes an upper cluster bound based solely on clustering
was proposed. Finally, our experimental study indicates that generative performance
using cluster assignments depends primarily on the granularity of the assignments.
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Figure 6.10: Visualizing generated images from FFHQ-64 using CEDM for different
number of clusters C' with the same random noise. We use deterministic noise sampling.
Each noise gets a condition sampled from p(c) for each individual clusters.

Appendix

App. I Visualizations

In Fig. 6.11, we visualize real training FFH(Q images that are grouped in the same TEMI
cluster using the DINO features. We visually identify groups with shared characteristics
such as sunglasses, hats, beanies, pictures of infants, and pictures of speakers talking to a
microphone.

App. II What about a lower cluster bound?

Starting with a high overestimation of the number of clusters (e.g. 1K for CIFAR10), we
find that TEMI clustering with v = 1 utilizes a subset of clusters, which could be used
as a lower cluster bound. More precisely, we find a maximum standard deviation of 6.4
for C* across datasets and feature extractors. Intuitively, C*" is the minimum amount of
clusters TEMI (with v = 1) uses to group all image pairs. This behavior is analogous to
cluster-based self-supervised learning (using image augmentations) [75, 5] and has been
recently coined as partial prototype collapse [21]. Nonetheless, the lower bound is more
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Cluster 98 Cluster 95 Cluster 68 Cluster 86 Cluster 20 Cluster 19 Cluster 64 Cluster 17 Cluster 36 Cluster 15 Cluster 0

Figure 6.11: Visualizing training images from FFHQ that belong to the same TEMI
cluster. Images that are grouped into the same cluster are shown in the same row. We use
the trained TEMI model with Cy = 400 using the DINO backbone. Cluster assignments
are picked to illustrate that images with similar visual characteristics are grouped together
(i.e., beanies, smiling faces, glasses, hats, kids, etc.). Images are randomly sampled from
each cluster.
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TEMI CIFAR1I0 FFHQ CIFAR100

y=1 Cu cu cu TEMI CIFAR10
100 33 36 48 v=1 ¢
400 38 48 48 DINO-B 34
500 34 54 51 MoCOv3-B 39
800 m 15 A7 BOT-L 15

1K 34 19 A7 OpenCLIP-G 47
2K 48 52 54 DINOv2-g 50
5K 28 42 ol Mean 43
Mean 364 46.6 194 Std 6.44
Std 6.37  6.16 2.63

Table 6.4: Number of utilised clusters C* for different number of input clusters C' (left)
and different backbones (right) using TEMI with v = 1 and C=500 with the DINO
ViT-B/16 backbone. We show the relatively small sensitivity of C* to the choice of C
and backbone; we report a standard deviation of a maximum value of 6.37 across different
cluster sizes and 6.44 across backbones on CIFAR10.

applicable to large scales as the measured standard deviation might exclude the optimal
granularity for small, highly curated datasets. Due to the above limitation, we leave this
for future work.

As depicted in Table 6.4, the utilized number of clusters C" is not sensitive to the
pre-determined number of clusters nor the choice of backbone for TEMI clustering when

v =1

App. IIT Additional implementation details and hyperparame-
ters

When searching for Cy, we evaluate EDM after training with M;,, = 100 and for
Mg = 200 once Cy is found. We only report k-means cluster conditioning with £ = Cy.
All our reported FID and FDD values are averages over three runs of 50k images each,
each with different random seeds. Below, we show the hyperparameters we used for all
datasets to enable reproducibility. We always use the average FID and FDD for three
sets of 50K generated images. The used hyperparameters can be found in Table 6.5 .

To assign the CLIP pseudo-labels to the training set, we compute the cosine similarity
of the image and label embeddings using openclip ViT-G/14 [31]. The label embeddings
use prompt ensembling and use the five prompts: a photo of a <label>, a blurry photo
of a <label>, a photo of many <label>, a photo of the large <label>, and a photo of
the small <label>.
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Table 6.5: Hyperparameters used for training EDM and C-EDM. Bold signifies that
the value is changing across datasets. All other parameters of the training setup were
identical to the specifications of Karras et. al [34], which are detailed there.

Hyperparameter CIFAR10/ FFHQ-64/
Hyperparameter CIFAR100 AFHQ-64
Optimization

optimizer Adam Adam
learning rate 0.001 0.001
betas 0.9, 0.999 0.9, 0.999
batch size 1024 512
FP16 true true
SongUNet

model channels 128 128
channel multiplier 2-2-2 1-2-2-2
dropout 13% 5% | 25%
Augmentation

augment dim 9 9
probability 12% 15%
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Abstract

Image clustering methods are often evaluated on balanced classification datasets up to
the scale of ImageNet-1K. This limits fair comparisons to standard baselines like k-means
clustering, which are frequently used with larger, uncurated datasets. In this work, we
explore the performance of feature-based clustering approaches on large-scale benchmarks
while disentangling the impact of the following data-related factors: i) class imbalance,
ii) class granularity, iii) the presence of easily recognizable classes, and iv) the ability to
capture multiple classes. To facilitate this analysis, we introduce several new benchmarks
derived from ImageNet21K. We find that recent deep learning feature-based methods
generally outperform k-means across most of our benchmarks. However, the performance
gap diminishes as the number of classes increases, regardless of class granularity or
non-mutual exclusive classes. Interestingly, k-means underperforms on easy-to-classify
benchmarks by large margins. Finally, we demonstrate that combining a recent feature
extractor with a well-tuned feature-based clustering method achieves a state-of-the-art
clustering accuracy of 69.8% on ImageNet-1K without external data or labels.



A Introduction

For over a decade, the ImageNet-1K benchmark [18, 45] has served as the core downstream
dataset in a plethora of computer vision tasks. Examples include image classification
[25], representation learning [15], semi-supervised learning [49], and recently image
clustering [62]. Image clustering, also known as unsupervised image classification, refers
to algorithmically grouping visual stimuli into discrete concepts called clusters [10,
2].  Grouping images without human supervision has many applications, including
unsupervised out-of-distribution detection [47], image generation [8], and large-scale
dataset pruning [40, 1].

Motivation. Advancements in representation learning [7, 12, 41] have led to the
emergence of feature-based clustering. To date, the most widely established clustering
approach in feature space is k-means [35] due to its scalable nature. Oquab et al. [40]
scaled up feature-based k-means [35] to 100K clusters using a billion-scale proprietary
dataset, which is not publicly available for benchmarking. Concurrently, feature-based
clustering methods such as TEMI [3] have achieved state-of-the-art clustering performance
on ImageNet-1K (1.2M samples) [18, 45], outperforming k-means by significant margins.
This discrepancy in dataset scales raises questions about the applicability of recent
methods beyond the scope of balanced classification datasets (ImageNet-1K), as well as
their comparability to k-means in real-world, large-scale scenarios. To address this, we
start by first presenting the key inherent and non-inherent limitations regarding image
clustering.

Inherent limitations. The first inherent limitation of parametric clustering is that
the valid computation of the clustering accuracy requires setting the number of clusters
to the number of human-derived classes, the ground truth (GT). Second, similar to image
classification, real-world images frequently contain multiple objects of interest, which is
not captured when considering only the top 1 class prediction. Third, biases in the data
annotation procedure can lead to systematic inaccuracies [11], even at small data regimes
[9]. Human annotators may assign a particular label that seems plausible when presented
in isolation or create visually indistinguishable groups based on arbitrary class distinctions
(e.g. the class “laptop computer” and “notebook computer” coexist in ImageNet-1K)
[11, 10]. Finally, unlike supervised approaches, clustering algorithms cannot accurately
capture highly coarse labels solely based on visual input, such as carnivoran mammals
2, 44].

Non-inherent limitations. More importantly, current benchmarks have specific
constraints that are non-inherent limitations of image clustering. First, the majority of
methods are being developed on small-scale datasets such as CIFAR10 and CIFAR100 [33],
with only a limited number of methods reporting results on ImageNet-1K [52, 6, 3]. It is
thus unclear whether these methods apply to large-scale benchmarks, often considering
their non-scalable nature. Spectral clustering with an O(N?) time complexity [38] is one
example, where /V is the number of samples. Second, existing benchmarks are primarily
balanced classification datasets, wherein all samples are uniformly distributed among the
GT labels. While deep learning-based clustering methods leverage this information using
regularization techniques, classical machine learning methods (e.g. k-means) do not have
this flexibility and tend to create imbalanced clusters [52]. New challenging benchmarks
that mimic real-world scenarios would aid in bridging the gap between ImageNet-1K and



billion-scale proprietary datasets.

In this paper, we perform a comprehensive experimental study on large-scale clustering
methods and benchmarks. We create new clustering benchmarks based on ImageNet21K,
focusing on the effect of individual factors: i) class imbalance, ii) class granularity, iii)
easily “classifiable” classes, and iv) the ability to capture multiple labels. We show
that evaluating only balanced classification datasets treats k-means unfairly, yet deep
learning-based clustering methods still outperform k-means across most benchmarks
besides ImageNet-1K. The gap, however, diminishes on large-scale benchmarks with more
than 7.3K classes. We find that i) k-means attains inferior performance on easy-to-classify
benchmarks by large margins, and ii) a recent feature extractor [4] with a well-tuned
deep learning-based clustering method [3] achieves a state-of-the-art clustering accuracy
of 69.8% on ImageNet-1K without external data or labels, surpassing the accuracy of a
supervised GoogLeNet [51].

B Related Work

B.1 Deep learning-based image clustering

Deep learning-based image clustering consists of learning the label-related representations
and the cluster assignments using neural networks [13, 3], either simultaneously (single-
stage methods) [62, 6] or sequentially (multi-stage methods) [52].

Single-stage methods. Single-stage methods [57, 63, 62, 6] are computationally
demanding and have been overshadowed by advancements in visual representation learning
[7, 12]. For instance, in SELA [62], the authors design a two-step framework, which
alternates between estimating the pseudo-label assignment matrix and representation
learning. In [6], the authors present a single-stage end-to-end method that employs a
variant of the cross-entropy loss. However, such single-stage methods require dataset-
dependent hyperparameter tuning and are computationally expensive to iterate on large
scales.

Multi-stage methods. Recent state-of-the-art methods [52, 3| primarily operate
on image representations rather than focusing on learning specific representations for
clustering. We refer to this category as feature-based image clustering approaches. The
simplest approach is feature-based k-means, which usually creates imbalanced clusters
[52].

Contrastive learning [15] has been a major breakthrough for image clustering. SCAN
[52] was the first large-scale method to isolate representation learning from learning the
cluster assignments. By first employing contrastive learning on the training data, Van
Gansbeke et al. [52] show that nearest neighbors (NNs) in feature space likely share the
same label. Based on the same principle, Adaloglou et al. [3] have recently shown that
a) features from multiple pre-trained feature extractors (i.e. DINO, MSN [7]) can be
used and b) learning the cluster assignments does not require image augmentations as
opposed to SCAN. More recent approaches focus on learning task-specific representations
by sequentially combining masked image modeling with contrastive learning [4, 48], which
has been recently coined as pre-pretraining [48].

As we focus on feature-based methods that are scalable to large-scale datasets, we
investigate how to learn the cluster assignments. Since we adopt pre-trained feature



extractors, our work is closer to TEMI [3], an alternative to feature-based k-means.
Nevertheless, deep learning-based clustering methods have only been applied up to the
scale of ImageNet-1K (= 1.2M images). Using recent advancements in similarity search
and a distributed implementation of k-means [32, 20, 40], feature-based k-means has
been scaled to billion scale proprietary datasets. However, this dataset is not publicly
available for benchmarking. The divergence in the above data regimes makes it unclear
whether other clustering methods can be scaled beyond ImageNet-1K, which we aim to
address in this work using ImageNet21K.

B.2 Leveraging ImageNet21K class structure

The set of ImageNet21K classes and its semantic tree has been used in a plethora of
downstream applications, such as hierarchical image classification [39], object detection
[65] and zero-shot learning [56, 14, 61]. In [65], the authors apply CLIP on the predicted
bounding boxes to generate diverse labels based on ImageNet21K for object detection.
To increase the generalization capability to unseen classes (test set), Yi et al. [61] exploit
the semantic structure of ImageNet21K during vision-language training for zero-shot
learning. In [39], the authors demonstrate the superior performance of CLIP (zero-shot
classification) leveraging more fine-grained classes than the GT. The discussed works have
explored the ImageNet21K semantic structure to boost downstream task performance.
Instead, we leverage the ImageNet21K semantic tree to vary the GT class granularity.

C Background, Materials and Methods

Existing large-scale benchmarks and pre-trained modelsImageNet-1K [18, 45]
consists of C=1000 balanced classes (p(c¢) =U({1,..,C})) and is the largest clustering
benchmark to date. In the context of image clustering, the only existing artificial class
imbalance is halving the number of samples from the odd class indices [19], which can only
be applied to balanced data. For completeness, we apply this imbalance to ImageNet-1K
instead of CIFAR [33]. Meanwhile, we do not modify the validation set to quantify the
performance degradation attributed to the imbalance. We refer to this benchmark as
ODD. Finally, we use the reassessed multi-label validation set of ImageNet-1K called
“Reall” [11] that consists of 50K samples, namely ImageNet-1K Real.

The new benchmarks are based on the preprocessed version of ImageNet21K (winter
version 2021) as in [42] with ~ 11.06M samples that are non-uniformly distributed across
10450 non-mutually exclusive classes. These classes can be organized in the WordNet
semantic tree [37, 59]. To imitate a real-life scenario where GT labels and additional data
are scarce, we assume no access to models trained on external data. Unless otherwise
specified, we use the iBOT ViT-L [64] pre-trained on ImageNet21K and MAE Refined
ViT-H [4] (MAE-R) on ImageNet-1K.

C.1 Feature-based image clustering methods

Classical clustering methods do not scale. Given N samples, classical clustering
methods become impractical for large-scale datasets like ImageNet! where N > 106.

https://scikit-learn.org/stable/modules/clustering.html
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The main reason is their reliance on global optimization, which requires processing all
available samples N at each step. For instance, spectral clustering has a complexity of
O(N3), agglomerative methods such as WARD [31] run in O(N?), and DBSCAN also
operates in O(N?). Moreover, these methods typically fit the test data, whereas our focus
is on clustering approaches that generalize to unseen samples. To this end, we prioritize
scalable alternatives, such as distributed k-means [32, 20] as a baseline, as it efficiently
fits the training data while enabling predictions on new data instances.

Deep learning-based methods. Clustering methods that do not leverage pretrained
models are generally less competitive [57, 24, 63, 58, 43|, challenging to tune, and
computationally expensive. Therefore, in addition to k-means, we focus on recent state-
of-the-art methods [3], specifically TEMI and SCAN, which are described below. A key
advantage of these methods is their optimization using mini-batches, allowing them to
scale independently of N. To the best of our knowledge, no other scalable, open-source,
feature-based clustering method currently supports datasets exceeding 10”7 samples such
as ImageNet21K.

TEMI first mines the nearest neighbors (NN) in feature space for each sample z
in the dataset D. During training, TEMI randomly samples x from D and z’ from the
set of NN of . TEMI employs a teacher and student head h;(-) and hy(-) that have an
identical architecture but differ w.r.t. their parameters as the teacher is only updated
using an exponential moving average of hy(-). Given a feature extractor g(-), the student
and teacher consist of multiple independent heads h’(z), hi(z'), where i € {1,..., H}
is the head index and z = g(z), 2/ = g(2’). Class probabilities are computed using a
softmax function ¢s(c|x) and ¢(c|z’) and the following loss is minimized

1 H C
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In Eq. (7.1), ¢/'(c) is an estimate of the teacher cluster distribution E,,,.,. [¢i(c|z)],
which can be computed by an exponential moving average over mini-batches B defined
as G;'(c) < Agi(c) + (1 — )\)ﬁ > vep €i(clz) for A € (0,1). The scalar 3 € (0.5,1] avoids
assigning all sample pairs to a single cluster (mode collapse) and is typically set to 0.6.

SCANV2 refers to using the same self-distillation framework as TEMI, but with the
semantic clustering loss of SCAN [52],
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of the student cluster distribution. Unlike the TEMI objective, L%, (z,2’) only depends
on the head number 1.

The entropy term of Eq. (7.2) is upweighted by av = 5 and acts conceptually similar
to ¢i'(¢) in Eq. (7.1). Both Eqgs. (7.1) and (7.2) are symmetrized and averaged across
heads. After training, the head with the lowest training loss is kept for evaluation.

D New Clustering Benchmarks

D.1 Sensitivity to class imbalance

To explore the effects of class imbalance, we first sort the classes according to the
number of samples per class (frequency). We then take percentiles s around the median
[50 — 5,50 + s] to create frequency-based subsets, details of which can be found in the
appendix. As s increases, the number of samples N and classes C' also increase. To
create an imbalanced subset, we take the middle 10% of classes and add the classes whose
number of samples fall in the top 10%. This yields a subset of 2113 classes, which we refer
to as Imbalanced-2K (Table 7.1). For comparison, we create a similar-size near-balanced
subset with s ~ 10 yielding the same number of classes centered around the median
(Centered-2k).

D.2 Sensitivity to the class granularity

Coarse benchmarks. Class labels can be organized in a hierarchical semantic tree
[50], such as WordNet [37]. Based on WordNet, 11 hierarchy levels have been identified
on ImageNet21K [42]. A hierarchy of 1 corresponds to the most coarse level and 11
to the most fine-grained. Using a semantic tree, one can seamlessly find the linguistic
hypernyms (semantic ancestors) for each GT class, such as going from the GT class
“chair” to “furniture”. By leveraging the ImageNet21K tree, we recursively map the GT
classes to their semantic ancestor such that the maximum hierarchy depth is restricted
to d € [1,..,9], where the majority of the samples lie. Note that we do not exclude any
samples at this step and leave classes with a lower hierarchy than d intact. During the
learning process of the clustering algorithm, we create as many groups as the number of
coarsened labels and evaluate on the validation set with the coarse labels of maximum
depth d.

Fine-grained benchmarks. Refining ground truth (GT) labels to more fine-
grained classes is more challenging than coarsening them. The simplest way to achieve
maximum granularity is to consider only images from classes without linguistic hyponyms
(semantic descendants) in the semantic tree, known as leaf classes [60]. Based on their
respective trees, we refer to these subsets as WordNet leaf and ImageNet21K leaf. Unlike
ImageNet21K, these subsets are mutually exclusive. To avoid excluding samples from
non-leaf classes, we first use CLIP in tandem with the tree to reannotate non-leaf samples.
To this end, we perform zero-shot classification on the hyponyms to obtain a new refined
label, such as furniture—{chair, desk, shelf, couch}. This procedure is recursively applied,
always selecting labels with the highest image-text similarity. We stop once a leaf class is
assigned. We refer to this method as leaf hierarchical zero-shot label refining (leaf HZR).
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Figure 7.1: Reassessed ImageNet21K samples using parent hierarchical zero-shot label
refining (p-HZR). The original GT label is shown on top, while each column shows the
reassessed label using openCLIP ViT-G [30] in conjunction with the semantic tree. The
linguistic hyponyms of the label athletic game are ice hockey, tetherball, water polo,
outdoor game, and court game.

However, this approach does not guarantee that an image can always be meaningfully
relabeled as one of its hyponyms. Analogously to a human annotator that can decide to
keep the current label [23, 22|, we add the parent class during zero-shot classification. In
the previous example, we perform zero-shot classification using the following class set
{chair, desk, shelf, couch, furniture}. By including the parent class, we allow CLIP to
assign the same label to the image, partially mitigating the aforementioned issue. As
illustrated in Fig. 7.1, not all basketball images are refined to professional basketball. We
refer to this setup as parent HZR (p-HZR).

D.3 Easy-to-classify benchmarks

Here, we assess whether easy-to-classify samples are easy to cluster, as measured by high
linear class separability, i.e. as measured by probing ACC [53]. The intuition behind this
is that if an image is not classified correctly, it is unlikely to be clustered successfully.
We choose classes that are recognized with high ACC from models with additional
information during pre-training. To realize this, we use a subset of the top-1K class
accuracies from three models: 1) a vision-language model (OpenCLIP ViT-G [30]), 2) a
visual self-supervised model (DINOv2 ViT-g [40]), and 3) an ImageNet21K-supervised
model (ViT-L [55]). More precisely, we measure the top-1K accuracies per class on the
validation set after linear probing. We name the created subsets as CLIP-1K, DINOv2-
1K, Sup-1K, as well as their union. We compare the model-based subsets with subsets
consisting of 1K random classes and ImageNet-1K.

D.4 Multi-label clustering benchmarks

Here, we investigate whether clustering methods capture additional labels, which is
particularly useful for non-mutually exclusive datasets and large-scale datasets with
multiple objects. Each image is associated with a set of labels, Sy, rather than just a
single label.

For hierarchically structured datasets such as ImageNet21K, we add all semantic
ancestors of the image’s GT label to create Sp. This is motivated by the fact that, for
example, an image of a guitarist (GT) can be classified as a musician or person, something



Information k-means TEMI SCANv2

# samples # classes ACC NMI BF1 ACC NMI BF1 ACC NMI BF1
ImageNet1K benchmarks
Original 1.28M 1000 62.7 859 578 664 86.0 57.8 69.8 86.6 60.0
ODD 0.96M 1000 60.8 855 564 62.8 854 555 65.8 858 5H7.2
ImageNet21 K benchmarks
Imbal-2K 2.55M 2113 348 751 281 36.0 75.1 26.8 342 746 26.2
Centered-2K 2.34M 2113 352 752 285 36.7 752 272 345 746 26.5

Table 7.1: We report the ACC, normalized mutual information (NMI) and B-cubed F-1
(BF1) in % on imbalanced benchmarks. We use MAE-R [4] on ImageNet1K benchmarks
and iBOT [64] on ImageNet21K benchmarks. Supervised results are marked in as
they are not directly comparable to clustering methods.

that is not captured by existing clustering metrics. On ImageNet-1K, we adopt the
multi-labeled validation set from [11], namely ImageNet-1K Real.

Multi-label metrics. Apart from the standard top 1 accuracy, we consider a weaker
measure of accuracy where a predicted label is considered correct if it is contained in Sp.
We refer to this as top 1 — L accuracy. Further, we explore whether the top 5 cluster
predictions contain useful information. To do this, we measure top 5 accuracy and top
5 — L accuracy, where a sample is considered correctly classified if the top 5 predictions
intersect with Sy.

To find the optimal mapping f(.) from clusters to classes (Hungarian mapping [34]),
we require a single prediction and label per sample. To this end, we take the cluster with
the highest likelihood for TEMI and SCANv2 or the closest centroid for k-means as the
prediction. To obtain a single label per image from Sy, to estimate f(.), we take the GT
label when using ImageNet21k. For ImageNet-1K Real., we randomly sample a single
label from the multiple GT labels provided for each image. We repeat this sampling 50
times and report the mean accuracies.

E Experimental Results

Implementation details. Following [42], we use the preprocessed winter 2021 version
of ImageNet21K tree unless otherwise specified. We use the training data to develop
the clustering method and evaluate on the validation split as in [3]. We conduct all the
clustering experiments on an Nvidia A100 GPU with 40GB of VRAM. For TEMI and
SCANv2, we use H=32 clustering heads and train for 50 and 25 epochs on ImageNet-1K
and ImageNet21K, respectively. Both TEMI and SCANv2 are trained using AdamW [36]
with a learning rate of 10~4Ratdisize 4nq weight decay of 107, Different from [3], we use
a larger batch size (i.e. 4096 on ImageNet-1K instead of 512) for SCANv2 as we observed
training instabilities and improved performance. For k-means clustering, we use cosine
similarity as the distance metric. We report the clustering validation accuracy (ACC)
using the Hungarian algorithm [34], the normalized mutual information (NMI), and the
B-cubed F-1 score (BF1) [5]. Finally, we report the linear probing accuracy as a class
separability measure and as an upper bound of clustering methods.
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Figure 7.2: Left: Clustering accuracy in % (y-axis) versus maximum hierarchy depth d
(z-azis) by mapping each ImageNet21K class to its semantic ancestor at depth d. Right:
Clustering accuracy in % (y-awis) versus percentile s (z-azis) such that mg = [50—s, 50+ s]
based on ImageNet21K classes. We report the average ACC over three independent runs,
with a maximum standard deviation of 0.1. Best viewed in color.

E.1 Impact of class imbalance

ImageNet-1K. We first verify the superiority of TEMI and SCANv2 on ImageNet-1K
in Table 7.1 where we measure at least 5.9% and 10.0% relative ACC gain compared to
k-means using MAE-R ViT-H [4]. With a well-tuned SCANv2 framework, we achieve a
new state-of-the-art clustering ACC on ImageNet-1K of 69.79%. Notably, this accuracy
surpasses a supervised GoogLeNet? [51] as a 68.3% top 1 ACC has been reported in [29].
We clarify that we increase the mini-batch size from 512 to 4096 to get the state-of-the-art
ACC and explain why it is necessary in Section F.

Imbalanced benchmarks. For imbalanced datasets such as ImageNet-1K ODD and
Imbalanced-2K, the ACC gains of TEMI and SCANv2 compared to k-means are reduced.
We measure a relative ACC degradation of 3.2% for k-means, 5.4% for TEMI, and 5.7%
for SCANv2. Similar behavior is observed on the ImageNet21K scale when comparing
the Centered-2K versus Imbalanced-2K benchmarks. When reducing the percentage of
odd class indices to < 30%, k-means outperforms other methods (see appendix). When
gradually scaling up the dataset size and the degree of imbalance simultaneously (Fig. 7.2,
right), we observe the same trend: although TEMI consistently outperforms k-means, its
relative ACC gain diminishes (from a maximum of 4.23% to 1.6% using all samples).

Based on the above, we state that a) k-means demonstrates suboptimal performance
even on imbalanced benchmarks, and b) the degree of imbalance only partially accounts
for the inferior performance of k-means observed in Table 7.1 and Fig. 7.2 as well as
previous studies [6, 3, 16]. Another veiled aspect is that despite TEMI and SCANv2
enforcing class uniformity, they are applicable beyond the scope of ImageNet-1K, such as
large-scale imbalanced datasets.

Zhttps:/ /paperswithcode.com/sota/image-classification-on-imagenet



Information k-means TEMI SCANv2
# samples # classes ACC NMI BF1 ACC NMI BF1 ACC NMI BF1
Leaf-based subsets

WordNet 7.54M 7353 274 743 21.1 28.1 744 195 246 73.8 19.2
IN21K 8.3TM 8153 26.7 741 204 27.3 742 203 23.6 735 200
Relabeled ImageNet21K benchmarks

Leaf HZR ~ 11.06M 8153 245 722 180 24.6 723 173 227 718 173
p-HZR 11.06M 10413 243 733 175 24,5 734 168 21.8 727 16.6
GT labels  11.06M 10450 234 731 171 23.7 732 165 203 724 16.5

Table 7.2: ACC and NMI of leaf subsets based on their respective semantic trees, fine-
grained benchmarks based on HZR and ImageNet21K (GT).

E.2 Impact of class granularity

In Fig. 7.2 (left), we illustrate the methods’ accuracies for different maximum hierarchy
depths d. Interestingly, k-means outperforms TEMI for d < 3 with a maximum relative
difference of 4.1% for d = 1. We argue that highly coarse labels are more likely to be
captured by isotropic and normally distributed clusters assumed by k-means. Conversely,
TEMI and SCANv2 rely on fixed NN pairs, which lead to retrieving similar-looking
images to the query image [40], which hinders the coarse clustering performance for
superclasses such as “animal”.

Regarding the considered fine-grained benchmarks in Table 7.2, all clustering methods
benefit similarly from purging mutually exclusive classes. The highest relative gain is
observed in the subsets of WordNet leaf classes, where TEMI and k-means improve by
18.29% and 17.32% (relative ACC) compared to ImageNet21K. Overall, TEMI outperforms
k-means on the majority of coarse and fine-grained ImageNet21K-based benchmarks,
but the gains in Table 7.2 are marginal at the scale of 7.3K classes or more. Based on
Fig. 7.2 and Table 7.2, we cannot identify any strong ACC discrepancy between clustering
methods w.r.t. the class granularity.

E.3 Results from easy-to-classify benchmarks

All three model-based splits of 1K classes achieve high probing ACC (> 95%) using
iBOT (pretrained on ImageNet21K) as shown in Table 7.3. This indicates that the
image features of easy-to-classify classes are well-separated, verifying [53]. Intriguingly,
we measure a high discrepancy between k-means and deep learning methods independent
of the model used to pick the top-1K classes (CLIP, DINOv2, Supervised). The reported
discrepancy does not originate from the degree of imbalance. Compared to TEMI,
k-means underperforms by a relative accuracy difference of at least 12.9%. We thus
state that well-separated clustering benchmarks may have irregular class shapes [21] that
cannot always be modeled with k-means. Methods such as TEMI and SCANv2 are more
flexible by leveraging the structure of the feature space (through the NN) to capture
irregular class shapes. The latter likely leads to a decision boundary of a more arbitrary
form compared to k-means.



Information Probing  k-means TEMI SCANv2

Subsets # samples ACC ACC NMI ACC NMI ACC NMI
(1) CLIP-1K 1.14M 95.8 55.1 84.5 63.3 86.3 629 858
(2) DINOv2-1K 1.13M 95.7 54.2 839 61.2 856 61.1 84.9
(3) Sup-1K 1.12M 96.0 55.4 84.6 625 864 62.7 858
Random 1K 1.06M 78.1 41.5 764 441 770 43.6 76.6
ImageNet-1K 1.28M 81.5 419 757 47.3 772 458 76.3
Union (1,2,3) 1.49M 94.6 52.1 83.2 59.4 849 580 84.2

Table 7.3: Accuracy and NMI on model-based ImageNet21K subsets based on different
pre-trained models. We use the top-1K classes (highest ACC) of openCLIP ViT-G,
DINOv2 ViT-g, and a supervised ViT-L (Sup). For the reported metrics, we use iBOT
ViT-L pre-trained on ImageNet21K.

Topl Topl —L Top5 Topb —L
ImageNet21K using 1BOT ViT-L

k-means 234 26.6 39.9 46.2
TEMI 23.7 27.1 42.7 48.8
SCANv2 20.3 22.9 31.8 37.8

ImageNet1 K-Real, using MAE-R ViT-H

k-means 62.6 68.2 78.2 83.1
TEMI 67.3 73.1 82.0 6.8
SCANv2 70.2 75.9 84.6 9.4

Table 7.4: Multi-label clustering accuracies in % evaluated using the semantic ancestors
on ImageNet21K and ImageNet-1K Reals [11].

E.4 Multi-label clustering evaluations

As shown in Section E.4, the top 1 predictions capture relevant additional concepts
(coarser labels, coexisting labels, or multiple objects of interest) as measured by top 1 —L.
We measure a relative top 1—L ACC increase of over 13% (ImageNet21K) and 8.1%
(ImageNet1K-Real.) across clustering methods. Regarding the top 5 ACCs, the non-
primary cluster predictions capture meaningful classes, corroborating with [11]. Unlike
probing, where single-label supervision is provided during training, clustering methods
achieve higher relevant ACC gains in top 5 and top 5 —L on both benchmarks.

F Discussion and Limitations

Class separability and clustering benchmarks. To further investigate the reported
results in Table 7.3, we measure the GT alignment score [53], the silhouette score [44]
and the Davies-Bouldin score [17]. All metrics highly correlate with the probing ACC,
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specifically R? > 0.97, and point to the fact that model-based subsets are the most
well-separated benchmarks. We highlight that model-based filtering is an automatic
way to create new benchmarks without any explicit constraint on the class imbalance or
granularity level.

. SCANv2 . TEMI
CLIP ViT:B 4+3.59
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Figure 7.3: Left and middle: Calibration plots and expected calibration error (ECE )
for SCANvV2 and TEMI on ImageNet-1K using MAE-R ViT-H [4]. Right: Clustering
ACC difference of TEMI compare to SCANv2 on ImageNet-1K across various pre-trained
feature extractors. IN21K refers to ImageNet21K, and CLIP ViT-B and ViT-L use the
weights from [41].

Are we done with ImageNet-1K? No, but additional large-scale clustering bench-
marks should be taken into account. Limitations and idiosyncrasies of ImageNet-1K
have been pointed out in a series of classification-centered studies [11, 54]. From the
perspective of clustering, ImageNet-1K is substantially closer to a random split of 1K
ImageNet21K classes in terms of probing ACC (Table 7.3). Given that the training set
of ImageNet-1K is balanced (Table 7.1), a non-inherent limitation of clustering, we state
that it should not be used in isolation as the core large-scale benchmark.

Sensitivity of SCANv2 to the batch size. In contrast to [3], we identify that
SCANv2 outperforms TEMI on ImageNet-1K (Table 7.1). Yet SCANv2 performs consis-
tently inferior on the large-scale benchmarks (Table 7.2), which is partially attributed to
its sensitivity to the batch size B. In particular, the entropy term in Eq. (7.2) requires
B to be sufficiently larger than the number of clusters C' to approximate the cluster
distribution p(c). The latter requires a lot of extra memory as the space complexity scales
linearly O(C' x H) w.r.t. C and H (number of heads). This computational limitation
becomes quite significant on large-scale benchmarks, as shown in Table 7.2.

Calibration analysis of TEMI and SCANv2 Unlike k-means, TEMI and SCANv2
provide a measure of confidence as measured by the maximum softmax probability (MSP)
[26]. In Fig. 7.3 (left and middle), we show that even though TEMI yields more
discriminative predictions (91.9% versus 80.2% mean MSP), the predictions of SCANv2
are better calibrated on ImageNet-1K. This is attributed to the entropy regularization
in Eq. (7.2), which explicitly down-weights images with high confidence in the mini-
batch. The confidence of well-calibrated clustering approaches can be leveraged in many
applications, such as dataset pruning and semi-automatic data annotation.

Dependence on feature extractors. A limitation of this study is the dependence
of feature-based clustering methods on the learned representations. Both TEMI and
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Figure 7.4: Normalized mutual information (NMI 1, y-azis) versus the number of clusters
C' (z-azis) on ImageNet-1K.

SCANvV2 consistently outperform k-means across feature extractors on ImageNet-1K.
However, as shown in Fig. 7.3 (right), no method is consistently superior when varying
pre-trained feature extractors. Based on that, we believe there is room for further
improvements.

Overclustering on ImageNet-1K. Estimating the clustering ACC requires prior
knowledge of the number of GT classes. In Fig. 7.4, we examine the impact of increasing
C' using the NMI metric. We observe that NMI progressively diminishes as C' surpasses
the GT classes for all methods. In future work, the hyperparameters  and « in TEMI
and SCAN could be adjusted to downweight the class uniformity constraint as C' increases.
This further underscores the challenge of large-scale image clustering, particularly in
the absence of a reliable estimate of the number of GT classes, which remains an open
problem.

G Conclusion

In this paper, a comprehensive experimental study of feature-based clustering approaches
and large-scale benchmarks was conducted. New clustering benchmarks based on Im-
ageNet21K were created, focusing on the effects of individual factors, such as class
imbalance, class granularity, and easily separable classes. Apart from understanding
k-means, the introduced benchmarks can aid future practitioners in holistically evaluating
large-scale foundational models beyond ImageNet. We believe that the new benchmarks
will facilitate the comparison of new clustering approaches and vision-language model
evaluation.
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Appendix

App. I Linear separability metrics.

In Fig. 7.5, we observe that all metrics (linear probing ACC, L,jgn, Davies-Bouldin
score, Silhouette) of class separability are strongly correlated (R? > 0.98). First, the
model-based ImageNet-21K benchmarks are well-clustered in the feature space of iBOT.
Second, ImageNet-1K is much closer to a random split of 1K classes from ImageNet21K.
Laiign is the alignment of features that share the GT same label (ppos) as Laiign(g) =
E (21 o0)~ppes | 9(71) — g(z2)|) [53]. [53] have used augmentations of the same image as
positive pairs (ppos) While we use true positive nearest neighbors, meaning images that
share the same labels.

App. IT CLIP zero-shot classification and calibration analysis
on ImageNet21K

We perform a calibration analysis [23] on the zero-shot classification of openCLIP ViT-G
on ImageNet21K) in Fig. 7.6. We find that the baseline zero-shot ACC using all 10450
classes of 36.02% can be increased to 55.10% when considering the subset of class labels
from the same hierarchy. When further restricting the candidate labels to the semantic
siblings of the GT class, if available, we measure an accuracy of 68.35%. Siblings refer to
all class labels that share the same semantic ancestor as the GT. When semantic siblings
are not available, we use the labels from the same hierarchy. In parallel, we find that
CLIP is better calibrated when restricting the number of candidate labels to siblings,
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Figure 7.5: We measure the dependence of the linear probing accuracy z-axis versus
the alignment score Lyjign (left), the Davies-Bouldin score (DBS) [17] (middle) and the
Sihlouette score (right) using iBOT ViT-L trained on ImageNet21K. R? is the coefficient
of determination. Best viewed in color.
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Figure 7.6: Left: Zero-shot classification using OpenCLIP with all 10450 class names
on ImageNet21K (36.02% mean accuracy). Middle: We restrict the candidate labels
for zero-shot classification to the labels of the same hierarchy (55.10% mean accuracy).
Right: We further restrict the candidate labels to the semantic siblings based on the
semantic tree (68.35% mean accuracy). When there are no semantic siblings, we use the
classes from the same hierarchy. ECE stands for expected calibration error.
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1K. Middle, right: Calibration plots for SCANv2 and TEMI. ECE stands for expected
calibration error.

as measured by a relative decrease of 40% in the expected calibration error (ECE) [23].
We measure a mean confidence (maximum softmax probability [26] on the image-text
similarities) of 83.44% versus 61.4% (baseline) using the semantic siblings.

App. III Confidence histogram of deep clustering methods on
ImageNet-1K

While we have shown in the main text that SCANv2 is better calibrated than TEMI,
their confidence histogram looks significantly different on ImageNet-1K, as illustrated
in Fig. 7.7. TEMI produces more discriminative predictions, likely due to the pointwise
mutual information objective. However, this makes its predictions less calibrated. We
leave this finding for future investigation.

App. IV Varying the percentage of odd class indices on ImageNet-
1K training set

In [19], the authors have only investigated the impact of halving the number of samples
from odd class indices in balanced classification datasets. Here, we use varying percentages
p of the samples from odd class indices. This allows us to quantify the impact of stronger
artificial class imbalances on ImageNet-1K as depicted in Fig. 7.8. We find that feature-
based k-means outperforms deep clustering methods for p < 30% for both iBOT ViT-L
and MAE-R ViT-H pre-trained on ImageNet-1K. This further supports our claim that
feature-based k-means is unfairly treated when solely evaluated in balanced classification
datasets.

App. V Label reassessment using p-HZR.

Limitations of p-HZR. Regarding p-HZR, we identify many semantic links in WordNet
that do not always align with sensible visual-based concepts and likely limit the effec-
tiveness of p-HZR. Examples include person—father-in-law, animal—adult. WordNet
class names that are not sufficiently descriptive in terms of visual information likely
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Figure 7.8: Clustering accuracy in % (y-azis) versus percentage of p remaining samples
for odd class indices using the iBOT ViT-L (right) and MAE-R ViT-H (left) feature
extractors. We use ImageNet-1K to derive the odd subsets with different p.

decrease the probability of reassessing a sample to a more fine-grained label using p-HZR.
For example, the GT class “outdoor game” in the tree path {athletic game — outdoor
game — field game — football — soccer} keeps images depicting football games to their
GT label “athletic game”. That is why we hypothesize that a more visually aligned
tree would improve automatic tree-based label reassessment. Nonetheless, deriving a
single gold standard label [28, 11] (the granularity level at which humans assign the GT
label quicker and with greater accuracy) requires humans in the loop. We generally find
multi-label clustering evaluations more informative on large-scale datasets, something
that has not been sufficiently investigated by previous works [52].

Linear separability of p-HZR on ImageNet21K. An increase in linear separability
w.r.t the refined labels compared to the GT suggests that refined labels align better with
the learned features. Surprisingly, p-HZR yields a relative probing ACC gain of 6.8%
while keeping 99.6% of the classes. A similar probing ACC was measured for the coarse
benchmark for d = 4 (80.2% of the classes).

Additional information regarding p-HZR. The proposed method for reannotating
ImageNet21K (p-HZR) only reduces the number of classes by 37 (train and validation),
which requires excluding only 484 training samples (< 0.01% of the samples). Overall,
we are able to refine &~ 42% of the training GT labels that are not leaf classes, which
translates to more than 10% of ImageNet21K.

App. VI Zero-shot classification using CLIP on ImageNet21K

During all our zero-shot experiments with CLIP (openCLIP ViT-G), we first match
the WordNet’s unique identifier to one of the words in its set of synonyms, typically
called lemmas, such as n00007846— [person, individual, someone, soul]. To this end,
we perform zero-shot classification across lemmas for all images of the same class and
subsequently apply majority voting. This step effectively reflects the linguistic biases of
the pre-training data used to train the vision-language model, namely LAION-2B [46].
For example, CLIP prefers “artefact” instead of “artifact”. We use a subset of 7 out of
the 80 prompts initially proposed in [41], namely ”itap of a {label}”, ”a bad photo of
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the {label}”, "an origami {label}”, ”a photo of the large {label}”, ”a {label} in a video
game”, "art of the {label}”, ”a photo of the small {label}”, based on subsequent prompt
engineering analysis of the same authors?.

App. VII Additional information

Linear probing pipeline and hyperparameters. For the linear probing experiments,
we perform a grid search on a set of learning rates and weight decays. We train the
linear layer with stochastic gradient descent for 100 epochs without augmentations and
report the highest validation accuracy value obtained. We use the values of {107° 5 x
107510745 x 107*,1073,5 x 1073} and {0,1073,107°} for the learning rate and weight
decay, respectively.

Clustering algorithm hyperparameters Both TEMI and SCANv2 are trained
using AdamW [36] with a learning rate of 10722t s2¢ and weight decay of 107*. Fur-
thermore, both methods use 32 heads, which are MLPs with a single hidden layer of size
512 and GELU [27] activations. The algorithm-specific hyperparameters described in
Section C are § = 0.6 for TEMI and a = 5 for SCANv2. We apply temperature scaling
with 7 = 0.1 before the softmax for both SCANv2 and TEMI.

Dataset information for the considered ImageNet21K subsets Table 7.5
depicts all dataset-related information for the considered frequency-based benchmarks
and coarse datasets. We highlight that all datasets have been created based on the
preprocessed ImageNet21K winter 2021 version from [42].

Reassessed ImageNet21K samples from p-HZR. Below, we have collected some
reassessed ImageNet21K samples using p-HZR to show the effectiveness of not always
refining the GT label to a more fine-grained level.

3https://github.com/openai/CLIP/blob/main/notebooks/Prompt_Engineering_for_
ImageNet.ipynb
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Table 7.5: We use MAE-R [4] on ImageNet1K benchmarks and iBOT [64] on ImageNet21K
benchmarks. Bold indicates the highest clustering accuracy, and supervised results are
marked in

Information Accuracy (%)
# samples # classes k-means TEMI SCANv2

ImageNet21K frequency-based benchmarks

Tiny (ms = [45,55]) 1.17M 1060 40.96 42.46  41.99
Small (ms = [35,65]) 3.46M 3146 32.02  33.38 30.99
Base (m, = [25,75])  5.67TM 5230 28.24  29.36  26.19
Large (ms = [15, 85]) 7.79M 7326 26.01  26.70 23.40
Huge (ms = [5,95]) 9.88M 9405 24.11  24.74 21.15
Coarse ImageNet21K benchmarks

Coarse d =1 11.06M 3987 19.44  18.65 19.08
Coarse d = 2 11.06M 5086 20.13  19.50 19.85
Coarse d = 3 11.06M 6772 21.32  21.04 20.81
Coarse d =4 11.06M 8386 22.30 22.34 21.27
Coarse d = 5 11.06M 9429 22.90  23.32 20.99
Coarse d = 6 11.06M 9997 23.22  23.63 20.77
Coarse d =7 11.06M 10241 23.28  23.66 20.39
Coarse d = 8 11.06M 10351 23.35 23.77  20.29
ImageNet21K 11.06M 10450 23.38  23.74 20.27
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Figure 7.9: Reassessed ImageNet21K samples using p-HZR. Each subplot’s title shows
the originally annotated ground truth label. Rows display the reassessed labels. Samples
were not reannotated if the reassessed label matched the ground truth label.
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Abstract

Large-scale visual out-of-distribution (OOD) detection has witnessed remarkable progress
by leveraging vision-language models such as CLIP. However, a significant limitation of
current methods is their reliance on a pre-defined set of in-distribution (ID) ground-truth
label names (positives). These fixed label names can be unavailable, unreliable at scale,
or become less relevant due to in-distribution shifts after deployment. Towards truly
unsupervised OOD detection, we utilize widely available text corpora for positive label
mining, bypassing the need for positives. In this paper, we utilize widely available text
corpora for positive label mining under a general concept mining paradigm. Within this
framework, we propose ClusterMine, a novel positive label mining method. ClusterMine
is the first method to achieve state-of-the-art OOD detection performance without access
to positive labels. It extracts positive concepts from a large text corpus by combining
visual-only sample consistency (via clustering) and zero-shot image-text consistency. Our
experimental study reveals that ClusterMine is scalable across a plethora of CLIP models
and achieves state-of-the-art robustness to covariate in-distribution shifts. The code is
available at https://github.com/HHU-MMBS/clustermine_wacv_official.



A Introduction

Given a set of training images comprising the in-distribution (ID), visual out-of-distribution
(OOD) detection aims to identify images sampled from a shifted distribution while having
access only to the ID [66, 2]. For each ID, there exists a predefined set of semantic
categories Ve that can be assigned to each sample [68].

Recently, distribution shifts have been categorized into semantic shifts (Yoop N Vreal =
@) and non-semantic shifts, also known as covariate shifts. A covariate-shifted ID pair
(x,y) preserves its label y € Vea while x undergoes a distribution shift [5, 69]. In the
context of natural image recognition, examples of covariate shifts can arise from camera
variations, background changes, or style shifts [24, 20, 58].

Motivation. In practice, the ID images exhibit varying levels of class specificity and
overlapping concepts [51, 29, 42, 4, 1]. While Vgt often being a good proxy of Ve in
small data regimes, GT label names at scale can be incomplete, unreliable, or arbitrarily
defined. Deriving a comprehensive set of visual concepts that fully characterizes the 1D
is challenging [57]. For instance, automated curation methods, such as hashtags [52, 40],
are frequently underdescriptive or inconsistent with natural language [6, 63]. Fixed label
names can bottleneck performance when class semantics shift due to in-distribution drifts,
a common occurrence after deployment. To overcome these challenges, our work proposes
to extract ID concepts directly from large text corpora that are aligned with the ID
images.

Detecting covariate shifts. An ideal OOD detector should be sensitive to semantic
shifts and, at the same time, robust to covariate shifts [64]. Misclassified covariate-shifted
samples can undermine the generalization capability of an ID classifier. When these
samples are flagged as OOD, they render the classifier’s predictions unreliable [68]. Yang
et al. [66] have recently demonstrated that existing supervised OOD detection algorithms
are susceptible to covariate shifts. To date, the OOD robustness to covariate shifts has
not been sufficiently explored [63, 16, 67].

Scalability and vision-language (VL) models. In parallel, VL models have been
established for large-scale OOD detection benchmarks [46, 19, 43, 15, 2]. However, the
majority of literature comparisons [44, 70, 61] are conducted with small-sized models
relative to the pretraining dataset, such as CLIP ViT-B [13, 46]. Smaller-sized models
bottleneck performance when other scaling factors remain constant [34, 11]. This raises
questions whether the recently developed methods are scalable with respect to model
size. Plain image-text similarities have shown non-optimal performance as the model size
increases [2]. Last but not least, current VL methods for OOD detection assume access
to Yar, which simplifies the task at hand.

Questionable benchmarks. Another point of criticism concerns the adopted large-
scale OOD benchmarks. Huang et al. [30] introduced a quadruplet of OOD benchmarks
for ImageNet with unknown levels of semantic overlap and limited diversity. This
benchmark suite remains widely adopted to date [33, 61], despite recent studies raising
concerns about its validity [66]. For instance, Bitterwolf et al. [9] estimate a semantic
overlap of almost 60% in the Places OOD benchmark compared to ImageNet [12]. Several
newer datasets have been carefully designed to minimize semantic overlap with the ID [9].

The above factors - reliance of VL models on ID label names, covariate shifts, scala-
bility, benchmarks - OOD detection methods may have begun to overfit the idiosyncrasies



of certain models and benchmarks, mirroring concurrent trends observed in image classifi-
cation [7]. In other words, it is unclear how robust the recent advancements in large-scale
OOD detection using CLIP models are.

In this paper, we present a general framework for extracting relevant concepts from
a large text corpus that encompasses existing methods. Moreover, we develop the first
positive label name mining method, ClusterMine, which extracts high-quality ID-related
concepts from the corpus. A systematic large-scale OOD benchmarking reveals that
ClusterMine i) scales with model size and performance, ii) achieves state-of-the-art OOD
detection AUROC on most benchmarks without access to ground truth ID label names,
and iii) is robust against most ID shifts on ImageNet, iv) outperforms state-of-the-
art approaches in near-OOD benchmarks, such as AdaNeg [70] that impose additional
requirements (i.e. sequential access to OOD samples).

B Related work

Supervised visual OOD detection methods. Supervised OOD detection involves
training or fine-tuning a classifier on labeled ID samples [38, 32, 60, 35]. Posthoc detectors
then typically compute an OOD score such as the maximum softmax probability (MSP)
[25]. Alternative training-time modifications include regularizations by incorporating
OOD data [39, 62, 38], auxiliary samples [26], or synthetic outliers [14]. However, when
benchmarked rigorously and at scale, Yang et al. [66] demonstrate that no OOD detection
score [39, 22, 71, 53] consistently outperforms MSP when applied to a supervised classifier,
which has shifted the focus to VL models.

OOD detection using CLIP. Fort et al. [17] utilize CLIP by combining ID and
OO0OD candidate class names for zero-shot inference. Nonetheless, prior knowledge of OOD
class names is rarely available in real-world scenarios. Subsequently, Ming et al. [43] show
that simply using MSP on image-text similarities, commonly referred to as mazimum
concept matching (MCM), is sufficient for OOD detection using CLIP. Here, the text
representations are computed from the ID label names. In [15], the authors introduce
an additional text decoder on top of CLIP’s image encoder to generate candidate labels,
which can result in overlapping labels with ID data. Using artificially generated OOD
data, [54, 36] finetune CLIP to learn a decision boundary between ID and OOD data.

Recently, Galil et al. [19] demonstrated that CLIP can function as a capable zero-shot
detector without fine-tuning. To date, the only approach that showed promising scaling
behavior is by Adaloglou et al. [2], who propose a two-step approach to train a head using
pseudo-labels derived from zero-shot inference. Additionally, CLIP provides a flexible
way to define which classes are considered ID during inference [19]. This aspect remains
relatively unexplored, as prior methods rely on the predefined set of ground-truth ID
class names, which may not always be optimal.

Incorporating negative concepts into CLIP. A promising direction using CLIP
models is the integration of negative prompts or negative labels [17, 61, 37, 33, 70].
Negative prompt learning methods introduce a learnable “negative” prompt along with a
dedicated “negative” text encoder to capture negation semantics in images [61]. Such an
approach requires auxiliary data and the training of additional text-based components.
Li et al. [37] circumvent these limitations by learning negative text prompts using CLIP’s
existing text encoder, enabling the model to specialize in capturing negative semantics
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Figure 8.1: An overview of the label mining framework for OOD detection using
CLIP. Given a text corpus Yeorpus and its feature representation Zcoppus, ClusterMine
and PosMine aim to extract in-distribution-related class names Y, in the shared vision-
language space of CLIP. Z,., can be either realized as the non-overlapping elements of
Vpos and Veorpus, or as the most dissimilar text representations from Z,.s (negative label
mining). The OOD detection score is S(z). Best viewed in color.

relative to ID classes.

Negative labels refer to adding class names during zero-shot inference. The additional
class names likely capture OOD-related classes. A naive approach is to use the Voop,
as employed by Fort et al.[17]. Our work is more closely related to NegLabel [33], a
training-free method that identifies negative labels based on their dissimilarity from Ygr
using a text corpus Veorpus- More recently, [70] developed adaptive variants of NegLabel
that dynamically update the negative concepts at test time as more OOD test images
become available.

OOD detection robustness to covariate shifts. Distribution shifts are typically
categorized into covariate and semantic shifts [65]. Covariate shift is usually associated
with model calibration [55, 21, 45, 10]. Yang et al. [65] coined the term “full-spectrum
detection” in the context of small-scale benchmarks. Full-spectrum simultaneously
considers semantic shifts (OOD detection) and covariate shifts (also known as OOD
robustness or OOD generalization [24, 23, 55]) within the OOD evaluation pipeline.
Modern supervised OOD detection algorithms remain quite susceptible to non-semantic
covariate shifts [64, 68]. By extracting negative concepts from a text corpus, NegLabel
[33] reports notable improvements in robustness to covariate shifts compared to standard
MCM. This suggests that CLIP can be tailored to the ID by selecting suitable negative
and positive textual inputs.

C O0OOD detection methods using CLIP

Notation. We define a sufficiently large text corpus of possible label names Veorpus =
{y1, 92, .., yn} with cardinality |Veorpus| = N. By mining ID images, we extract from the
corpus positive and negative label sets, Voos, Vnegs With Vpos N Ve = @ and Vpos U Vneg
YVeorpus- The set Veorpus is designed such that V. is strongly related to the real semantic
categories of the ID, whereas Ve, is not. We use the text encoder of CLIP to generate the



representations Z,,s, Zyeq, which correspond to Vpos, Vhneg, respectively. We demonstrate
the general framework in Fig. 8.1, which is described below.

C.1 A general OOD detection framework for CLIP

Vision-language models can leverage a secondary set of “negative” concepts Ve, that are
unrelated to the categories of the ID. Given an image x and its representation h = g(x)
from the CLIP image encoder ¢(.), we can define an OOD score by

Z exp(h - z/7)

ZGZpos

Z exp(h-z/7T)+ Z exp(h - Z/T)’

ZEZpos Zezneg

S(x) = (8.1)

with temperature parameter 7 > 0. Both image and text representations are unit
vectors. The particular choice of Vo5, Vneg depends on the method. For instance, Fort
et al. [17] use Eq. (8.1) with Vpes = Vot and Vyeg = Yoon, which greatly simplifies the
task. NegLabel [33] also assumes Vs = Vo and extracts Vyeg from a text corpus Veorpus
using negative label mining.

Negative label mining [33] first computes the cosine similarities between Z.opus
and Z,,s. Excluding overlapping concepts from the corpus,

yneg - ycorpus \ ypos; (82)

the K < |Vyeg| most dissimilar text representations from Yy, are considered. In [33],
the authors use the percentile distance, i.e. a 95% percentile instead of the minimum.
For the edge case of K = |Vpeg|, no pruning is applied.

Negative grouping and dynamic negative mining. By splitting )., into
randomly sampled groups, Eq. (8.1) can be applied per group [33]. The final score is the
average across groups. We did not observe any performance gains from using this strategy;
therefore, it is not employed in this work. When OOD samples appear sequentially, the
choice of negative concepts can be adjusted at test time [70]. Such strategies can be
integrated into the presented framework, and we leave them for future work.

C.2 Positive label mining methods

Different from previous works [17, 33|, positive label mining aims to design OOD ap-
proaches using CLIP models that do not depend on prior knowledge of Var. At test
time, Eq. (8.1) is applied after estimating Vyos, Vneg from Veorpus- Other post-hoc training
scores, such as pseudo-label probing [2], achieved inferior performance.

We first test whether “naive” positive mining from Yeorpus using zero-shot inference
is comparable to existing methods that rely on Ygr. Afterwards, we consider a label
name as ID (y € V,os) if at least M training samples are assigned to this particular class
and Vieg = Veorpus \ Vpos- Alternative formulations of PosMine that explicitly control the
cardinality of Vs can be realized. While results are affirmative (Table 8.1), selecting M
becomes challenging without an OOD validation set. In addition, PosMine solely checks
for image-text similarities to derive YVyes.
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Figure 8.2: A visual illustration of ClusterMine.

Cluster-based positive mining (ClusterMine)

The proposed method, cluster-based positive mining (ClusterMine, Fig. 8.2), consists of
the following steps:

1. Visual feature-based clustering: We perform clustering on the visual encoder
of CLIP using C' clusters. In practice, we apply TEMI clustering [3] as it has shown
significant improvements in clustering accuracy over k-means [35], even at large
scales [4]. We use the default parameters (8 = 0.6, 50 heads) as in [3]. In contrast
to the clustering downstream task, we are only interested in a rough overestimation

of C.

2. Vision-language inference: For all samples that fall into the same cluster, we
apply zero-shot inference using the text corpus YVeorpus-

3. Cluster Voting: Each cluster’s label name is then determined by applying majority
voting, effectively reducing the false positive classes. The latter enforces visual
consistency, as the nearest neighbors in feature space likely share the same label
[56, 3]. Crucially, because different clusters can be mapped to the same label
name, |Vyos| < C. A heuristic for setting C' is the “elbow” method [41] using the
saturation of the ratio |V,es|/C or the percentage of |Vpes| that appear on multiple
clusters as the primary metric, analogous to [41, 1].

ClusterMine has the following advantages over PosMine. It additionally accounts for
image-image similarities within the ID features via clustering, similar to a human. By
integrating visual consistency into the top-1 image-text concept from Yeorpus: 1) different
clusters can be mapped to the same label name y € Y., and 2) text concepts that
do not match the samples’ neighborhood are rejected (Fig. 8.2). Thus, |Vpes| becomes
relatively insensitive as C' increases far above Vea (Fig. 8.7, right), unlike M in PosMine
(Fig. 8.7, center). In practice, an overestimation of the real semantic categories for
selecting C' is possible even with minimal to no domain knowledge [56, 1]. Experimental

5



Avg AUROC/

Method NINCO IN-O Openlmage-O  iNat IN-OOD  Textures43 FPRO5

Methods requiring in-distribution label names Yqr for zero-shot inference

MaxLogit [22] 83.98/58.03  90.69/39.85 92.52/35.54  92.23/41.80 90.72/44.01  87.77/51.81 89.65/45.17
MD [35, 48] 85.22/64.99  91.37/43.65 91.01/59.68  87.20/90.30  90.72/50.45  94.76/31.14 90.05/56.70
Relative MD  89.25/49.49  92.18/35.50 94.32/29.08  91.58/52.79  89.53/45.21  90.61/43.40 91.25/42.58
MCM [43] 88.78/49.00  91.30/41.20 96.64/16.80  96.62/16.15  89.65/47.36  91.75/40.84 92.46/35.22
PLP [2] 91.80/42.57  93.30/33.05 97.87/10.84 98.94/3.86  90.01/47.42 94.79/26.01  94.45/27.29

Negative label mining from Veorpus given Yar

NegLabel 88.7/50.12 85.29/55.7 94.61/26.08 99.4/2.46  82.72/62.62  85.06/56.19 89.3/42.19
NegLabel* 90.26/47.07  90.10/43.45 95.79/22.31 98.64/6.75 88.4/48.34 90.44/43.95 92.27/35.31
CLIPScope 92.69/39.47  88.18/45.15 96.24/17.66  99.45/2.57  91.04/43.15  90.84/43.77 93.07/31.96

Ours: Positive label mining from Ycorpus
PosMine 92.56/33.53  93.13/32.3 97.04/15.8 08.83/5.83  91.36/38.89 93.81/32.1 94.46/26.41
ClusterMine ~ 92.87/30.3 93.57 / 29.4  96.93/15.9  99.0/4.77 91.53/38.26 93.45/32.80  94.56/25.26

Table 8.1: Semantic large-scale OOD detection AUROCs (1)/FPR95(]) per
dataset using CLIP ViT-H dfn5b [16]. The WordNet [42] corpus is used (nouns and
adjectives), and the ID is ImageNet. All reported baselines are reproduced results and
do not require training or fine-tuning of CLIP. MD stands for Mahalanobis distance [35].
The best scores are shown in bold. The symbol * indicates tuning |Vyeq| to 40000 for
NegLabel [33], which is different from the authors’ choice of 10000.

results show a superior label quality for ClusterMine (Fig. 8.5,section D.3). Compared to
MCM, ClusterMine leverages a corpus to decide which concepts are positive and negative.
Compared to NegLabel [33], ClusterMine extracts the positives and implicitly defines the
negative concepts without a pre-defined explicit threshold of NegLabel, which is hard to
determine a priori.

Combining positive and negative label mining. PosMine and ClusterMine can be
easily combined with the negative mining strategy from Section C.1. After computing
Vheg using Eq. (8.2), the K most dissimilar text representations from Y, are calculated.
Under this prism, previous methods [17, 33] can be viewed as special cases of our label
mining framework (Fig. 8.1). Interestingly, we show that state-of-the-art large-scale CLIP
models do not require pruning Ve, When Y, are extracted from the corpus. Unless
otherwise specified, PosMine and ClusterMine default to using Vyee as shown in Eq. (8.2).

D Experimental evaluation

D.1 Training-free OOD detection baselines

We focus on approaches that do not require training the image or text encoder of CLIP
or additional text encoders [61]. To this end, we consider the following CLIP-based OOD
detection methods using Vgt as baselines: Energy [47], MaxLogit [22], Mahalanobis
distance (MD), relative MD [35, 49], MCM [43], and PLP [2]. For instance, MCM defines
S(x) as the maximum softmax probability (MSP) of image-text similarities. PLP [2] uses
the same pipeline as in MCM, but derives a pseudo-label for each image and trains a
linear classifier using pseudo-labels.

We adopt NegLabel [33] as our primary baseline method, which utilizes an external
corpus. We highlight that only ClusterMine and PosMine do not assume access to



Yar. We use K = 4 -10* negative concepts instead of K = 10* used in [33], which we
denote as NegLabel*. Finally, we show a small-scale comparison using ViT-B with recent
state-of-the-art methods, such as AdaNeg and SynOOD [70, 36], which use additional
information or data.

D.2 Implementation details

Visual OOD datasets. Using ImageNet as ID, we carefully choose six OOD datasets
with a sufficiently small degree of semantic overlap based on previous literature. Specifi-
cally, we include NINCO [9], IN-O [27], Openlmage-O [59], a subset of plant images from
iNaturalist (iNat) [30], IN-OOD [66], and a subset of Textures called Textures43 [59].
IN-OOD and IN-O are constructed from ImageNet-21K, excluding ImageNet samples.
NINCO and IN-OOD have a lower degree of semantic overlap, due to their careful manual
sample selection. Unless otherwise specified, the mean AUROC and FPR95 are computed
from these six out-distributions.

Covariate shifted data. We consider five commonly used covariate-shifted 1D
in generalization benchmarks, namely ImageNetV2 [47], ImageNet-C [24], ImageNet-A
[28], sketches [58], ImageNet-R [23]. ImageNet-R consists of 30000 samples from 200
ImageNet classes, where images contain stylistic and rendition variations, including
cartoons, graphics, sketches, and tattoos. ImageNetV2 consists of independently collected
samples from Flickr. ImageNet-A is collected using adversarial filtration from supervised
classifiers, while ImageNet-C applies 15 pixel-level manipulations, such as adding blurring
or weather-like effects. We use a randomly selected subset of 10000 images of ImageNet-C.

Text corpora. We utilize WordNet [42] as a representative large-scale text corpus.
We use all nouns and adjectives by default, resulting in |Veorpus| & 79 x 10° concepts.
We also adopt the preprocessed ImageNet-21K (IN21K) [50] subset. As a larger-scale
corpus, we include Part-of-Speech (POS) Taggings [8], which contains 270 x 10% concepts.
We create subsets by considering only nouns (N) or nouns and adjectives (NA). We
pre-process the corpus by removing duplicates and using one lemma of the SynSet in
Wordnet [42]. Other choices for text pre-processing had similar results.

Vision language models, runtime and memory usage. We use CLIP ViT-H
dfn5b [16] weights by default. For the cross-model analysis, we use 12 publicly available
weights from [46, 67, 31, 11, 16]. We set 7 to be 10 times smaller than the pretraining
temperature used in each model. In our experiments, we set C' = 4000 clusters and
M = 100 and present their sensitivity in Fig. 8.7. For clustering, we use TEMI [3] with
the default parameters. ClusterMine remains training-free w.r.t the CLIP parameters,
so image and text features can be precomputed. With the largest scale model ViT-G,
clustering on ImageNet takes less than 1.5 hours using TEMI on a single GPU with less
than 10 GB of VRAM using the default settings. Since text and image representations
are pre-computed, inference for all six OOD detection benchmarks can be achieved in a
mazximum of twelve minutes with less than 16GB of VRAM for a mini-batch size of 4096
for ViT-G with the POS corpus.
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Figure 8.3: OOD detection robustness to multiple ID shifts (x-axis) compared
to ImageNet using CLIP ViT-H dfn5b [16]. The relative AUROC difference in %
of each method compared to its ImageNet score is shown on top of each bar. We report
the mean AUROC (1,%) across six different OOD datasets (y-axis).

D.3 Main experimental results

Main results. ClusterMine is the first method the achieves state-of-the-art OOD detec-
tion on most ImageNet benchmarks without Vg (Table 8.1). Interestingly, ClusterMine
outperforms in the most curated benchmarks that have the least amount of semantic
overlap, namely NINCO, IN-O, and IN-OOD. This reveals the ability of large-scale vision
language models to dynamically extract positive concepts, given a sufficiently descriptive
corpus. This is crucial when in-distribution drifts occur naturally [57].

Scalability. Here, we investigate if positive label mining methods remain competitive
across various scales of pretrained networks (Fig. 8.4). We refer to scale as the combination
of computing resources, model size, and pretraining data. Apart from model size (i.e.,
number of parameters), existing models differ in terms of compute time and training data.
For this reason, we rank the models based on their OOD detection using ClusterMine
in Fig. 8.4. We observe that ClusterMine consistently outperforms NeglLabel and MCM
across 12 model weights by sizable margins in AUROC. Our results suggest that the
ability of CLIP to capture ID-related concepts does not depend on the scale.

Covariate ID shifts and corpus sensitivity. By varying the ID while keeping
the same OOD data, we measure the average AUROC degradation, as shown in Fig. 8.3.
Both ClusterMine outperform NegLabel on 4 out of 6 IDs. Specifically for the image-level
corrupted version of ImageNet (ImageNet-C), we find that ClusterMine is the most robust
method for pixel-level perturbations. This suggests that including Ve, using Eq. (8.1)
is likely the primary driver of OOD detection robustness, similar to proximal works
(17, 61, 37, 33, 70].0On Sketches and ImageNet-R, NegLabel seems slightly more robust
as measured by AUROC when stylistic changes occur in the ID in Fig. 8.3, whereas
ClusterMine is superior when comparing FPR95, as shown in Section D.3. While stylistic
concepts coexist in the WordNet corpus, we find that the superior AUROC of NegLabel
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Figure 8.4: Scalable out-of-distribution detection AUROC (%, y-axis) using
various pretrained CLIP weights (x-axis). Unlike previous state-of-the-art methods
that require Yot (MCM, NegLabel), ClusterMine and PosMine extract the in-distribution-
related label names from a text corpus. Mean AUROC is computed across six OOD
datasets, using ImageNet-1K as ID. We use the WordNet [42] corpus. Pretrained CLIP
models are sorted based on their performance with respect to ClusterMine.

ID Dataset  Method Average AUROC Average FPR95
I Net NegLabel* 93.06 40.29
Isnfiehe " PosMine 92.22 32.92
S ClusterMine 92.47 30.94
NegLabel* 91.70 41.42
ImageNet-R PosMine 90.82 35.92
ClusterMine 90.78 37.50
NegLabel* 84.43 56.32
ImageNet-A  PosMine 86.52 44.44
ClusterMine 86.76 42.57
NegLabel* 90.49 45.38
ImageNetV2 PosMine 92.78 32.15
ClusterMine 92.70 31.87
NegLabel* 86.33 04.87
ImageNet-C ~ PosMine 88.15 52.10
ClusterMine 88.94 49.21

Table 8.2: OOD detection robustness to covariate shifts. The star symbol indicates
tuning |Vneg| to 40K for NegLabel.



NegLabel* PosMine ClusterMine
AUROC AUROC Overlap F1score AUROC Overlap F1 score

Corpus D)corpus ’

WordNet subsets

IN10K 10K 92.07 95.06 95.6 61.1 94.54 87.4 76.3
IN21K 20K 92.38 95.12 93.5 57.9 94.66 83.9 71.1
N 67K 92.31 94.39 87.7 52.4 94.44 77.2 61.4
NA TIK 92.27 94.46 87.1 51.9 94.56 76.0 60.0
POS subsets

N 231K 91.75 92.79 33.2 19.3 92.94 27.8 21.3
NUYar 231K 91.26 93.95 78.8 46.6 94.14 69.5 53.5
NA 270K 91.78 92.69 33.8 19.7 92.90 28.4 21.6
NAUYer 270K 91.27 94.01 79.1 46.9 94.10 70.0 53.7

Table 8.3: Average OOD detection AUROC across 6 OOD datasets using
various text corpora and CLIP VIT-H dfn5b [16]. The subsets “N” refer to nouns
only, and NA refers to nouns and adjectives. For the POS corpora, we show the impact
of manually adding the missing Yot (UYVgr). The class overlap (in %) is defined as
|Yar N Voos| /| Var| and the F1 score (in %) is measured between Vpos and Yar.

on ImageNet-R and Sketches is not attributed to the negative label mining.

As illustrated in section D.3, ClusterMine shows superior performance in all but
one corpus. Even when using the complete POS corpus with 270K concepts, we report
competitive performance with PLP [2], the best-performing method using Vgr. Manually
adding the missing Yo labels on the POS corpora improves the OOD detection AUROC
for ClusterMine , suggesting that domain-specific concepts are beneficial. Although this
might be a limitation for novel application domains, it is not necessary to outperform
NegLabel in section D.3.

Mined label quality and controlled experiments

Since |Vpos| is implicitly determined, we find the F1 score between Y,s and Yer a more
suitable comparison compared to the percentage of overlapping classes (|YarNYpos|/|Vat|)-
Interestingly, ClusterMine achieves a superior F1 score for all text corpora (section D.3).
This is primarily attributed to the cluster voting strategy, leading to fewer false positives.
In addition, we visualize the semantic alignment of V,s With Vg using two normalized
histograms. In Fig. 8.5 left, we measure the top-1 cosine similarity using CLIP text
representations to Vgr, and in Fig. 8.5 right, we measure the shortest path (number of
hops) in WordNet. Additionally, intercluster purity remains high (> 50%), while the
percentage of mined |),.s| that appear across multiple clusters increases as C' increases,
confirming that ClusterMine maintains semantic consistency while being robust to the
overestimation of C.

In Table 8.4, to assess whether the higher cardinality of ). alone (compared to
Yar) is the mere reason for superior performance, we compare i) |Vpos| = |Yar|(1000) for
ImageNet by setting C' to 1.2K for ClusterMine, and ii) |Vpos| = 1500 = | Va1 U Vaug|- To
mine additional positive labels Ve using Vo, we augment Vgt with the 500 most similar
labels from the corpus using top cosine similarity, and compare with MCM and using
Eq. (8.1) as an OOD score. Results are reported in Table 8.4. Intriguingly, increasing
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Figure 8.5: Analysis of mined label name quality. We calculate top-1 text-text
similarity with GT (left), and by finding the shortest path (minimum amount of hops) to
GT in WordNet (right).

| Voos|: 1000 1500
MCM (Yot U Vaue) 92.46/35.22  92.01/36.17
Eq.1 (Var U Vaug ) 93.08/32.00  92.88/32.81

ClusterMine (C=1.2K, 4K) 93.84/30.74 94.56/25.26

Table 8.4: Average AUROC/FPR95 for equal |V,0s|. In the first two rows, additional
positive label names are mined from Ygr.

| Vpos| alone is not improving performance (Table 8.4) and using the Vgt positives as
anchor does not increase OOD detection performance.

Cluster-based metrics for ClusterMine. To further investigate the quality of the
clusters, we compute in Fig. 8.6: (i) the intercluster purity (percent of samples withing
a cluster that share the majority label), (ii) the intercluster entropy w.r.t. mined labels
YVpos, and (ili) how often (percentage) V,os appear across multiple clusters (redundancy
ratio), (iv) the ratio of mined |Y,0s|/C. We find that clusters typically exhibit high purity
relative to the number of clusters (> 50%). This further supports our assumption that
feature-space neighbors are label/cluster-consistent. Interestingly, the redundancy ratio
increases as (' increases, confirming that ClusterMine maintains semantic consistency
while being robust to the overestimation of C'. This analysis highlights the benefits of
choosing ClusterMine over PosMine or NeglLabel, where it is challenging to determine
their respective hyperparameters in advance.

D.4 Comparison with recent state-of-the-art

While not an apples-to-apples comparison, in Table 8.5, we report results with ViT-B using
ClusterMine with AdaNeg [70] (adapts negatives based on incoming OOD samples) and
SynOOD [36], which requires synthetic sample generation and training. Still, ClusterMine
outperforms existing state-of-the-art methods on near-OOD benchmarks without a) access

to Yar, b) synthetic sample generation, c¢) inference-based adaptations based on available
OOD data.
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Figure 8.6: ClustMine cluster analysis for various cluster sizes. From left to right:
intracluster purity measures the percentage of samples within a cluster that have the
most frequent (majority) label (left), intracluster entropy is computed within samples
in the same cluster (center left), and we compute the percentage of mined |V,os| that
appears across multiple clusters as C' increases (center right), and finally we compute the
ratio of the mined |YV,es| related to the chosen number of clusters C' (right).

Near OOD Far OOD Mean
Method SSB-hard NINCO iNat Textures Openlmage-O (Near/Far)
FPR95 AUROC FPR95 AUROC | FPR95 AUROC FPR95 AUROC FPR95 AUROC | FPR95 AUROC

SynOOD 1.57 99.57 22.94 95.29 71.7/17.1  77.6/96.2
ClusterMine  68.51 76.33  54.01 84.16 | 18.01 96.30 67.69 79.97 30.72 92.55 |61.3/3848 80.3/89.6

AdaNeg 74.91 75.11 60.10 78.30 ’ 0.72 99.72  21.40 95.71 29.81 93.87 ‘67.5/17.3 76.7/96.4

Table 8.5: ClusterMine comparison using the CLIP ViT-B weights [46]. We
evaluate using the OpenOOD Near- and Far-OOD benchmarks compared to recent
state-of-the-art methods. Results for AdaNeg [70] and SynOOD [36] are taken from the
reported results.

D.5 Ablation studies and additional OOD datasets

Is negative label mining necessary? Jiang et al. [33] suggest that “the performance of
the OOD detector is enhanced by incorporating more negative labels”. Their theoretical
finding is in contrast with their negative mining strategy. In Fig. 8.7 (left), we show the
impact on AUROC from pruning negative labels from the text corpus for ViT-B [46] and
the best-performing ViT-H dfn5b [16]. AUROC scores deteriorate from negative label
pruning.

Hyperparameter sensitivity. Here, we vary the number of minimum samples per class
M for PosMine in Fig. 8.7 (center) and the number of clusters C' for ClusterMine (right).
As shown in Fig. 8.7, a critical aspect of ClusterMine is its insensitivity to C' due to the
cluster voting step. Other recent methods, such as NegLabel, AdaNeg, and CLIPScope
[18] require careful hyperparameter selection, which necessitates an OOD validation set
and is challenging to determine for an arbitrary ID and text corpus.

Additional OOD datasets. In section D.5 we report the AUROC on four additional
OOD datasets. The Places dataset has the highest semantic overlap with the ID (=~ 60%),
while NINCOv2 has a near-zero semantic overlap, as it is a manually picked collection
from existing OOD datasets. In contrast to prior works, we use Places as a bad benchmark
to showcase how OOD detectors can reject samples that are more likely to be ID. We
observe that MCM is the best-performing approach on Places and the worst-performing
approach on NINCOv2, respectively. These two benchmarks could be utilized as OOD
validation sets in future work.
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Figure 8.7: Sensitivity to hyperparameters for negative label mining for all
methods (left), PosMine (center), and ClusterMine (right). We vary the number
of negative labels K (in thousands, left), minimum number of assigned samples per class
M using PosMine (center), and number of clusters used in ClusterMine (right). The
mean AUROC is always reported on the left y-axis. The right y-axes show the cardinality
of mined positive label names (|V,0s|) for different M, C. For K = |Vpe| (left plot), all
non-overlapping labels from the corpus are used (Eq. (8.2)). Colors and markers per
method are shared for all figures. Best viewed in color.

Method Places Texture SUN SSB  NINCOv2
MCM 92.32 90.40 94.37 79.69 92.50
PLP 92.15 93.08 94.01 81.42 94.72

NegLabel 90.08 83.13 93.70  82.80 93.07
NegLabel* 90.39 88.29 94.41 85.13 94.53
PosMine 92.08 92.45 95.51 85.44 95.58
ClusterMine 91.41 91.80 94.70 86.04 95.86

Table 8.6: Semantic OOD detection detection AUROC on additional OOD
datasets.

Negative label mining on POS corpus and negative grouping strategy. Fig. 8.8b
shows that negative label mining is not improving performance even for a large-scale
text corpus such as POS. We included all available nouns and adjectives. In Fig. 8.8a,
we show that the proposed negative grouping strategy by NegLabel [33] deteriorates the
OOD detection AUROC. Thus, we did not include it in our experiments.

E Future work and conclusion

We believe our work makes a significant step towards truly unsupervised OOD using
vision-language models by highlighting the importance of dynamically extracting suitable
YVpos- Inarguably, a domain-relevant corpus is easier to satisfy than the exact knowledge
of a fixed Ygr. When no corpus exists, future work could explore the use of a large
language model with a human in the loop to generate a domain-specific corpus for other
application domains. This will reduce dependence on pre-existing text corpora.

In this work, we presented a general OOD detection label mining framework using
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Figure 8.8: Comparison of grouping strategy and negative label mining using
CLIP VIT-H dfn5b [16]. NegLabel* uses 40K negative mined labels.

CLIP. We demonstrate that vision language models are able to extract ID-related concepts
from a text corpus without relying on Yqr. We introduced ClusterMine , which is robust
to both covariate shifts and variations in the text corpus. ClusterMine achieves state-of-
the-art OOD detection scores across a wide range of large-scale OOD benchmarks, all
while requiring no fine-tuning in the learned weights of CLIP models.
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Abstract

Guidance is a widely used technique for diffusion models to enhance sample quality.
Technically, guidance is realised by using an auxiliary model that generalises more
broadly than the primary model. Using a 2D toy example, we first show that it is
highly beneficial when the auxiliary model exhibits similar but stronger generalisation
errors than the primary model. Based on this insight, we introduce masked sliding
window guidance (M-SWG), a novel, training-free method. M-SWG upweights long-range
spatial dependencies by guiding the primary model with itself by selectively restricting its
receptive field. M-SWG requires neither access to model weights from previous iterations,
additional training, nor class conditioning. M-SWG achieves a superior Inception score
(IS) compared to previous state-of-the-art training-free approaches, without introducing
sample oversaturation. In conjunction with existing guidance methods, M-SWG reaches
state-of-the-art Frechet DINOv2 distance on ImageNet using EDM2-XXL and DiT-XL.
The code is available at https://github.com/HHU-MMBS/swg_bmvc2025_official.



A Introduction

Diffusion models (DMs) have emerged as a powerful approach for generative tasks,
achieving remarkable success in areas such as image synthesis and text-to-image generation
43, 15, 21, 44, 24, 40, 1]. Despite their success, DMs often fail to generate high-quality
samples [3] and require guidance techniques to improve visual fidelity (Fig. 9.1). The
currently most popular method, classifier-free guidance (CFG), pushes the sample towards
regions with higher posterior class probability [46]. Unlike its predecessor, classifier
guidance [11], which relies on training an external classifier on labeled noisy images, CFG
combines conditional and unconditional denoisers, which can be trained jointly [16].

In the following, we denote by @ a noisy image and by €(x,; ¢) and €(x,t) the class
conditional and unconditional noise predictors at timestep ¢ of the denoising process [11].
CFG combines the two noise predictions during sampling using the linear extrapolation
scheme

€(x,t;¢) = €(x,t;¢) + wle(x, t;c) — €(x,t)] , with guidance weight w > 0. (9.1)

Therefore, CFG can be viewed as a linear extrapolation method [44, 7]. Equivalent
extrapolation schemes can be found for all diffusion model formulations, such as target
prediction or flow matching [21, 41].

Limitations of CFG. Despite the widespread use of CFG in conditional synthesis
[33], it comes with notable limitations. First, it increases the training budget. When
trained jointly, the unconditional task can consume up to 20% of the computational cost
[16]. Additionally, while CFG reduces class mismatch between samples and conditions
of the noise predictor [40], this benefit comes at the expense of sample diversity, as
sampling focuses on regions with high class probability [22]. Since guidance is a linear
extrapolation scheme, the sampling trajectory can overshoot the desired distribution,
leading to oversaturated or oversimplified images [26]. Finally, CFG sampling is restricted
to class-conditional generation by design.

Weak model guidance. Recently, a new class of guidance methods has been devel-
oped that addresses some of the limitations of CFG. These methods utilize the linear
extrapolation scheme of CFG, given by

E(T,1) = €pos(T, 1) + Wl€pos(T, 1) — €neg(, 1)], (9.2)

in a more generic way. Here, the subscripts pos for positive and neg for negative refer to
the sign of the noise predictors. The idea behind Eq. (9.2) is to extrapolate into high
likelihood regions by designing a negative model €,¢, that has an inferior performance
compared to a well-performing DM €. Typically, €,¢q is derived from €, by re-training
using fewer parameters, architecture-based heuristic manipulations, or shorter training
times [2, 22]. We refer to this class of guidance methods as weak model guidance (WMG).
While WMG methods seem promising, they often require training additional models, or
careful manual selection of specific layers to impair [2].

In this paper, we first introduce a toy example to show that (i) WMG samples closer
to high likelihood regions than CFG and (ii) guidance works best if €,e, makes similar
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Figure 9.1: Method overview. Left: Even state-of-the-art diffusion models can fail to
generate globally coherent images without guidance. Right: Sliding window guidance
(SWGQG) upweights long-range dependencies and thereby improves global coherence on
average.

CITOIS as €p0s but stronger. A similar effect can be achieved under increased weight
regularization in high-resolution image synthesis. Additionally, we introduce masked
sliding window guidance (M-SWGQG), a novel guidance method designed to upweight long-
range dependencies (Fig. 9.1). In contrast to existing guidance techniques [40, 16, 2, 22,
37, 26, 48], M-SWG requires neither training nor class conditioning and can be applied
to any DM that can process multiple image resolutions. M-SWG achieves a superior IS
score without causing oversaturation, while maintaining competitive Frechet distances.
Finally, by combining M-SWG with existing guidance techniques [16, 22|, a state-of-the-
art Frechet DINOv2 distance (FDD) on ImageNet is achieved using EDM2-XXL and
DiT-XL [33, 23].

B Related work

Diffusion sampling can be coarsely divided into CFG-based variations and alternative
methods. Vanilla CFG can be improved by adding a noise schedule to the condition [37],
introducing monotonically increasing guidance weight schedules [48], stepwise intensity
thresholding [40], or applying CFG only at an interval in the intermediate denoising
steps [26]. Despite recent advancements, CFG cannot be used with unlabelled datasets
or conditional-only trained denoisers by design. While several sampling methods focus
on modifying CFG [37, 26, 40, 48, 38|, training- and condition-free approaches remain an
open quest [39].

Alternative guidance methods can be roughly grouped into three categories: i)
architecture-based impairments, ii) image-level manipulations [18], and iii) inferior capacity
models, which we refer to as weak models. Architectural impairments typically lever-
age self-attention maps [2, 17] that are known to capture structure-related information
[5, 13, 30, 2|. For instance, a handful of manually picked attention maps can be replaced
with an identity matrix [2] or filtered using Gaussian smoothing [17]. Nonetheless, the
choice of attention maps depends on the model architecture, which limits the applicability
of the method. Finally, architecture-specific impairments can create significant side
effects, such as deteriorating the visual structure [17]. Image-level manipulations such as



* "
]
= I
= o ¥ v \ y y
A
\ /. v WL
N S 4
2
. Y g A e = e
: o > &
(8) w=0 (b) w = w* (c) w = 3w* (d) Guidance triangle

Figure 9.2: Inference trajectories for our 2D-toy model. From left to right: (a)
w = 0 yields the trajectories of the positive model. (b) w* denotes the guidance weight
that leads to best (CFG) or onset of saturating (WMG) performance (w* = 1 for CFG
and w* = 5 for WMG). (c) For large guidance weights, CFG exhibits large endpoint
errors, while WMG keeps small endpoint errors until it becomes unstable. (d) Enlarged
views for single trajectories. Arrows show target prediction for a point on the trajectory.
In this instance, the guidance correction (black arrow) pushes WMG closer to the data
point, unlike CFG.

frequency filtering have been attempted with limited success [18]. Hong et al. [18] restrict
high-frequency filtering to image patches corresponding to high activation areas, achieved
by upsampling self-attention maps. However, similar to architecture-based impairments,
it requires cherry-picking while being prone to artifacts [17].

Weak models of inferior capacity compared to the positive model can be constructed
by limiting the network size (i.e. number of parameters) or its training time [22]. However,
such approaches require additional training from scratch or various weight instances,
which are not always available. Concurrent work [4] deteriorates the positive model by
fine-tuning with its own generated samples to derive the negative model. Different from
prior works [22, 4], we aim to systematically study WMG methods, starting with a toy
example. Our analysis reveals that the negative model needs to exhibit a similar modeling
error as the positive model, but stronger. The latter statement has not been explicitly
formulated in prior works [2, 18, 22].

C CFG and WMG are fundamentally different

In the following, we introduce a two-dimensional toy example (Fig. 9.2) to visualize
the conceptual differences between CFG and WMG. The data distribution of our toy
example consists of three data points D = {y, Y2, ys}, where each data point is assigned
a different class label ¢ € {1,2,3}. We can generate trajectories x(¢) by numerically
solving the ordinary differential equation (ODE) dx(t) = €*(x(t), o(t))do(t), with €* the
optimal noise predictor in the Bayesian sense, and o () € [0, 0ynq.) the current noise level.

Note that do(t) < 0 along a denoising trajectory. It can be shown that for a finite set



of N data points, the optimal noise predictor takes the explicit form [21]

N
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where N (.].) denotes an isotropic normal distribution. That is, the optimal noise predictor
is the normalised residual between & and the posterior-mean ZZJL yp(y;|x,t) as an
estimator for a data point. The optimal noise predictor generates trajectories with
endpoints arbitrarily close to one of the data points if the ODE is initialized with
Tinit ~ N (x]0,02,,) and 0,4, is sufficiently large.

Assume we are given an error-prone noise predictor, €., whose endpoints are dis-
tributed as a superposition of three normal distributions, all with variance 62, and each
normal distribution centered around a different data point (Fig. 9.2a). For this special
case it can be shown that €.,..(x,0(t)) = o(t)/5(t)e*(x,5(t)), with 6(t)* = o(t)*+6%. The
question is now, to what extent CFG and WMG can help to shift the trajectory endpoints
of the error-prone predictor closer to the data distribution? To answer this question,
we introduce the error-prone predictors €pos, €neg, and adjust the guidance weight w of
Eq. (9.2) such that the average endpoint error is minimized. Using €(x,t) := e(x(t), o(t))
for brevity, we recover the CFG setting by introducing the class-conditional noise predic-
tor €pos(,t) = €erp(x,t; ¢) and the unconditional noise predictor €,eq5(,t) = €0, 1).
Likewise we recover the WMG setting by €pos(, ) = €cpr(@, 1) and €peg(x,t) = €, (2, 1),

where €., differs from €., by a larger endpoint variance ¢’ > §. The denoising trajectories

shown in Fig. 9.2 follow from numerically solving the ODE for x(¢), using Eq. (9.2)
instead of the optimal noise predictor.

(9.3)

CFG. As we use just one datapoint per class, the class conditional noise predictor is
given by €,0s(x, t) = o(t) ' (z — y;,), with i. the data point index belonging to class c,
resulting in the special case of straight lines as denoising trajectories (Fig. 9.2a, CFG).
For small guidance weights, the trajectory endpoints match slightly better to the data
distribution (Fig. 9.2b, CFG), but for larger guidance weights, they move away from the
data distribution (Fig. 9.2c, CFG). This behavior is a consequence of the fact that €,
drives the trajectory towards the data point with the corresponding class label, whereas
€nez denoises in the direction of a weighted superposition of all data points. As a result,
CFG tends to shift the trajectories away from the center of mass of the data distribution
(Fig. 9.2d, CFQG), favoring classifiable endpoints over a fit to the data distribution. This
behavior has been described in previous works [16] and scales to higher dimensions, e.g.
images, where a better distribution overlap between generated samples and training
samples in feature space is only observed for sufficiently small guidance weights.

WMG. In contrast to CFG, increasing the guidance weight for WMG drives trajectory
endpoints closer to the data distribution (Fig. 9.2a-c, WMG), up to the point where
trajectories become unstable. The crucial condition for WMG to work well is that,
in each step, the prediction of €, is closer to € than the prediction of €, causing
the extrapolation to correct the prediction of €,,s towards the optimal prediction of €

(Fig. 9.2d, WMG).



w(x,t) =

€pos(@, 1) — € (2, 1)

 lepos(, 1) — €ncg(x. 1)

(9.4)

For the special case that €,,s and €, exhibit the same error up to a multiplicative
factor, it is possible for WMG to closely recover the prediction of the optimal denoiser €*,
under the optimal guidance weight w*(z,t) (Eq. (9.4)). The optimal weight is obviously of
little practical use as it requires knowledge about the optimal noise predictor €*. However,
it illustrates that the practical choice of a constant guidance weight is, in general, an ad
hoc simplification. Surprisingly, we observe excellent, albeit imperfect, matching between
endpoints and datapoints for constant but sufficiently large weights (Fig. 9.2).

D Sliding window guidance (SWG)

Assuming that a significant source of the
predictor’s error can be attributed to long-
range dependencies, we introduce a new
guidance method that aims to correct such
errors. The idea is to generate €, by
restricting the spatial input size (H x W)
of €p0s to a smaller size k x [, with k < H
and [ < W, which induces a defined cut-
off for long-range dependencies. We use
sliding windows to generate N crops of size
k x [, using a fixed stride s per dimension.
These crops are independently processed
(without rescaling) by €,0s as illustrated
in Fig. 9.3. The N predictions of €, are
superimposed in the same order and at
the same positions, which results in an
H x W output for €,,. Overlapping pixels
are averaged. We emphasize that using
sliding windows is a common technique in
high-resolution 2D /3D image processing
8, 20, 42, 36, 6].

Hyperparameters and limitations.
One limitation of SWG is that €,,s must
process inputs of varying image resolution.
Nonetheless, current architectures, such as
Unets [15] or (diffusion) image transform-
ers [33], generally satisfy this requirement.
SWG can be implemented in a few lines of
code and requires no training-related mod-

deig xaN

Aggregate

€(X,t) = €pos(X, ) + W[€pos (X, t) — €neg(x, )]

Denoise

Figure 9.3: An illustration of sliding win-
dow guidance (SWG). We use €, to inde-
pendently process N = 4 overlapping image
CTOPS. €y¢4 is generated by superimposing
the processed crops and averaging the over-
lapping pixels.

ifications or class conditioning. Unless otherwise specified, we assume H = W and use
crop size k = 1~ 5/8 x H and N = 4, which translates into k = 40,s = 24 at 64 x 64
resolution. We denote the overlap ratio per dimension as r =1 — £ = 0.4.

k
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Table 9.2: M-SWG enhances existing
Table 9.1: Training-free diffusion guidance giate-of-the-art methods. The dagger 1

sampling methods comparison. indicates that a smaller capacity model is

used.

Tables 9.1-9.2: We report FDD (|) and FID (/) on ImageNet for several
benchmarks. The subscripts indicate the chosen guidance scale that yields the optimal
guidance weights for FID/FDD based on a hyperparameter search.

SWG in latent DMs. We keep the same design choices for latent DMs [35] that
operate in % X % feature dimensions, where 8 is the upscaling/downscaling factor. More
specifically, SWG is performed in each denoising step in the low-dimensional latent space
(i.e. 64 x 64), and the final output is passed to the decoder. The decoder handles the
upscaling to the image dimensions, i.e., from 64 x 64 to 512 x 512. The rationale behind
SWG operating in lower feature dimensions is that latent representations, i.e., of a VAE,
preserve to a significant extent the spatial structure of the image [25, 12]. To make SWG
compatible with DiT, we add positional encoding interpolation to process the crops. The
choice of k ~ %H is determined by practical considerations of Unets. Specifically, k
must satisfy 2% € N, where n is the number of downsampling steps of the Unet, and the
diffusion model €,,s must be able to process multiple image resolutions.

Computational overhead. The computational overhead of SWG compared to CFG
is determined by the overlap ratio r and the architecture. For EDM-S and r = 0.4, we
measured an overhead of less than 30% compared to CFG based on a naive implementation
of SWG.



Masked SWG (M-SWG). We experimentally observe that applying guidance only
to overlapping regions of the sliding windows shows better performance than applying
guidance to the whole image. We therefore introduce a binary mask M € {0, 1}#*W to
filter for overlapping regions when applying guidance:

E(x,t) = €pos(@, 1) + WM O [€pos(T, t) — €neg(, )] (9.5)

Figure 9.4: The white overlay (cross) illustrates the pixels that are affected
by M-SWG in each timestep in image space (left) and latent space (right),
respectively, based on Eq. (9.5). The overlaid pixel locations corresponds to overlap-
ping regions based on kernel size 40 and stride 24 for an input of size 64 x 64.

Combining SWG with existing methods. Since SWG and M-SWG are conceptually
different from existing techniques, we investigate whether they can enhance existing
techniques as a linear combination of their stepwise outcomes [28]. Mathematically,

€(x, 1) = €pos(x, 1) + Z wil€pos(@, ) — €D (,1)], (9.6)

2

where ¢ indicates different guidance methods. Quantitative improvements would suggest a
complementary relationship between methods. For instance, combining CFG with SWG
would increase noise-condition alignment whilst conforming to long-range dependencies.

E Experimental evaluation and discussion

Diffusion guidance baselines. We divide the evaluation into training-free methods
(Table 9.1) and state-of-the-art comparisons (Table 9.2), where M-SWG is used in
conjunction with existing methods (Eq. (9.6)). Regarding training-free methods, we
consider reduced training (RT) as a state-of-the-art baseline [22], along with sampling
without guidance (w = 0). Nonetheless, publicly available DMs do not always offer earlier
weight instances such as DiT-XL [33] and StableDiffusion [35], and thus RT cannot be
applied. When combining M-SWG with other non-training-free state-of-the-art methods
(Eq. (9.6)), we adopt CFG and the recent approach of reducing training time and learning
capacity (RCT), also known as “autoguidance” [22]. We emphasize that CFG requires
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Figure 9.5: Visualizing the achieved tradeoff by varying the guidance scale w
(x-axis) for FDD ({, left), Inception score (IS 1, center), and saturation (|,
right) using EDM2-XXL. M-SWG achieves superior perceptual quality as measured
by the IS compared to RT and RCT, while not exhibiting undesired oversaturation as
CFGT, on average.

jointly or independently training a conditional and an unconditional denoiser, and it is
thus not training-free.

Implementation details. The experiments were conducted on 4 Nvidia A100 GPUs
with 40GB of VRAM. Following recent works [45, 23, 19, 26, 22, 9], we produce 50K
samples for the evaluations and measure the Frechet distance [14] using features from
InceptionV3 and DINOv2 ViT-L [31], denoted by FID and FDD, respectively. We use
FDD as our primary metric since it has shown better alignment with human judgment
132, 29, 27, 45]. We also report the inception score (IS) as a measure of visual quality. We
apply SWG and M-SWG to state-of-the-art models, such as DiT-XL [33], and EDMv2
[23].

Regarding EDM2, we set the EMA-like hyperparameter to 0.1 to make our analysis
more generally applicable. Following Karras et al. [22], we use 7'/16 for EDM2-S and
T/3.5 for EDM2-XXL for the negative model when applying RT and RCT, where T is
the training time of the positive model. When applying CFG to EDM2 models, we use a
smaller capacity unconditional model (EDM2-XS), which we denote as CFGT.

M-SWG versus training-free methods. In Table 9.1, we observe significant gains
compared to the unguided generation using SWG and M-SWG. M-SWG provides a
competitive alternative when previous weight instances, such as with DiT-XL, are
unavailable. We believe that the inferior Fréchet distances from SWG/M-SWG are
attributed to background simplification, which strongly affects the statistics of the image
distribution. This is a shared limitation with CFG [16, 10] and can be further investigated
in future work.

Crucially, by combining RT with M-SWG, we achieve a new state-of-the-art FDD
for training-free image synthesis using EDM2-XXL (32.9), which also outperforms CFG
(36.7). The gains in FDD do not translate to FID. We hypothesize that the less-trained
negative model (RT) makes more errors related to local image details, complementing
SWG, and it is best captured in the DINOv2 feature space. Finally, no training-free
approach can significantly outperform the unguided EDM2-XXL FID score. This is linked
to existing concerns that FID does not reflect gradual improvements [32, 27, 45, 19, 1],



N, k, r FDD FID Guidance Interval FDD FDD FID
X 1122 292 X _ 1122  CFGT [16] 52.905 2.4401
4

WMG methods
a) Reduced training  46.512 1.799s
b) Reduced capacity 70.0;.4 2.2007

y 327 0 55.70_3 2.720,1 PLTL2 - 46.5
4,40,04  56.1p5 2.59¢.1 + interval; g 10-20  43.8

4,48,06 60.705 2.5601  SWG; - 56.1  ¢)RCT (a + b) 42.1,, 1.670s
9,32,05 55493 2.6901 + interval; o  15-20 51.3 d) WD fine-tuning 52.1g¢ 2.4601
9,24,0.63 58.1p2 2.891 M-SWG 4 - 53.4 e) WD + (a) 43.909 22505

16,16,0 64.002  3.1501 + interval; ;  13-23  51.7

Table 9.5: A comparison of
Table 9.3: Varying kernel Table 9.4: Applying guid- WMG strategies, including the
size k and number of crops ance only at an interval (32 novel weight decay (WD) vari-
N. steps). ants.

Tables 9.3-9.5: Additional experiments on ImageNet-512 using EDM2-S. The
subscripts indicate the chosen guidance scales based on a hyperparameter search.

as well as that the EDM2-XXL makes fewer errors that can be corrected with guidance
techniques.

Similar to EDM2, applying M-SWG to DiT is highly beneficial in terms of FID/FDD.
To the best of our knowledge, early training weight instances are not publicly available
for DiT to benchmark against RT or other WMG variants. The poor performance of
the unguided DiT-XL is mainly attributed to the joint training on both conditional and
unconditional generation, which may reduce network capabilities and lead to skewed
sampling distributions [22].

State-of-the-art comparison. Table 9.2 shows consistent improvements when com-
bining M-SWG with other state-of-the-art methods. A large relative FDD gain of 9.6%
is found when combining M-SWG with CFG using DiT-XL. Compared to using M-SWG
in conjunction with RT versus RCT, the relative gain decreases from 4.9% to 1.6%. This
suggests that the model of reduced learning capacity partially accounts for the correction
in long-range dependencies. Finally, M-SWG shows significant improvements on the un-
conditional benchmarks. Future work can explore SWG and M-SWG for text-conditioned
DMs.

Quality-diversity tradeoffs. To investigate the achieved tradeoff of M-SWG, we plot
w against FDD, IS score, and saturation in Fig. 9.5. Saturation is quantified as the mean
channel intensity in HSV color space (S channel), as in [38]. While RT and RCT are
slightly superior in terms of FDD, M-SWG achieves a better image quality (IS) across
guidance scales. Intriguingly, we find that M-SWG does not suffer from oversaturation,
unlike the CFG and RCT. A low saturation is preferred because it is closer to the statistics
of real images (0.32 on the ImageNet test set). Moreover, the root mean square contrast
of the samples (the standard deviation of intensities after greyscale conversion [34, 38])
demonstrates an even more pronounced disparity between M-SWG and other methods.
Overall, the smaller FID improvements of M-SWG (e.g. 2.55 versus 2.91 for EDM2-S in
Table 9.1), while achieving a higher IS score than RC, RCT suggests that the merits of
M-SWG are more in improving semantic coherence than diversity of images.



Figure 9.6: Samples generated by different guidance methods (rows) with
different guidance weights (columns) but the same initial noise and condition
(orange class) using EDM2-XXL. Guidance weights w are scaled by w*, the individual
weight for each method corresponding to the lowest FDD. The first column shows samples
using €4, which corresponds to setting w = —1 in Eq. (9.2).

Additional experiments. Table 9.3 shows that several combinations of kernel size
and N crops can attain similar results on both FID and FDD. Intriguingly, while FID
prefers higher overlap ratios r (for N = 4), FDD shows that the overlap between crops is
not required to obtain improvements over the unguided model. This suggests that (i)
even without overlapping crops, SWG introduces no severe artifacts w.r.t. generative
metrics, and (ii) minimal to no tuning is required as opposed to heuristic model-specific
impairments like SAG or PAG [18, 2|]. Moreover, in Table 9.4, we demonstrate that
applying guidance only at an intermediate interval further enhances SWG and M-SWG.

Same error but stronger in high dimensions. Motivated by the toy model, we
verify its implication in higher dimensions by constructing €pe, with the same network
architecture as €05, but with significantly increased weight regularization. This can be
implemented by either fine-tuning €y, denoted as Weight decay (WD) fine-tuning, or by
re-training it with very little compute time, which we call WD with reduced training. WD
increases the model’s bias in the context of the bias-variance tradeoff [47]. Naive training-
free approaches such as dropout or quantization to construct €, have been unsuccessful
[22]. Experimental results are presented in Table 9.5. Interestingly, WD with reduced
training performs comparably with the current state-of-the-art RCT, demonstrating that
it is another principled way of constructing €.

Qualitative results. To visualize the differences between the guidance methods, we
examine ImageNet-512 samples generated from the same initial noise in Fig. 9.6. All
three methods, RCT, SWG, and CFG', tend to exhibit improved perceptual quality for
moderate guidance weights but show reduced variation (SWG, CFGT) or artifacts (RCT)
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for higher guidance weights. To understand these effects, it is helpful to examine the
unguided samples produced by €,eg, Which corresponds to setting w = —1 in Eq. (9.2). For
example, comparing the first two columns of Fig. 9.6, we see that the image composition
(e.g. box of fruits) for €,,s (w = 0) is only maintained by €, (w = —1) for RCT.
Consequently, with increasing w, RCT meaningfully conserves the image composition,
SWG does so slightly, and CFGT not at all.

F Conclusion

In this work, we identified the general concept of “same error but stronger” for designing
diffusion guidance methods. We validated this concept using a toy example and experi-
mentally in high dimensions using a negative model with increased weight regularization.
Additionally, we presented a novel training-free and condition-free guidance method
(M-SWG@G) that enhances global coherence and consistency of objects. M-SWG can be
used as a standalone method or combined with state-of-the-art sampling methods, such
as CFG, to yield visually appealing and state-of-the-art results in image synthesis.
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Appendix

App. I Additional implementation details and experiments

Constrast. In Fig. 9.7, similar to saturation, we show that the discrepancy between
M-SWG and other state-of-the-art methods is significant. The combination of competitive
IS and FDD, with significantly less oversaturation and almost no overcontrast on average,
suggests that samples remain relatively closer to the training data distribution. Contrast
is computed as the root mean square contrast of the samples, meaning the standard
deviation of intensities after greyscale conversion, similar to [34, 38|.

SWG implementation details and pseudocode. To make SWG compatible with
DiT, we add positional encoding interpolation on DiT-XL to process various resolutions.
The choice of k ~ gH is determined by practical considerations of Unets. Specifically, &k
must satisfy 2% € N, where n is the number of downsampling steps of the Unet, and the
diffusion model €,,s must be able to process multiple image resolutions. We provide an
implementation of SWG in the Section App. 1.
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Figure 9.7: Visualizing the achieved tradeoff by varying the guidance scale
w (x-axis) for FDD ({, left), Inception score (IS 1, center), and contrast (/,
right) using EDM2-XXL. M-SWG does not exhibit undesired overcontrast compared
to other state-of-the-art methods.

1 import torch

3 def SWG(x, e_pos, t, labels, N, k, w):

x: noisy images of size [bs, c, H, H]
e_pos: network i.e. Unet

t: timestep

labels: class conditions

N: number of crops in [4,9,16,...]

k: crop size

w: guidance scale

1
H OH H H H HH

12 steps_per_dim = int(torch.sqrt(N))
13 y_pos = e_pos(x, t, labels)

14 bs, ¢, H, _ = x.shape
15 y_neg = torch.zeros_like (x)
16 overlap = torch.zeros_like (x)

17 stride = (H - k) // (steps_per_dim - 1)

15 for i in range(steps_per_dim):

19 for j in range(steps_per_dim):

20 # left edge (le), right edge (re)
le, re = stride * i, stride * i + k
# top edge (te), bottom edge (be)
te, be = stride * j, stride * j + k
# x_p is of shape [bc, c, k, k]
x_p = x[:, :, te:be, le:rel
y_crop = e_pos(x_p, t, labels)
y_negl:, :, te:be, le:re] += y_crop
o_p = torch.ones_like(y_crop)
overlapl[:, :, te:be, le:rel += o_p

# pixel averaging

y_neg = y_neg / overlap

# Equation 2 in the main text

return y_pos + w * (y_pos - y_neg)

N
AW N =

NN N NN

w w w w w [V (V)
S w [} - o =} o] ~

Figure 9.8: Example pseudocode for sliding window guidance (SWG) in Python using
the torch library.
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10. Conclusion and Publication List

Visual representation learning using foundational models in computer vision has led
to crucial advancements. However, adapting these models to settings with little or no
labeled data remains challenging. This thesis contributes new methods that repurpose
both visual and multimodal foundation models on three tasks: a) image clustering, b)
visual out-of-distribution detection, and c) label-free generative modeling. Below we
summarise our contributions per chapter in Part II:

In Chapter 4, we focused on how to perform image clustering using a pretrained
foundational model. It describes a novel clustering method, called TEMI, with strong
outperformance over naively applying k-means on image features. Similar to contrastive
learning, TEMI is inspired by information theory and specifically pointwise mutual
information. TEMI involves training a small clustering head using nearest neighbors
in feature space as positive pairs. The head is trained to assign positive pairs in the
same cluster using a novel objective that has a single bounded hyperparameter, which
requires minimal to no tuning. This pipeline significantly simplifies previous deep learning-
based methods while it outperforms classical methods such as k-means on several vision
benchmarks, including ImageNet-1K.

In Chapter 5, we focused on how to apply contrastive language-image pretrained
models for visual OOD detection. A holistic study is presented for several scenarios based
on the availability of ground truth labels. There, we developed a new method called
pseudo-label-probing (PLP), which leverages only the ground truth label names of the
in-distribution. Instead of simply computing top-1 image-text similarities as the anomaly
score, PLP first predicts pseudo-labels per sample. Then, a linear layer is trained on
these pseudo-labels, and the energy OOD detection score is computed. In contrast to
previous methods, no tuning of the visual encoder is required, while PLP scales better
than the compared baselines with respect to the model size up to 2B parameters.

In Chapter 6, we focus on finding alternative conditioning for unconditional image
synthesis. We propose using cluster assignments from learned features as conditioning
in generative diffusion models for unlabelled image data. Moreover, a strategy for
estimating the optimal range of clusters for generative learning is presented. Experimental
results using the EDM diffusion model baseline on CIFAR10, CIFAR100, and FFHQ
demonstrate a threefold training sampling efficiency compared to unconditional synthesis,
with performance (FID) comparable to ground-truth class-conditioned models.

In Chapter 7, we focus on developing challenging image clustering benchmarks based
on ImageNet-21K. To this end, we conduct a comprehensive study of feature-based
clustering methods at scale, disentangling the impact of the following data-related factors:
i) class imbalance, ii) class granularity, iii) the presence of easily recognizable classes, and
iv) the ability to capture multiple classes. We developed a novel approach for reannotating
GT labels to more fine-grained classes using CLIP in conjunction with the WordNet
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semantic tree.

In Chapter 8, we focused on OOD detection without access to ground truth in-
distribution label names. Instead, the label names that likely correspond to the in-
distribution (positives) are mined from a large and diverse text corpus. We propose
a novel OOD detection method that utilizes text corpora for positive label mining,
called ClusterMine. ClusterMine is the first method to achieve state-of-the-art OOD
detection performance on ImageNet-1K benchmarks without access to the ground truth
in-distribution label names. ClusterMine combines visual-only sample consistency (via
clustering) and zero-shot image-text consistency to decide which label names correspond to
the in-distribution. Experimental results reveal that ClusterMine achieves state-of-the-art
performance in full-spectrum OOD detection.

In Chapter 9, we focus on understanding and developing sampling methods for
diffusion models. We proposed a new method, called masked sliding window guidance
(M-SWG@G), that upweights long-range spatial dependencies. Precisely, M-SWG guides
the diffusion model with itself by selectively restricting its receptive field using crops.
M-SWG can be applied as an alternative to other sampling methods (standalone) or it
can be combined with existing sampling methods. As a standalone sampling method,
M-SWG achieves a superior Inception score (IS) compared to previous state-of-the-art
training-free approaches, without introducing sample oversaturation. In conjunction
with existing guidance methods, such as classifier-free guidance (CFG), M-SWG reaches
state-of-the-art Frechet distance on various ImageNet-1K benchmarks. Finally, M-
SWG is applicable to unconditional image synthesis with significant improvements over
unconditional generation.

Publication List

Below we present the author’s full publication list during his PhD candidacy in chrono-
logical order based on the first submission date of each paper:

1. Rafiee, N., Gholamipoor, R., Adaloglou, N., Jaxy, S., Ramakers, J., & Kollmann,
M. (2022, September). Self-supervised anomaly detection by self-distillation and
negative sampling. In International Conference on Artificial Neural Networks (pp.
459-470). Cham: Springer Nature Switzerland.

2. Adaloglou®, N., Michels*, F., Kalisch, H., & Kollmann, M. (2023). Exploring the
limits of deep image clustering using pretrained models. In 34th British Machine

Vision Conference 2023 (BMVC 2023). BMVA.

3. Kim*, V., Adaloglou*, N., Osterland, M., Morelli, F. M., Halawa, M., Konig, T,
... & Marin Zapata, P. A. (2025). Self-supervision advances morphological profiling
by unlocking powerful image representations. Scientific Reports, 15(1), 4876.

4. Adaloglou, N., Michels, F., Kaiser, T., & Kollmann, M. (2024). Adapting
Contrastive Language-Image Pretrained (CLIP) Models for Out-of-Distribution
Detection. Trans. Mach. Learn. Res.

5. Adaloglou, N., Kaiser, T., Michels, F., & Kollmann, M. (2025). Rethinking cluster-
conditioned diffusion models for label-free image synthesis. In 2025 IEEE/CVF

18



Winter Conference on Applications of Computer Vision (WACV) (pp. 3603-3613).
IEEE.

. Adaloglou, N., Michels, F., Senft* K., Petrusheva®*, D., & Kollmann, M.
(2024). Scaling up deep clustering methods beyond imagenet-1k. arXiv preprint
arXiv:2406.01203.

. Adaloglou, N., Kaiser, T., Iagudin, D., & Kollmann, M. (2025). Guiding a
diffusion model with itself using sliding windows. In 36th British Machine Vision
Conference (BMVC 2025). BMVA.

. Adaloglou, N., Petrusheva*, D., Asker® M., Michels, F., & Kollmann, M. (2026).
ClusterMine: Robust label-free visual out-of-distribution detection via concept
mining from text corpora. In Proceedings of the Winter Conference on Applications

of Computer Vision (WACV).

19



	Part I: Research Synthesis & Overview
	Representation Learning
	Notation and Prerequisites
	Introduction and Supervised Learning
	Connection to Autoencoders

	Mask Modeling: Language and Vision
	Contrastive Learning
	Designing Positive Views in Contrastive Learning
	Paired multi-modal contrastive learning

	Joint-Embedding Self-Supervised Approaches
	DINO and self-distillation
	DINOv2
	Notable developments based on DINOv2
	Large-scale data collection and curation for self-supervised learning

	Image Representations Without Hand-crafted Augmentations
	Representation Convergence
	Generative Learning using Visual Representations

	Downstream Tasks that Leverage Visual Representations
	Visual Out-of-Distribution Detection
	Introduction and taxonomy of tasks
	Out-of-Distribution Detection Methods
	OOD detection using CLIP
	Incorporating Negative Concepts into CLIP

	Large-Scale Image Clustering
	Introduction
	Multi-stage Image Clustering Methods

	Image Synthesis with Diffusion Models
	Introduction
	Diffusion models: forward and backward process
	Training objective of DMs
	Connection with noise-conditioned score-based networks
	Sampling from diffusion models
	Latent-space diffusion
	Conditioning and Guiding DMs at Sampling Time


	Contributions and References
	Contributions
	References


	Part II: Core Publications
	Exploring the Limits of Deep Image Clustering 
	Introduction
	Related Work
	Single-stage deep image clustering methods.
	Multi-stage deep image clustering methods

	Proposed Method
	Classification model
	Self-distillation clustering framework
	Balancing class utilization
	Teacher-guided instance weighting

	Experimental Evaluation
	Datasets, metrics and implementation details
	Experimental Results
	Discussion

	Conclusion
	References
	Appendix
	Further discussion points
	Proof of Theorem 1
	Randomly sampled images from TEMI cluster assignments


	Adapting CLIP for Out-of-Distribution Detection 
	Introduction
	Related Work
	Supervised OOD detection methods
	Unsupervised OOD detection methods
	OOD detection methods using external data or pretrained models
	OOD detection robustness

	Proposed OOD Detection Setup
	Considered pretrained models
	Datasets and metrics
	Pseudo-Label Probing (PLP) using CLIP's textual encoder
	Feature-based adversarial OOD data manipulation
	Experimental evaluations
	Implementation details

	Experimental Results
	Discussion
	Conclusion
	References
	Appendix
	Text context prompts and weights.
	Computational complexity of OOD detection methods.
	Few-shot evaluations on CIFAR100 CIFAR10.
	Adversarial examples.


	Rethinking Cluster-Conditioned Diffusion Models 
	Introduction
	Related Work
	Conditional generative models
	Alternative conditioning of generative models

	Method
	Notations and prerequisites
	Cluster-conditional EDM (C-EDM)
	Estimating the upper cluster bound

	Experimental Evaluation
	Datasets, models, and metrics
	State-of-the-art comparison for image synthesis
	Cluster utilization ratio and discovered upper bounds
	Investigating the connection between clustering and cluster-conditional image synthesis

	Discussion
	Conclusion
	References
	Appendix
	Visualizations
	What about a lower cluster bound?
	Additional implementation details and hyperparameters


	Scaling Up Feature-Based Image Clustering Methods
	Introduction
	Related Work
	Deep learning-based image clustering
	Leveraging ImageNet21K class structure

	Background, Materials and Methods
	Feature-based image clustering methods

	New Clustering Benchmarks
	Sensitivity to class imbalance
	Sensitivity to the class granularity
	Easy-to-classify benchmarks
	Multi-label clustering benchmarks

	Experimental Results
	Impact of class imbalance
	Impact of class granularity
	Results from easy-to-classify benchmarks
	Multi-label clustering evaluations

	Discussion and Limitations
	Conclusion
	References
	Appendix
	Linear separability metrics.
	CLIP zero-shot classification and calibration analysis on ImageNet21K
	Confidence histogram of deep clustering methods on ImageNet-1K
	Varying the percentage of odd class indices on ImageNet-1K training set
	Label reassessment using p-HZR.
	Zero-shot classification using CLIP on ImageNet21K
	Additional information


	ClusterMine: Robust Label-Free Visual Out-Of-Distribution Detection via Concept Mining from Text Corpora
	Introduction
	Related work
	OOD detection methods using CLIP
	A general OOD detection framework for CLIP
	Positive label mining methods

	Experimental evaluation
	Training-free OOD detection baselines
	Implementation details
	Main experimental results
	Comparison with recent state-of-the-art
	Ablation studies and additional OOD datasets

	Future work and conclusion
	References

	Guiding a Diffusion Model with Itself using Sliding Windows
	Introduction
	Related work
	CFG and WMG are fundamentally different
	Sliding window guidance (SWG)
	Experimental evaluation and discussion
	Conclusion
	References
	Appendix
	Additional implementation details and experiments


	Conclusion and Publication list


